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ABSTRACT

360-degree classroom video captures entire learning spaces
using omnidirectional recording, preserving group-level con-
text and reducing blind spots associated with fixed-view
cameras. This affords advantages for analyzing non-verbal
behaviors central to understanding collaborative interaction.
However, manual annotation of such video remains time-
consuming and difficult to scale. Multimodal large language
models (MLLMSs) offer a promising alternative: unlike tra-
ditional computer vision models that often struggle with the
curvilinear distortion and viewpoint variation, MLLMs can
leverage global context and semantic cues to interpret com-
plex scenes. Yet applying MLLMs to 360-degree video re-
quires decisions about how panoramic scenes are represented
and how temporal information is sampled, factors known to
influence model performance but rarely examined in edu-
cational contexts. This exploratory case study investigates
how video extracted views (front-facing vs. top-down view)
and temporal sampling density (1-4 frames per second) in-
fluence MLLM-based detection of non-verbal behaviors. We
applied Molmo2-8B to 360-degree classroom recordings of
small groups collaborative learning and evaluated detection
performance across gaze, gesture, posture and tool usage be-
haviors. Results reveal that object-related behaviors (e.g.,
gaze at laptop, tool usage) were detected more reliably than
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ordination (e.g., gaze at other students). Projected view
shaped detectability: top-down views supported more reli-
able detection of gaze- and tool-related behaviors by pre-
serving spatial context. However, higher sampling rates did
not consistently improve detection, suggesting that more
frames are not always better. Together, these findings can
inform 360-degree video preprocessing decisions when ap-
plying MLLMs to video analysis.

Keywords
Multimodal large language models, 360-degree video, Col-
laborative learning, Non-verbal behavior detection

1. INTRODUCTION

Understanding collaborative learning requires attention not
only to what learners say or produce, but also to how they
coordinate through non-verbal behavior [14]. Gaze, gesture,
posture, and shared tool use play important roles in estab-
lishing joint attention, signaling understanding, and regulat-
ing turn-taking during group work [3, 20, 16]. Research in
learning sciences has long recognized these behaviors as indi-
cators of productive collaboration—moments when learners
build shared understanding, negotiate meaning, or struggle
to coordinate [40, 43]. Capturing these dynamics is essen-
tial for understanding how collaboration unfolds and for de-
signing interventions that support effective group learning
[15, 50]. Yet, non-verbal behaviors remain difficult to cap-
ture through interaction logs or textual data alone, making
classroom video a central data source for examining collab-
orative learning processes [13, 25].

To capture these non-verbal dynamics in situ, researchers
have relied on classroom video recordings. Traditional front-
facing cameras require researchers to make early decisions
about camera placement and viewing angle, which can re-
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sult in occlusion or loss of information when learners move
outside the camera’s limited field of view [10]. These con-
straints are especially problematic in collaborative learning
settings. Recent advances in video capture technology have
sought to address these limitations. In particular, wide an-
gle and 360-degree cameras enable capture of entire learning
spaces, reducing blind spots and preserving group-level con-
text across multiple learners [2, 39, 47]. Although 360-degree
recording addresses some of these limitations, it introduces
new challenges. Researchers need to reconstruct and repro-
cess video from distorted equirectangular projection, and
manage the increased complexity of processing panoramic
footage. These technical demands compound the already
substantial cost of manual video annotation, which has long
constrained the scale of research on collaborative learning,
often limiting analysis to small samples or brief episodes [58].
Prior work has explored computer vision techniques to au-
tomate classroom video analysis, including methods for de-
tecting gaze direction, gesture, and body posture [21, 62, 57].
These approaches have shown promise but typically rely on
task-specific pipelines and can be sensitive to viewpoint vari-
ation and visual distortion in 360-degree video [6, 19].

Multimodal large language models (MLLMs), a class of vision-
language models capable of processing video input, have
recently emerged as a promising alternative [23, 59]. By
integrating visual perception with natural language genera-
tion, MLLMs offer a unified interface for describing a wide
range of behaviors, potentially lowering the technical bar-
rier to video-based research [51]. However, existing research
provides limited guidance for educational applications. Em-
pirical evaluations of MLLMs primarily rely on standardized
benchmarks developed outside educational domains [53, 56],
offering limited insight into how MLLMs perform on the
context-dependent behaviors that characterize learner in-
teractions. Meanwhile, work on MLLMs in education has
remained largely conceptual rather than empirically exam-
ining model performance in authentic learning settings [5].
There is also limited understanding of how analytic condi-
tions shape MLLM performance, as model outputs are im-
pacted not only by architecture but also by representation
choices and dataset characteristics [11]. These factors are
particularly consequential for 360-degree video, where re-
searchers must make explicit decisions about how panoramic
footage is projected, framed, and sampled before it can be
processed by a model. Yet how such preprocessing decisions
affect MLLM performance remains an open question.

This study addresses this question by empirically examin-
ing two analytic design choices: video extracted views (how
the panoramic scene is projected and framed) and temporal
sampling (how many frames are extracted per clip). Focus-
ing on concrete, observable non-verbal behaviors relevant to
collaborative learning, we investigate how these choices af-
fect behavior detection performance in 360-degree classroom
video. Rather than proposing a fully automated solution,
this exploratory case study adopts a diagnostic perspective
aimed at identifying the conditions under which MLLM-
based analysis of 360-degree video is effective or limited.
The following research questions guide this study:

RQ1: How does temporal sampling density affect MLLM-
based detection of non-verbal behaviors in 360-degree class-
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room video?

RQ2: How does video extracted view affect MLLM-based
detection of non-verbal behaviors?

2. LITERATURE REVIEW
2.1 360-Degree Video in Educational Research

Advances in 360-degree camera technology present new op-
portunities for using 360 cameras for teaching and learn-
ing [41, 17, 35]. 360-degree cameras capture entire learning
environments from a single vantage point, recording omni-
directional views that can be navigated from multiple per-
spectives [17, 35]. Unlike traditional or multi-camera se-
tups that require coordination among multiple devices, 360-
degree cameras present explorable spherical scenes that al-
low researchers and educators to revisit and navigate the
learning space, supporting a deeper examination of instruc-
tional practices, learners’ engagement, and other social dy-
namics that occur in the classroom [39, 2]. 360-degree cam-
eras are increasingly used in education for purposes rang-
ing from exam proctoring [1] to immersive training envi-
ronments, including surgical simulation [24], public speak-
ing practice [44], and observation of teaching practices [48].
However, this flexibility introduces a distinct challenge dur-
ing video processing. With traditional front-facing cameras,
the viewing angle is determined at the time of recording.
In contrast, 360-degree video defers this decision to the pro-
cessing stage, requiring researchers to actively choose how to
project and frame the spherical scene for analysis. These de-
cisions are often guided by analytic priorities. Front-facing
projections maximize visibility of facial expressions and gaze
direction, whereas top-down views better capture spatial
arrangements and interactions among group members at a
shared workspace [33, 42]. These early choices about view-
ing angles influence ground-truth annotation and the inputs
provided to automated models, making representation selec-
tion consequential for human and computational analysis.

These representational decisions compound a broader set
of challenges limiting the use of 360-degree video in learn-
ing analytics. Processing such footage demands substantial
computational resources [32], and standard computer vision
models trained on conventional camera footage struggle with
360-degree recordings. Facial, body, and object recognition
models often fail due to equirectangular distortion and oc-
clusion common in omnidirectional footage [38]. These chal-
lenges point to the need for a systematic evaluation of both
video processing methods and computational approaches for
collaborative learning analysis.

2.2 Detecting Non-Verbal Behaviors

Early efforts to automate behavior detection have relied on
computer vision models trained for specific tasks such as
gaze estimation [62], pose detection [55], and gesture recog-
nition [22]. While these approaches have shown promise in
controlled settings, they require assembling separate pipelines
for each behavior type. For instance, detecting gaze direc-
tion may require sequential application of face detection,
landmark localization, head pose estimation, and gaze re-
gression, each trained independently and requiring calibra-
tion [62]. This presents a substantial engineering burden. A
further challenge is that most models are trained on images
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Figure 1: A web-based immersive science learning simulation.

from standard cameras, assuming consistent scale, frontal
viewpoints, and minimal occlusion [57]. As a result, they of-
ten struggle to generalize to 360-degree video, where equirect-

angular projection introduces curvilinear distortion that warps

object shapes and spatial relationships [45, 6, 54]. These lim-
itations highlight the need for approaches that can handle
the unique visual characteristics of 360-degree footage.

MLLMs offer several potential advantages. First, a single
model can describe multiple behavior types without separate
pipelines, substantially reducing engineering effort[51]. Sec-
ond, MLLMs can leverage global context and semantic cues
to produce partially grounded interpretations; this context-
aware reasoning may support more robust detection of be-
haviors [60, 56]. Finally, MLLMs produce natural-language
outputs that are directly interpretable. But MLLM perfor-
mance is impacted by how video is represented for input
and how temporal information is sampled [26]. Without
empirical evidence on how these analytic choices influence
behavior detection, it remains unclear when MLLMs can re-
liably support non-verbal behavior analysis. By identifying
which behaviors are robust to variation in representation and
temporal sampling, and which are highly sensitive to these
choices, such work helps researchers calibrate their valida-
tion efforts, anticipating when MLLM outputs are likely to
be more or less reliable, and where closer inspection or al-
ternative approaches may be required.

3. METHODS
3.1 Context and Participants

Data were collected during group activities in an introduc-
tory curriculum and instruction course at a Midwestern Uni-
versity. Students engaged with a simulation designed to
teach planetary motion and Kepler’s laws (Figure 1), com-
pleting a structured group activity involving exploration,
data collection, and reflection. A total of 24 out of the 39
students across two classroom sessions consented to partic-
ipate in the research and worked in groups of two to four.
This study focused on one four-student group as a case for
examining analytic design choice. The group was selected
because the video had high visual quality, all group members
remained relatively visible during the focal period, and stu-
dents worked around a shared workspace with two laptops
and worksheets. These features made it possible to com-
pare how the same collaborative activity was represented
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under different view and sampling conditions. Accordingly,
the study should be interpreted as a case-based analysis of
preprocessing and detection conditions. Ethical approval
was obtained from the institutional review board. All par-
ticipants provided informed consent for research use of the
recordings. Video data were stored and analyzed under ap-
proved research procedures.

3.2 Video Data

The selected group’s video lasted approximately 40 minutes.
Based on preliminary review, we focused our analysis on the
first 20 minutes, after which cross-group interactions became
infrequent. Raw .360 files were converted to .mp4 (ProRes)
using GoPro Player with H.264 encoding and equirectan-
gular projection. Adobe Premiere Pro v24.1 with a GoPro
360 plugin was then used to extract two viewing conditions
(Figure 2). The front-face (FF) view was designed to iso-
late and maximize the exposure of individual faces to the
camera lens, while the top-down (TD) view was designed to
isolate and maximize the exposure of the group’s physical
interactivity around the table. These two views should not
be understood as neutral representations containing iden-
tical visual information. Rather, they foreground different
aspects of the same 360-degree recording. The FF view pro-
vides more direct access to faces and upper-body orienta-
tion, whereas the TD view more clearly exposes the table
layout, shared artifacts, and relative positioning among stu-
dents. The comparison therefore examines how view-specific
information availability shapes MLLM-based detection. Fi-
nal videos were rendered at 24 fps and 1080p resolution in
.mp4 format.

3.3 Behavior Annotation

Behavior selection was guided by prior work in collabora-
tive learning and non-verbal interaction analysis [14]. The
annotation protocol focused on observable, externally vis-
ible behaviors, excluding inferences about internal cogni-
tive or affective states. The video was segmented into non-
overlapping 10-second clips before annotation. For each
clip, trained annotators assigned binary labels indicating
whether each behavior in Table 1 was visibly present at any
point during the clip. Two trained annotators independently
coded the video corpus using the behavior taxonomy sum-
marized in Table 1. Inter-rater agreement was calculated
separately for each behavior category using Cohen’s kappa
over the 10-second clip-level binary labels. Disagreements
were resolved through discussion before producing the final
reference labels used for model evaluation. Inter-rater relia-
bility exceeded Cohen’s k > 0.75 for all behavior categories.

3.4 MLLM-Based Behavior Detection

Model and Configuration. We employed Molmo2-8B at full
precision (BF16) without quantization. This is an open-
weight vision-language model designed for multimodal un-
derstanding [12]. Molmo?2 integrates a Vision Transformer
encoder with a decoder-only language model, using multi-
headed attention pooling and an overlapping multi-crop strat-
egy to capture fine-grained visual details with surrounding
context. Rather than treating video as an unordered collec-
tion of frames, the model associates visual tokens with tem-
poral context, supporting description of actions and events
unfolding over short video segments. Molmo2 emphasizes
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Figure 2: Example video frames showing non-verbal behaviors in front-face (FF) and top-down (TD) views. Faces and identifying
features are obscured for privacy.

Table 1: Behavior taxonomy and frequencies (N=121).

Behavior Sub-behavior Definition Frequency

Gaze Gaze_at_worksheet Student looks at the worksheet. 110
Gaze_at_laptop Student looks at the laptop. 84
Gaze_at_other_students Student looks at another student’s face or body. 20
Gaze_away Student looks away from their own group or the task. 13

Gesture Gesture Student shows gesture like pointing or other hand movement with- 26

out interacting with objects.

Posture Lean_forward Student’s upper body shifts towards the table. 104
Headnod Student moves their head up and down in a nodding motion. 21
Lean_adjacent Student shifts to be closer to the adjacent student. 64

Tool Usage Usage_of worksheet Student is actively using the worksheet. 99
Usage_of_laptop Student is actively using the laptop. 74
Sharing_of_laptop Students share a laptop (i.e., a laptop is present in front of two 84

students).

visual grounding through its ability to output 2D points
corresponding to pixels supporting its answers. Molmo2-
8B was selected for three reasons. First, it is open-weight
with a fixed model checkpoint, ensuring exact reproducibil-
ity. Second, it achieves benchmark performance compara-
ble to proprietary models such as GPT-4o [12]. Third, its
8B-parameter size allows inference on widely available hard-
ware.The pre-trained model was used without fine-tuning as
this work aims to assess baseline model behavior. Tempera-
ture was set to zero to ensure deterministic outputs. Infer-
ence was conducted on a single NVIDIA H200 GPU.

Video Segmentation. We adopted video-level rather than
frame-level behavior detection to support identification of
temporal behaviors such as posture changes. To implement
this, videos were segmented into fixed-length 10-second clips,
a duration that balances temporal context against compu-
tational constraints and aligns with the broader multimodal
learning analytics project in which this study is situated.
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Fixed-length segmentation reflects realistic deployment sce-
narios and avoids reliance on event-based heuristics.

Prompt Design. Each prompt consisted of a system message
and a task-specific text prompt. The prompt design draws
on prior empirical work showing that explicit role assign-
ment and task framing improve MLLM output quality for
educational video analysis [49, 63]. The prompt instructed
the model to: "Act as an educational researcher specializing
in qualitative and ethnographic video analysis. Your task is
to observe the video clip and determine whether the follow-
ing [BEHAVIOR-CATEGORY]-related behaviors are visu-
ally observable. Base your judgment only on visible, exter-
nally observable cues, and do not infer attention, intention,
engagement, or internal states. If a behavior is ambiguous,
partially occluded, or too subtle to identify with confidence,
mark it as not detected (0).” This was followed by behavior
definitions for each category (see Table 1). Prompts required
machine-parsable output and were held constant across all



