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ABSTRACT

Learning to program involves repeated trial-and-error at-
tempts, leading to substantial heterogeneity in learning be-
havior across student cohorts and course offerings. Code-
aware knowledge tracing (KT) models aim to capture how
students’ programming knowledge evolves over time. How-
ever, most existing KT studies rely on data from individual
courses, where student interactions are often sparse and
insufficient for modeling robust performance patterns. Cen-
tralizing student data across classrooms or institutions to
address this limitation is often constrained by the risk of
privacy breach of sensitive code submission data, limiting
the impact of existing KT methods. Federated learning (FL)
provides a privacy-preserving alternative by enabling collab-
orative model training without sharing raw data, and recent
work has shown that model personalization can further im-
prove federated KT performance. However, the interaction
between model personalization and code representation has
not been systematically studied. In this paper, we present a
comparative analysis of code-aware KT representations under
personalized federated learning (pFL) framework, using two
semesters of CodeWorkout data treated as separate clients.
Our results show that personalization consistently improves
predictive accuracy under federated training, but the mag-
nitude and consistency of these improvements depend on
how student code is represented. In particular, code rep-
resentations that capture richer structural information and
syntax-aware encodings exhibit more reliable performance
gains and promise more stable learning trajectories across
assignments and semesters, especially for more complex pro-
gramming tasks. These findings provide practical insights
for EDM researchers and practitioners on how representa-
tion choice shapes the effectiveness of personalization when
deploying privacy-preserving knowledge tracing models in
programming education.

Keywords

Anurata Prabha Hridi, Muntasir Hoq, Seyyedali Hosseinalipour, Ra-
jeev Sahay, and Bita Akram. Federated Code-Aware Knowledge Trac-
ing for Privacy-Preserving Student Performance Forecasting. In An-
thony Botelho, Maria Mercedes T. Rodrigo, Adish Singla, Hiroaki
Ogata, Hyojeong So, and Young Hoan Cho (eds.) Proceedings of the
19th International Conference on Educational Data Mining, Seoul,
Republic of Korea, June, 2026, pp. 453—-461. International Educa-
tional Data Mining Society (2026).

© 2026 Copyright is held by the author(s). This work is distributed
under the Creative Commons Attribution NonCommercial NoDeriva-
tives 4.0 International (CC BY-NC-ND 4.0) license.
https://doi.org/10.5281/zenodo.21039681

Muntasir Hoq
North Carolina State University
mhog@ncsu.edu

Seyyedali Hosseinalipour
University at Buffalo-SUNY

alipour@buffalo.edu
Bita Akram

North Carolina State University

453

bakram@ncsu.edu

Knowledge tracing, federated learning, model personalization,
student performance, predictive modeling.

1. INTRODUCTION

With the growing reliance on learning management systems
(LMSs) for the organization and delivery of instructional
activities and assessments, time-ordered logs of student inter-
actions with the digital learning environment have become
available at scale. Learning analytics leverages these records
to track student learning over time, and predict future per-
formance. One prominent approach, known as knowledge
tracing (KT) [37], estimates students’ latent knowledge states
over time and has long been used to uncover learning trajecto-
ries, support practice recommendations, and inform adaptive
instructional interventions.

Due to their data-driven nature, KT methods benefit from
larger and more diverse student interaction datasets, where
aggregating student data across courses and semesters en-
ables models to capture nuanced learning behaviors and
their evolution over time. However, while such data cen-
tralization/pooling can improve model performance through
leveraging diverse data, it raises significant privacy concerns.
Specifically, regulations like the family educational rights and
privacy act (FERPA) [1] restrict student data sharing across
institutions to prevent the disclosure of sensitive information.
At the same time, while individual/localized training of KT
models within a single course avoids these privacy concerns,
it often leads to less than optimal performance due to limited
data scale and diversity. This limitation is further exacer-
bated by the nature of student interaction data itself, which
is often sparse and unevenly distributed across assignments:
some problems receive only a small number of attempts or
exhibit limited behavioral variation, constraining the model’s
ability to learn robust representations of student knowledge
and performance, particularly for less frequently attempted
or more complex tasks.

Federated learning (FL) has gained traction as a promising
distributed machine learning (ML) paradigm to address these
challenges [24, 17]. FL allows collaborative model training
among multiple data-owning entities, namely clients, with-
out requiring the exchange of raw data. Instead, clients
train models locally and share only model/gradient param-
eters with a central server, which aggregates them to form
a global model that is redistributed for subsequent training
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rounds. As a result, by design, FL preserves data privacy
while allowing models to benefit from knowledge learned from
distributed data sources. In practice, however, data sourced
from multiple clients often exhibit substantial heterogeneity -
particularly evident in educational domains due to differences
in cohort characteristics, instructional methods, or infrastruc-
tural contexts. Fairness and correctness considerations being
central concerns in education, therefore, makes such one-size-
fits-all models less effective. To address this issue, recent work
has explored personalization strategies in FL, which adapt
the global model to client-specific data and have been shown
to improve both predictive performance and fairness. As a re-
sult, FL with personalization has attracted growing attention
in educational applications [3, 33, 35, 14, 21, 13, 22, 43, 39],
particularly for tasks such as KT [41, 5, 6].

Yet, programming education introduces unique challenges for
KT in FL or simply, federated KT. Specifically, as learning
happens through iterative code submissions to open-ended
programming problems, student-generated code serves as
the primary sequential evidence of learning progress, mak-
ing code representation a central factor in modeling student
knowledge. To cater to such distinct needs in programming
education, KT models are, therefore, often code-aware, in-
corporating representations of student code submissions to
better capture learning processes. However, while personal-
ized federated KT has been studied, the interaction between
code representation choices and personalization of federated
models remains underexplored. In particular, it is unclear
how different code-aware KT models behave under federated
training, and how personalization impacts representation-
specific strengths and weaknesses of the model. To address
this gap, this paper investigates how code representation
shapes the behavior and performance of code-aware KT mod-
els trained under personalized federated learning (pFL).

1.1 Research Questions
We extend three code-aware KT models: Code-DKT [38],
SANN-DKT [12], and srcML-DKT [27], to FL settings to en-

able privacy-preserving performance prediction across semesters.

To account for cross-semester heterogeneity, we incorporate
pFL strategies and empirically analyze their effects across
different code representations. To our knowledge, this work
is the first study that employs pFL on code representation
to provide data privacy and better predictive modeling for
code-aware KT methods. The summary of our contributions
lies in the answers to the following questions:

RQ1: Do relative performance differences arising from code
representation choices in KT models persist under privacy-
preserving pFL?

RQ2: To what extent does the personalization aspect of pFL
impact cross-semester prediction accuracy in code-aware KT?

2. RELATED WORK
2.1 Modeling Student Learning with KT

Prior work has shown that students engage with program-
ming practice systems in distinct ways, exhibiting varied
behavioral patterns such as exploration and persistence [30].
At the same time, programming learning involves mastering a
set of underlying skills or knowledge components (KCs) that
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are reflected across exercises and instructional materials [40].
Understanding how these behaviors relate to the acquisition
and application of knowledge over time has been a central fo-
cus of learning analytics [37], motivating the development of
knowledge tracing (KT) models. Early KT models were prob-
abilistic, most notably Bayesian Knowledge Tracing (BKT)
[8], which represents learning as a hidden Markov process
and estimates the probability that a student has mastered
a skill as they engage with successive tasks. Extensions of
BKT introduced individualized parameters to account for
variation in prior knowledge and learning rates across stu-
dents [44]. Related approaches, such as Performance Factors
Analysis (PFA) [28] and Learning Factors Analysis (LFA)
[4], used logistic regression over prior successes and failures
to estimate knowledge states. While influential, these mod-
els struggle to capture complex learning dynamics involving
multiple interdependent skills and individualized learning
trajectories.

The introduction of deep learning marked a major shift
in knowledge tracing research. Deep Knowledge Tracing
(DKT) [29] showed that recurrent neural networks can cap-
ture temporal patterns in student behavior better, leading to
notable gains in predictive accuracy. Subsequent work built
on this idea by incorporating memory mechanisms, attention,
and richer representations. Examples include Dynamic Key-
Value Memory Networks (DKVMN) [47] and Self-Attentive
Knowledge Tracing (SAKT) [26], as well as later models that
combine multiple architectural components to improve scala-
bility and performance [32, 31, 18]. More recent approaches
have further expanded the KT landscape by introducing rela-
tional and contrastive perspectives, such as graph-based and
problem-solving—oriented models [25, 42, 16, 48]. Together,
these advances have substantially improved the modeling of
student learning behavior.

2.2 Potential of pFL in Code-aware KT

While KT has been effective in many educational settings,
open-ended programming courses pose distinct challenges.
In such courses, learners often submit multiple iterations
of source code, and correctness alone provides only a par-
tial signal of learning. Each attempt contains structural
and semantic details that reflects how students reason about
problems, debug errors, and refine their solutions over time.
The emergence of code-aware KT models prompted mov-
ing beyond just correctness labels by explicitly modeling
student code. Code-DKT uses transformed code embed-
dings to represent semantic details of student submissions
[38], while SANN-DKT applies attention mechanism to em-
phasize code parts that contribute most to prediction [12].
srcML-DKT takes this further by allowing incomplete or
buggy codeblocks to incorporate syntactic and semantic
evolution of student code [27]. Collectively, these studies
demonstrate that incorporating structural, semantic, and
contextual information from code leads to a more nuanced
and fine-grained understanding of programming knowledge
acquisition. Additional work has explored alternative rep-
resentations and objectives, including error-based features
for capturing misconceptions (Error-DKT)[36], explainable
KT models providing cognitive feedback (HELP-DKT)[23],
methods that improve interpretability through automati-
cally generated knowledge components (KCGen-KT)[9] or
knowledge graphs (KGNN-KT)[45], and question-centered



approaches that incorporate student-generated questions to
support generalization (SQKT)[19].

As efforts to improve KT in programming education continue,
they also reveal a key limitation: code-aware KT models typ-
ically require large and diverse datasets to perform reliably.
In practice, data from a single course or semester are often
insufficient, motivating the aggregation of student interaction
and code data across offerings or institutions. However, such
data centralization/pooling, especially raw code submissions,
raises serious privacy concerns and is frequently restricted
by institutional policies and regulations. FL has therefore
emerged as a promising alternative, enabling collaborative
model training without sharing raw data [24]. Prior work
has explored federated KT in domain-generic contexts, show-
ing that pFL can improve performance and fairness across
heterogeneous clients [41, 5, 6]. However, the interaction
between domain-specific code representation and pFL re-
mains largely understudied. Specifically, existing federated
KT methods do not examine how different code-aware rep-
resentations behave under federated training, nor whether
personalization impacts their accuracy. To address this gap,
our work systematically studies how different code-aware
KT representations respond to pFL, providing insights into
predictive performance across decentralized programming
education settings.

3. METHODOLOGY
3.1 Datasets

In this study, we will analyze two datasets from CodeWork-
out, an online platform to practice Java programming.! The
platform allows instructors to design and deliver program-
ming courses, while providing students with the opportunity
to complete exercises and receive immediate feedback [10].
CodeWorkout records detailed logs of student submissions,
with scores assigned based on the number of test cases passed.
Students may submit multiple solutions for the same problem,
allowing us to get chronological updates of their iterative
problem-solving processes. The evaluation of student knowl-
edge in these datasets spans a range of programming concepts,
including method declarations, loops, arrays, arithmetic op-
erations, logical expressions, data types, conditionals, and
nested conditional statements.

Table 1: Dataset details

| Semester || Students| Attempts] Compilable] Correct] Incorrect]

258 131203 45096 10343 34753
506 360176 125578 24680 | 100898

Spring 19
Fall 19

Upon its use in an introductory programming (CS1) course
at a public university in the United States during the Spring
2019 and Fall 2019 semesters, two datasets were formed con-
taining anonymized submissions for 50 programming prob-
lems across five assignments caughtSpeeding, redTicket,
countCode, suml3, and canBalance) and no accompany-
ing demographic information. > We obtained these publicly
available datasets from DataShop [20]. Each submission was
graded on a continuous scale from 0 to 1 based on the pro-
portion of test cases passed, and for modeling purposes, we

"https://codeworkout.cs.vt.edu
2https://psledatashop.web.cmu.edu/Files?datasetld=3458
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categorized the outcomes into binary groups: correct (scored
1 out of 1) and incorrect submissions (failing at least one test
case resulted in a 0). Table 1 shows details of the Spring 2019
and Fall 2019 datasets. We split each dataset into training,
validation, and test sets in a stratified manner to account for
class imbalance, using a 80:10:10 ratio.

3.2 KT Formulation

For knowledge tracing, we use deep knowledge tracing (DKT),
a well-established model that along with its variants has per-
formed reasonably well when applied on the CodeWorkout
dataset [38]. In DKT formulation, a student’s learning his-
tory is represented as a sequence of attempts {z1, z2,..., 27},
where each attempt z: at time step t corresponds to a
problem-correctness pair (q¢,a¢). Here, ¢+ € {1,2,3,..., M}
denotes the problem identifier for M total problems and
at can be 0 or 1, indicating incorrectness and correctness,
respectively. Each interaction is one-hot encoded as a binary
vector x; € {0,1}*, where x4, ar(1—a,) is considered 1, and
the rest of the entries are set to 0. In code-aware DKT meth-
ods, each interaction is additionally associated with a code
representation z;, extracted from the student’s submitted
programs. They are further transformed into vectorized code
representations {z1, 22, . .., zr }, which are concatenated with
interaction embedding to form an augmented input vector
[x+; z¢], as shown in Figure 1. These inputs are processed
sequentially by a long short-term memory (LSTM) model
that maintains an internal memory state to capture both
short- and long-term temporal dependencies across attempts.
The LSTM hidden state provides a latent representation of
the student’s knowledge and is updated after each interac-
tion. Starting with ho that represents the model’s belief
about the student’s knowledge before seeing any data, h;
tracks the evolving knowledge of the student across time t,
which can be expressed as hy = LSTM([x¢; 2¢], he—1), where
z¢ = embedding(g:, at). At each time step ¢, the model
outputs a vector of predicted correctness probabilities over
all problems {y1,y2,...,yr}, where each entry denotes the
predicted likelihood that the student will answer the corre-
sponding problem correctly. The predicted correctness for
the next interaction, a;11, is obtained by selecting the entry
of y: associated with the next attempted problem g;41, which
is used for performance prediction.

Q)

©®

LSTM
model

®

Figure 1: Schematic diagram of code-aware DKT. Across T'
timesteps, each interaction at ¢ is a concatenation of problem-
correctness encoding x; and student code vector z:, which
are processed sequentially along with latent hidden state h:
to predict correctness probabilities y; for future attempts.

3.3 FL Framework

The vanilla Federated Averaging (FedAvg) algorithm [24],
combined separately with each of the three KT techniques, is
used as the set of baseline methods in this work. This archi-
tecture is presented within the blue box in Figure 2, where,
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Figure 2: Detailed pipeline of code-aware DKT with FL:

FL framework. Three code representation strategies are considered. In (a) and (c)

box contains the entire architecture while blue box shows
, gray nodes illustrate how code paths

are constructed from an abstract syntax tree by Code2Vec, whereas red nodes in (c) indicate uncompilable code blocks
captured by srcML. In (b), subtrees are extracted by SANN from the AST based on gray nodes. Student code submissions
are transformed into fixed-length vectors z:, concatenated with correctness vectors x; and used to train semester-specific
LSTM-based DKT models locally. Model parameters are then aggregated via FedAvg to form separate federated models that
predict the probability of future student attempts across semesters y;.

data from academic semesters are treated as belonging to
distinct clients, reflecting a realistic scenario, where student
interaction data are sourced from different course offerings.

A central server coordinates the federated training process
across these clients through iterative rounds of local training
and global aggregation. Let K denote the number of clients
(semesters), and let Dy represent the dataset associated
with client k, with size ny = |Dg|. To start each global
aggregation 7, the server broadcasts the current global model
parameters (") to all clients. Each client initializes its local
model with these parameters 9,(67)’0 + 0 and performs local
stochastic gradient descent (SGD) updates on mini-batches
sampled from its own dataset. Specifically, during each
global aggregation 7, client k updates its local parameters by
minimizing the empirical loss function ¢ for emax local SGD
steps, where the final local model is:

emax —1
oy 0 —a N ve(e, B,

=0

(1)

where a denotes the learning rate and Bf;)’i represents a
mini-batch of size B sampled from client k’s data at SGD
iteration i. Subsequently, the client sends G,ETH) to the server,
and the server aggregates the local models using weighted
averaging to obtain the next global model as follows:

K

o7+ — Z

k=1

Nk

Z}f’:l Tk

The resulting global model "V is then reshared with all
clients to initiate the next training round. In our experiments,
this federated optimization process is repeated for a total of
T = 10 global rounds (i.e., 7 € {0,--- ,9}). All remaining FL
hyperparameters are selected via grid search, with learning
rates a € {0.001,0.005}, mini-batch sizes B € {128,256},
and the number of local training steps emax € {20, 40}.

ot

(2)
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We next apply this FL framework to three code-aware KT
models, yielding the novel FedCode-DKT, FedSANN-DKT,
and FedsrcML-DKT models, which are discussed below.

3.3.1 FedCode-DKT

Code-DKT builds upon the original DKT framework by aug-
menting the problem-correctness interaction x; with a code
representation z; derived from the student’s attempt logged,
enabling the model to leverage information beyond binary
correctness [38]. As illustrated in Figure 2(a), each code
submission at time ¢ is transformed into an abstract syn-
tax tree (AST), which serves as the basis for extracting the
corresponding code representation z;. Code-DKT employs
Code2Vec [2], a neural model embeds leaf-to-leaf paths in
the AST, to transform ASTs into embedded vectors ready to
be used for any ML model. Code2Vec is originally designed
to predict Java method names, and its internal represen-
tations can be retrieved as code embeddings, providing a
compact vectorized representation of the underlying program
structure. Using separate node and path embedding layers,
embeddings for each of the paths are generated as vectors.
These vectors are then fed into the attention layer, where
the correctness score x; determines which path is important
for the final prediction. Following softmax activation and
concatenation of weighted sum, the aggregated vector of
correctness probabilities is generated as the output z; of
the linear layer. Once the vectors are formed for the entire
dataset for reported timestamps 1,2,3,...,7T, they are fed as
inputs to respective LSTM models (identified by semesters)
along with the correctness scores for all T attempts. Each
semester is locally trained with their respective data, where
the global model is updated with the aggregated local model
parameters. After a back-and-forth transfer for 10 iterations,
the federated model outputs prediction probabilities.

3.3.2 FedSANN-DKT

SANN-DKT introduces a self-attention-based code represen-
tation strategy to highlight critical portions of the source



code that are most indicative of future performance [12]. It
employs subtree-based attention neural network (SANN) [11]
instead of ASTs, as demonstrated in Figure 2(b). Under
the SANN framework, a single code submission is decom-
posed into a set of node-specific, order-preserving subtrees
generated via depth-first, preorder traversal. Each subtree
corresponds to a semantically meaningful code fragment, such
as loops, conditional blocks, or method invocations. These
subtrees are transformed into vector representations through
two complementary embedding operations: node embeddings,
which encode individual nodes within a subtree, and subtree
embeddings, which capture subtree-level structural informa-
tion. The node embeddings within each subtree are first
aggregated, and the resulting vector is concatenated with the
corresponding subtree embedding to form a unified subtree
representation. The resulting set of subtree vectors is then
passed through an attention mechanism that assigns higher
weights to code fragments most informative of a student’s
understanding or programming concepts. The aggregated
representation of weighted subtrees is originally fed into a
neural network for classification, predicting whether a stu-
dent is likely to succeed or struggle. In this work, however, we
do not employ SANN in an end-to-end classification setting.
Instead, we extract the intermediate code representations z;
produced by the fully connected layer following the attention
mechanism and softmax normalization, and use these vec-
tors along with correctness vector z; as inputs to the LSTM
model. It is to be noted here that unlike Code2Vec, which is
a pretrained encoding model, SANN directly learns from the
same client populations that participate in federated training
for knowledge tracing. Therefore, to ensure that the resulting
code representations reflect cohort-specific characteristics,
we federate the SANN pipeline itself with the client data
before the rest of the FL pipeline is combined.

3.3.3 FedsrcML-DKT

srcML-DKT extends this line of work by adopting srcML as
the underlying code representation, enabling the modeling of
uncompilable code submissions and thereby capturing syn-
tactic errors that arise as students iteratively refine their
solutions [27]. By replacing AST-based representations with
srcML, as shown in Figure 2(c), this framework can parse
code fragments that fail to compile and convert them into
XML-based structures [7]. These representations can encode
both syntactically correct and incorrect code by wrapping
source text within XML tags that describe structural ele-
ments, while preserving erroneous or incomplete constructs
textually. As a result, srcML-DKT incorporates all student
submissions, rather than discarding non-compilable attempts.
Following a pipeline analogous to Code2Vec, the srcML rep-
resentations are subsequently transformed into fixed-length
vector embeddings z;, which are then provided as inputs,
along with correctness vector x:, to the LSTM-based KT
model in FL setting. This design allows to model the evo-
lution of student coding strategies across attempts while
maintaining data privacy and retaining fine-grained syntac-
tic information, even in the presence of compile errors.

3.4 Personalization of FL. Models via pFL

Although both datasets originate from the same CS1 course
and share identical feature definitions, the two semesters
correspond to different student cohorts. Variations in prior
experience, learning pace, and coding behavior lead to sys-
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Figure 3: FedALA applies personalization on FedAvg.

tematic shifts in interaction patterns and code structures,
resulting in non-IID feature distributions across semesters,
confirmed by statistically significant differences in a Kol-
mogorov—Smirnov (KS) test. Under such cohort-induced
heterogeneity, a single global federated model may not per-
form uniformly across semesters, motivating the use of pFL
to adapt to local data distributions. We adopted Federated
Adaptive Local Aggregation (FedALA) [46], a pFL approach
that extends vanilla FedAvg by introducing a personalized
model synchronization mechanism at each client, as shown in
Figure 3. This choice is motivated by FedALA’s superior ca-
pability of sufficiently adapting to local settings than simple
post-hoc fine-tuning of the federated model [13].

While local training and global aggregation follow the stan-
dard FedAvg procedure, FedALA replaces direct overwriting
of local models with an adaptive local aggregation (ALA)
step. Let 87 denote the global model parameters broadcast
by the server at global aggregation round 7, and let 6,(6771)
denote the final local model parameters of client k£ obtained
at the end of the previous round. Rather than initializing
the local model as 0,(;>’0 + 0, FedALA initializes the local
parameters by adaptively combining the previous local model
with the received global model:

070 =07V + (07 — 67 Y) 0, (3)

where Ay is a learnable, element-wise aggregation weight ma-
trix constrained to the interval [0,1], and ® denotes element-
wise multiplication. Instead of initializing the local model
with the received global model, this adaptive aggregation
allows each client to selectively incorporate globally shared
information while suppressing updates that are less relevant
to its local data distribution. FedALA further exploits the
hierarchical structure of deep neural networks by applying
adaptive aggregation only to the top [l layers of the model,
while the remaining lower layers (assumed to encode more
general representations) are directly inherited from the global
model without modification. FedALA learns A\ using a frac-
tion ¢ of each client’s local dataset. This design balances
global knowledge sharing with client-specific adaptation. We
tune the Fed ALA hyperparameters through grid search, with
1 € {1,2} and ¢ € [5,100] with increments of 5.

4. RESULTS & DISCUSSIONS

To evaluate the prediction task, we considered all student
attempts across five programming assignments (A1-45) and
addressed our two research questions (RQ), described below.



We measure predictive performance using area under curve
(AUCQ): as programming datasets are highly imbalanced, AUC
is more informative than accuracy, with 0.5 indicating ran-
dom prediction and 1 indicating perfect discrimination. To
answer RQ2, in addition to embedding-based representations,
we report results for a non-embedding TF-IDF [34] method
that represents code as weighted word-frequency vectors
capturing surface-level patterns only.

RQ1: What does federated code representation performance
difference mean in code-aware KT model performance? Fig-
ure 4 shows assignment-level AUC differences between Code-
DKT and SANN-DKT and srceML-DKT and SANN-DKT un-
der individual (i.e., sole local training) and federated settings,
where positive values indicate higher AUC for SANN-DKT
framework. As a reference, we used results reported by Hoq
et al.[12] on Spring 2019 dataset, and examined whether
SANN-DKT outperforming Code-DKT remains consistent
under privacy-preserving FL. We replicated the same analysis
on Fall 2019 dataset and the rank persisted. Further, we also
implemented srcML-DKT and observed srcML-DKT perform-
ing better than SANN-DKT in most cases. Our results in
Figure 4 top row indicate that FedSANN-DKT largely retains
its code representation-driven performance advantage over
FedCode-DKT, achieving significantly higher AUC values,
confirmed by a paired Wilcoxon signed-rank test (p < 0.05).
Bottom row indicates similar outcomes between FedsrcML-
DKT and FedSANN-DKT, further demonstrating that FL
does not fundamentally disrupt the performance advantages
conferred by richer code representations. However, this phe-
nomenon is not uniform across all assignments. We observe
small, assignment-specific reversals in relative performance,
primarily on simpler tasks where overall AUC is already high
and solution strategies exhibit limited structural diversity.
This effect is most evident for A1l in top-left subfigure, where
near-saturated performance constrains the marginal bene-
fit of SANN’s neighborhood-based structural encoding over
simpler path-based representations, making model rankings
more sensitive to cohort-induced variation amplified through
federated aggregation. In contrast, as assignments become
conceptually more complex (A2-A5), and understanding code
organization (i.e., combining multiple constructs and man-
aging program control flow) is critical, representations that
explicitly encode program structure more frequently outper-
form simpler path-based encodings under federated setting,
resulting in AUCFpeasaNN—DrT > AUCFedcode—prT. This
pattern is consistent with the performance hierarchy reported
in individual training settings [12], unveiling that FL tends
to preserve code representation rank with observed varia-
tions influenced by task complexity and data sparsity. These
findings motivate a closer examination of how personaliza-
tion interacts with representation choice under FL, which we
investigate next in the context of RQ2.

RQ2: How does model personalization affect federated code
representation across semesters/clients? Personalization via
FedALA substantially improves cross-semester predictive ac-
curacy in all code-aware federated KT models, with gains
varying by assignment difficulty and code representation, as
shown in Figure 5. Although TF-IDF is not a focus of our
method, its inclusion here underscores that personalization by
itself is insufficient; meaningful and consistent improvements
in federated settings emerge primarily when personalization
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RQ1: Performance Ranking of Code Representation
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Figure 4:  Performance gains (AUCsann-pxrT >
AUCcode—prT [12]) are largely preserved in FL for Spring
2019 (small flips occur on simpler assignments where differ-
ences are tiny). Similar results are obtained in other cases.

RQ2: Effect of Personalization Across Semesters and Assignments
TF-IDF with Federated KT FedCode-DKT
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Figure 5: Though personalization impact on no-embedding
technique TF-IDF was not reliably determined, personaliza-
tion of FedCode-DKT, FedSANN-DKT and FedsreML-DKT
significantly outperform their baseline FL counterparts based
on AUC differences (mean standard deviations: 0.0015, 0.008
and 0.0012, respectively) across semesters and assignments.

operates over embedding-based, code-aware representations.
In contrast, embedding-based approaches show larger and
more consistent personalization gains, with FedCode-DKT
and FedSANN-DKT exhibiting improved alignment across
semesters, particularly on later assignments. The effect is
most pronounced for FedsrcML-DKT, where personaliza-
tion leads to substantial and stable gains on structurally
complex assignments (A4-A5) and reduces cross-semester
performance gaps. A paired t-test shows that these sets of
improvements achieved by FedALA over FedAvg are statisti-
cally significant (p < 0.05). These results suggest that though
improvement magnitude varies based on task complexity, per-
sonalization does not degrade performance, instead it has
the potential to better adapt to cohort-specific patterns in
code-aware KT, while preserving privacy.



5. IMPLICATIONS FOR EDM & LIMITA-

TIONS

Informed by our findings, personalized federated model gen-
erates actionable insights that instructors can use to identify
students who may be struggling early in a privacy-preserving
manner, particularly those showing repeated errors or ineffi-
cient coding patterns. These patterns reflect how students
iteratively refine their problem-solving strategies over time
through repeated attempts, errors, and code revisions.

However, two limitations should be noted despite promising
results. First, our analysis is based on a single programming
language Java. Since programming languages differ in syntax
and structure, the observed performance trends may not
generalize directly to other contexts such as Python or C++.
Second, we model FL using two semesters of the same course
from one institution. While there are some cohort differences,
the overall learning environment remains similar. This limits
the level of data heterogeneity compared to real-world fed-
erated settings that involve multiple institutions and more
diverse student populations. Consequently, the extent to
which the model performs consistently across diverse learner
groups remains an open question. The close connection
between fairness and model usefulness in human-centered
applications [15] highlights the need for future evaluations on
more diverse, cross-institutional datasets beyond predictive
performance alone.

6. CONCLUSION & FUTURE WORK

In this paper, we studied how different code-aware knowl-
edge tracing (KT) models behave under federated learning
(FL), with a particular focus on code representation and
model personalization. To this end, we present the first
integration of personalized FL (pFL) with code embedding
methods as an initial step toward privacy-preserving student
code modeling and improved performance prediction. Us-
ing semester-level federated training on programming course
data, we show that code representation type continues to
influence predictive performance under FL, which pFL can
further improve besides reducing cross-semester performance
disparities through semester-specific adaptation. From a
pedagogical perspective, this framework enables equitable and
privacy-preserving instructional support regarding code-level
misunderstanding. Our findings also indicate that retaining
uncompilable code and incomplete attempts, which reflect au-
thentic learning processes, leads to the strongest performance
among the evaluated representations in pFL settings.

A key challenge in programming education datasets is the
prevalence of incorrect submissions relative to correct ones,
making it difficult for models to learn from the relatively
few correct attempts. This limitation motivates future explo-
ration of federated few-shot learning method to ensure that
infrequent but informative demonstrations of understanding
are not overlooked. Further, we plan to include features
derived from student and system engagement data in our
analysis, which our preliminary explorations suggest may
capture insights of both coding and learning behavior. In
practice, this will allow instructors to distinguish between
students who struggle conceptually and those who are ac-
tively engaging but iterating through errors only, enabling
more targeted instructional support. While our study focuses
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on a limited set of representations and course offerings, it
highlights key design considerations for deploying privacy-
preserving learning analytics in programming education, and
motivates future research on representation-aware federated
KT with programming-specific modeling choices, broader
datasets, and richer FL personalization strategies.
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