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ABSTRACT

In deductive content analysis, text data is categorized into
previously developed themes. We present a three-GenAl
consensus model for deductive analysis of text data. In the
model, the same prompt and data are provided to three
GenAls, and their agreement with each other is used to clus-
ter data to facilitate deductive coding by researchers. First,
data is split into trial and corpus sets. Trial data is used to
iteratively revise the prompt provided to the three GenAls.
Next, the revised prompt is provided to the three GenAls
to deductively code the larger corpus data. Based on the
responses of the three GenAls, data is clustered into three
groups: all three GenAls agree, only 2 GenAls agree, and
all three GenAls disagree. The data in the three clusters
is separately coded by researchers, with the GenAl coding
in each cluster used to narrow coding choices for the data
in that cluster. To illustrate the use of the three-GenAl
consensus model, we used it to deductively analyze 496 stu-
dent responses to a self-directedness survey that had been
previously coded by researchers. We calculated that the re-
searchers would have saved nearly 70% of coding time if they
had used the three-GenAl consensus model first. Deductive
analysis of text data is labor-intensive, involving multiple
researchers and multiple iterations. The three-GenAl con-
sensus model enables researchers to redistribute time from
exhaustively analyzing all data to closely reviewing only the
data that does not clearly fit any of the themes of deductive
analysis.
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1. INTRODUCTION

Qualitative content analysis is used to explore meanings,
themes, and patterns in text, allowing researchers to under-
stand social reality in a subjective, but scientific manner [25].
Research questions in qualitative investigations aim to probe
the “what”, “why”, “who”, “when”, “where”, and “how” of
social interactions or human behavior, rather than quanti-
fying occurrences or measurements to test hypotheses [10,
14]. Qualitative content analysis can be inductive or de-
ductive [2]. In inductive (bottom-up) methods, researchers
identify and describe themes that emerge during an iterative
process of analyzing bodies of text. In deductive (top-down)
methods, researchers use previously developed sets of themes
or models or theories as a coding scheme/book to analyze
large bodies of text, attempting to fit the data into existing
themes. Deductive coding can be binary (whether a theme
exists or not) or multi-level (identify one of several themes).

Qualitative analysis techniques are iterative in nature, in-
volving multiple passes through the data to build a deeper,
more refined understanding of the subject matter [19]. For
example, in deductive coding, data analysis can result in the
refinement of existing themes as well as the identification
of new themes, which can lead to the recoding of already
coded data. For large data sets, this iterative process is
labor-intensive [20], and involves the time-consuming work
of abstraction and interpretation [11].

Research teams doing qualitative data analysis must collab-
oratively review notes and do close readings of text [17].
Many of the software tools available for qualitative data
analysis (such as ATLAS, Dedoose, NVivo) assist with data
organization only and not with the data interpretation done
by the research team. Furthermore, they are based on a
subscription model that may not be within reach for all re-
searchers. With the recent advent of powerful generative Al
tools (GenAlI) that can quickly find patterns in large bodies
of text, researchers now have a new tool to conduct qualita-
tive analysis. A drawback of GenAl is that they are prone to
hallucinate, which reduces the reliability of their responses.

In order to reliably use GenAls for deductive analysis, we

propose a three-GenAl consensus model that uses three GenAls
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instead of one, uses the consensus in their responses instead
of raw responses, and uses the consensus to narrow choices
for deductive coding by researchers. We present the savings
in time realized using this model and present a case study
to illustrate its use and highlight its savings.

2. RELATED WORK

Qualitative analysis has been used extensively in comput-
ing education research. It has been used to identify themes
in code interviews [9], student reflection papers [3], sur-
vey responses [6], online forum discussions [15], transcripts
of think-aloud interviews [16, 23] and semi-structured in-
terviews [8], among others. Typically, qualitative analy-
sis involves processing text data, and involves multiple re-
searchers engaged in a labor-intensive iterative process. As
a result, qualitative analysis is hard to scale to larger data
sets because of the time, cost and complexity involved.

Machine learning (ML) techniques have been used to pro-
cess educational data (e.g., see a systematic literature re-
view in [5]). Techniques used to analyze text data include
latent semantic analysis [22], bag-of-words [7], etc. GenAlI
improves upon these traditional ML techniques in that it
does not require significant training.

Given that GenAl has been publicly available for just over
three years, the use of GenAl for qualitative coding is new.
GenAls have been used for both inductive and deductive
coding. In one study, ChatGPT was used to help in code-
book development during an inductive-deductive process [21].
In another study, ChatGPT-4 was found to be valuable for
inductively developing codebooks, but human involvement
in the process was deemed essential [1].

For deductive coding, prompts based on codebook were found
to be more effective than those based on examples - combin-
ing GenAI (GPT-3) with expert-drafted codebooks achieved
fair to substantial agreement with expert-coded results [24].
In another study, codebooks designed for researchers were
found to need iterative refining for use with GenAls [4]. For
binary deductive coding, zero-shot prompting, i.e., not pro-
viding examples in the prompt, yielded good results for well-
defined constructs, but was not as effective when the con-
structs were context-dependent [12, 13].

We propose a model to use three GenAls for deductive cod-
ing. In the model, we propose to use a prompt based on the
codebook designed for researchers. We use it in zero-shot
mode, although this is not required for the model to work.
The model narrows coding choices and helps researchers
redistribute time from exhaustively analyzing all data to
closely reviewing only the data that does not clearly fit any
of the themes of deductive analysis.

3. THE THREE-GENAI CONSENSUS
MODEL

In deductive qualitative analysis or coding, researchers use
a previously developed set of themes, called a codebook,
to identify the theme in each data item. In this text, we
will refer to a data item as a statement, and a theme as a
category.
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We propose to use three GenAls to aid in deductive multi-
level coding, in what we refer to as the three-GenAlI consen-
sus model, as follows:

1. Shuffle the data and split it into a trial set (10-15% of
the data) and corpus.

Draft a codebook-based prompt. Use an iterative cy-
cle of deductively coding trial data using the three
GenAls, followed by revising the prompt provided to
them, until the deductive coding of trial data is satis-
factory in terms of inter-rater reliability with researchers.

. Use the revised prompt to have the three GenAls code
the statements in the corpus data.

For both trial and corpus data, the consensus among the
three GenAls is used to split the data into three clusters:

o Unanimous, the set of statements that all three GenAls
code/categorize the same;

e 2-agree, the set of statements that exactly two GenAls
categorize the same - this excludes the statements in
unanimous cluster;

e 3-disagree, the set of statements that all three GenAls
categorize differently.

The three clusters are used by researchers for deductive cod-
ing as follows:

e Unanimous: Researchers first conduct binary coding
of each statement to check whether it belongs in the
category identified unanimously by all three GenAls.
If not, then and only then do they consider the remain-
ing categories for coding the statement;

2-agree: Researchers first consider the two categories
identified by the three GenAls: one by two concurring
GenAls and the other by the dissenting GenAl. If nei-
ther category applies to the statement, they consider
the remaining categories for coding the statement.

3-disagree: Researchers first consider the three cate-
gories identified by the three GenAls and consider the
rest of the categories only if these three do not apply
to the statement.

The utility of this model depends on whether the correct cat-
egory of a statement is among the one/two/three categories
identified by the three GenAls in the three clusters.

In the three-GenAl consensus model, note that:
. Three GenAls are used instead of one to reduce the
effect of hallucinations on the outcome.

. The consensus in the responses of the three GenAls is
leveraged.



3. The clusters obtained based on the degree of consensus
among the three GenAls are used to reduce the num-
ber of categories researchers first consider when coding
statements.

4. The final categorization of statements is still done by
researchers and not GenAls. The three-GenAI model
is used to facilitate the qualitative coding done by re-
searchers.

We will next present a case study of using the three-GenAl
consensus model for multi-level deductive coding. In order
to illustrate its feasibility and merit, we will use it to verify
coding previously done by researchers. The case study will
provide an example of using the model and its utility in
facilitating deductive coding in practical settings.

4. CASE STUDY

For our case study, we used data from a study of the self-

directed disposition of undergraduate computing students [18].

The study was conducted between 2022 and 2024 in five
computing courses at four higher education institutions in
the US. Data was collected from 264 students who consented
to participate in the study. The study was approved by
the institutional review boards of all four institutions (IRB-
FY2022-53, IRB-FY2022-6, Protocol# 2021-08-005, and IRB-
627).

In the study, students were presented the following definition
of being self-directed: "Learn new tools/techniques on your
own to complete a task, even when the tool/technique is only
minimally used or discussed in class, and you may not receive
additional credit just for learning it.” They were then asked
to respond to an open-ended question: "Describe an example
of you being self-directed when completing this assignment.
Otherwise, describe the circumstances that prevented you
from being self-directed.” Students were asked to respond to
this question after multiple assignments in a course.

A total of 496 responses were collected and deductively coded
using the codebook shown in Table 1 developed by researchers
[18]. This coding by researchers (henceforth referred to as
prior coding) was used to verify the correctness of coding
of the three-GenAl consensus model and for calculating the
time saved by using it.

We used three GenAls to which we had ready access: Claude
Sonnet 4.5, ChatGPT 5.2 Pro and Gemini 3. The prompt
statement provided to the GenAls was structured as follows:

1. Persona: GenAl was asked to act as a "qualitative anal-
ysis expert”.

2. Goal: The goal was to conduct deductive coding of
statements written by undergraduate students in com-
puting courses in response to the open-ended question
listed earlier in this section.

3. Context: The definition of self-directed disposition given
to students [18] was listed next.

4. Instructions: GenAl was asked to identify one of the
first eight categories in the codebook (Table 1) for each
statement.
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Table 1: Codebook for self-directed disposition [18]

Category
Utilizing external
resources

Description
Selecting additional material or reaching out to
people to support one’s own learning

Learning  neces- Demonstrating a process to learn new material,
sary material including concepts, tools, techniques
Working Doing the problem or task without assistance

from others

Recognizing one’s own capabilities, deficits, or
lack of expertise, and appropriateness of learn-
ing strategies

Planning actions before execution, either in
terms of time or designing sub-steps

Applying techniques that are helpful with
learning and doing the work

Achieving the goal of completing the work

independently
Assessing oneself

Planning ahead

Applying useful
techniques
Completing the
assigned work
Reviewing against

Reviewing one’s own actions and outcomes

expectations against provided expectations, guidelines, or
goals

Not applied Factors prevented student from being self-
directed

Not pertinent Insufficient information to indicate self-

directed behavior

5. Codebook: The entire codebook was provided. GenAl
was asked to consider the categories in the order listed
in the codebook, as was done by researchers during
their coding.

6. Constraints: GenAl was further instructed to do the
following;:

(a) If a statement belonged to more than one cat-
egory, identify the dominant category as deter-
mined by intent.

(b) If a statement did not contain any category, code
it as "Not pertinent”.

(c¢) If a statement explained why self-directed was not
applied, code it as "Not applied”.

(d) Ignore the word "self-directed” in a statement un-
less the statement is about not being self-directed.

7. Purpose: GenAl was told that its analysis would be
used by computing education researchers to summarize
how students understood self-directed disposition in
undergraduate computing courses.

The prompt was zero-shot—no examples were provided for
the categories—to avoid introducing potential biases based
on those examples.

The 496 responses were shuffled and split into 74 trial state-
ments (15%) and 422 corpus statements. The same prompt
was provided to all three GenAls and they were instructed
to deductively code the 74 trial statements. Based on the re-
sponses of the three GenAls, we clustered the 74 trial state-
ments into unanimous, 2-agree and 3-disagree, as shown in
Table 2:

e Unanimous cluster consisted of 52 trial statements (70.3%

of trial data). The three GenAls identified the same
category as prior coding for 42 of the 52 statements



Table 2: Agreement among the three GenAls

Data Total  Unanimous 2-Agree 3-Disagree
Trial 74 52 (70.3%) 18 (24.3%) 4 (5.4%)
Corpus 422 289 (68.5%) 109 (25.8%) 24 (5.7%)
Total 496 341 (68.8%) 127 (25.6%) 28 (5.6%)
Table 3: Trial Statement Clusters

Cluster Total Same as Prior Coding

Unanimous 52 42 (80.8%)

2-Agree 18 6 + 5 (61.1%)

3-Disagree 4 1 (25%)

Total 74 54 (73%)

(80.8%), as shown in Table 3. The inter-rater relia-
bility between the three GenAls and prior coding was
substantial (Cohen’s kappa = 0.7508).

e 2-agree cluster contained 18 trial statements (24.3% of
trial data). As shown in Table 3, the two concurring
GenAls identified the same category as prior coding for
6 statements and the dissenting GenAl identified the
same category as prior coding for 5 more. In 61.1% of
the 2-agree cases, the correct category was one of the
two identified by the GenAls.

e Only 4 out of 74 trial statements were in the 3-disagree
cluster. For one of the 4 statements, one of the three
GenAlTs identified the same category as prior coding,
as shown in Table 3.

Given the large percentage of trial statements in unanimous
cluster (70.3%) and the substantial inter-rater reliability of
coding in this group (0.7508), we chose not to iteratively
improve the prompt. We provided the same prompt to the
three GenAls and instructed them to deductively code the
422 corpus statements. The cluster sizes for corpus state-
ments are shown in Table 2.

e Unanimous cluster consisted of 289 corpus statements
(68.5% of corpus data). The three GenAls identified
the same category as prior coding for 238 of the 289
statements (82.4%), as shown in Table 4. The inter-
rater reliability between the three GenAls and prior
coding was substantial, with Cohen’s kappa of 0.7678.

e 2-agree cluster contained 109 corpus statements (25.8%
of corpus data). As shown in Table 4, the two concur-
ring GenAls identified the same category as prior cod-
ing for 57 statements and the dissenting GenAl iden-
tified the same category as prior coding for 32 more.

Table 4: Corpus Statement Clusters

Cluster Total Same as Prior Coding
Unanimous 289 238 (82.4%)
2-Agree 109 57 4+ 32 (81.7%)
3-Disagree 24 20 (83.3%)
Total 122 347 (32.2%)
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In 81.7% of the 2-agree cases, the correct category was
one of the two identified by the GenAls.

e Only 24 out of 422 corpus statements were in the 3-
disagree cluster. For 20 out of the 24 statements (83.3%),
one of the three GenAls identified the same category
as prior coding, as shown in Table 4.

Note that in all three corpus clusters, the correct category
was one of those identified by the GenAls for at least 80%
of the statements.

For the statements for which the GenAls did not identify the
prior coding category, we conducted an additional valida-
tion step: we had two researchers independently re-identify
the category, and compared their 1 - 2 (for 2 researchers)
categories against prior coding category as well as the 1-
3 categories identified by GenAls in unanimous/2-agree/3-
disagree clusters. The category identified by the two re-
searchers was one of the 1-3 categories identified by GenAls
instead of the prior coding category in 52 - 61% of the state-
ments in unanimous cluster (the range based on the two
researchers’ independent coding), 74 - 89% of 2-agree clus-
ter and 71 - 100% of 3-disagree cluster. This suggests that
the statements for which the three GenAls did not iden-
tify the prior coding category were harder to categorize for
researchers too.

In the next section, we will calculate the time saved by using
the three-GenAl consensus model for qualitative coding.

S. TIME SAVINGS

Assume the data set contains s statements (data items), the
codebook contains ¢ categories (themes), and during multi-
level deductive coding, it takes one unit of time to consider
one category for one statement. Therefore, full-fledged de-
ductive coding of s statements takes s * ¢ units of time.

If ny, ne and ng are the number of statements in unanimous,
2-agree and 3-disagree clusters, respectively:

S =Ny +Nag +Nq

If p, is the percentage of statements in unanimous cluster
whose GenAl categorization is correct, the time taken ¢, to
categorize all the statements in the cluster is

For p, percentage of statements in unanimous cluster, re-
searchers need to consider only one category. For the re-
maining (1 — p,) percentage of statements, after confirming
that the category chosen by the GenAls is incorrect, re-
searchers must consider the remaining (¢ — 1) categories.

Similarly, if p, is the percentage of statements in 2-agree
cluster for which the correct category is one of the two picked
by the three GenAls, the time taken t, to categorize all the
statements in the cluster is:

ta:na*(pa*2+(17pﬂ)*c)

Finally, if pq is the percentage of statements in 3-disagree
cluster for which the correct category is one of the three



picked by the three GenAls, the time taken tq to categorize
all the statements in the cluster is:

ta =ng * (pa*3+ (1 —pa) *c)

The time needed to deductively code using the three-GenAl
consensus model, as a percentage of the time needed to code
without the model is:

tu + ta + tcl
s*c
The percentage reduction in time is given by:
Ny * Pu * (¢ — 1) + Mg * pa * (¢ — 2) + ng * pg * (c — 3)
s*c

(1)

The larger the number of categories ¢, and the greater the
percentages p., Pa, and pq, the larger the savings in time.
Note that the savings are per researcher, and can be sub-
stantial considering that typically, three or more researchers
are involved in deductive coding.

In the case study in Section 4, combining trial and corpus
data, we have from Table 2:

Ny =341, ne, =127, ng =28, s =496
From Table 1, we have ¢ = 10. From Tables 3 and 4, we
have:
42 + 238
w=———— =0.82
L
11+ 89
Pe= 155109 = 077
1420
Pa = 1104 =0.75

Note that p., pa, and pg are all large: at least 75%, one of the
requirements for large savings in time. If the three-GenAlI
consensus model had been used for prior coding of the case
study dataset, the time spent on coding could have been
reduced by 69.88% per researcher involved in prior coding.

6. DISCUSSION

We proposed the three-GenAl consensus model for multi-
level deductive coding of qualitative data. We used a code-
book and prior coding of a dataset of 496 statements to
demonstrate the use of the model for deductive coding and
the savings in coding time that can be realized using the
model. In the future, we plan to start with a codebook, use
the three-GenAl model to cluster data into unanimous, 2-
agree and 3-disagree, and then deductively code statements
in the three clusters.

The percentage reduction in time (expression 1, Section 5) is
a theoretical maximum. Using the model requires the follow-
ing preparatory steps, all of which take additional time and
effort: designing the prompt, splitting dataset into trial and
corpus, using trial data to iteratively refine the prompt, us-
ing the refined prompt to deductively code corpus data, and
tabulating the responses of three GenAls into unanimous, 2-
agree and 3-disagree clusters for both trial and corpus data.
However, for large data sets, the time and effort needed for
these preparatory steps will be largely offset by the time
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saved by researchers coding the data using the three-GenAlI
consensus model.

An advantage of the model is that researchers can reallo-
cate some of the time saved coding statements in unani-
mous and 2-agree clusters to carefully code the statements
in 3-disagree cluster. Statements in the 3-disagree cluster
are typically the statements that are harder to code because
they land on the boundary between categories. Prior re-
search has found that the statements GenAl finds difficult
to code are the same as those that researchers find difficult
to code [12].

The unique features of the three-GenAl consensus model
are: in order to counter the hallucinatory potential of GenAls,
three GenAls are used instead of one; the consensus in their
responses is leveraged; and the clusters obtained based on
the degree of consensus are used to reduce the number of cat-
egories researchers need to consider when coding data. The
final coding is still done by researchers; GenAls ease their
task so that researchers can spend more time on statements
that are harder to code.

The Three-GenAlI consensus model could have saved nearly
70% of deductive coding time in the case study. However,
the case study involved coding statements that were re-
sponses to a single specific survey question. Therefore, the
context of the data was both limited and clear, which may
have played to the strengths of the three-GenAl consensus
model. In contrast, deductive coding is often applied to large
and ill-structured text such as interview transcripts, reflec-
tion papers, and forum discussions in which the context is
large and diffuse. The applicability and benefits of using
the three-GenAl consensus model to such data remain to be
explored.

We considered only one category per statement. When mul-
tiple categories applied to a statement, we considered only
the dominant category. If we were to consider all the cate-
gories in each statement, qualitative coding using the three-
GenAl consensus model would have to consider sets of cate-
gories instead of individual categories. Unanimous, 2-agree
and 3-disagree clusters would be based on set intersection,
complicating the application of the model.

We used a zero-shot prompt. A significant performance im-
provement has been observed going from zero-shot to one-
shot prompt [24]. We plan to evaluate the improvement
in inter-rater reliability and time savings of the model with
one-shot prompt in the future.

In another study with a different data set, we observed
how the stochastic nature of GenAls affects their behav-
ior when used for deductive coding: when three GenAls
were instructed to code the same data set with the same
prompt twice, a week apart, the inter-rater reliability (Co-
hen’s kappa) between the two runs was substantial, but not
perfect: 0.82 for Claude Sonnet 4.5, 0.78 for ChatGPT 5 Pro
and 0.74 for Gemini 2.5 Flash. Given this observation, it
may be beneficial to pick the category identified by a GenAl
for a statement as the best of n deductive coding runs of the
GenAl



ChatGPT offered an excellent critique of the inter-rater re-
liability readiness of the codebook (Table 1). Although the
three-GenAl consensus model does not include codebook im-
provement as part of the process, we would like to enhance
the model in the future by using trial data to improve the
codebook before refining the prompt.

7.
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