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ABSTRACT

Classroom speech and lectures often contain named enti-
ties (NEs) such as names of people and special terminol-
ogy. While automatic speech recognition (ASR) systems
have achieved remarkable performance on general speech,
the word error rate (WER) of state-of-the-art ASR remains
high for named entities. Since NE are often the most criti-
cal keywords, misrecognizing them can affect all downstream
applications, especially when the ASR functions as the front
end of a complex system. In this paper, we introduce a large
language model (LLM) revision pipeline to revise incorrect
NEs in ASR predictions by leveraging not only the LLM’s
world knowledge and reasoning ability but also the avail-
able phonetic and semantic context. We also introduce the
NER-MIT-OpenCourseWare dataset, containing 45 hours of
data from MIT courses for development and testing. On this
dataset, our proposed technique achieves up to 30% relative
WER reduction for NEs.

Keywords
classroom speech analysis, contextual ASR, named entity
transcription, LLM revision

1. INTRODUCTION

In the past several years, automatic speech recognition (ASR)
performance has improved significantly by scaling data and
model size. Whisper [24], which was trained on 765K hours
of speech, has achieved remarkable performance, achieving
a WER of 2.7% on the standard Librispeech clean corpus
and an average of 12.8% across popular speech datasets [24].
However, Whisper (large-v3) still falls short in recognizing
named entities (NEs). For instance, it has a WER of 28.9%
for persons and 19.6% for organizations in the contextual
ASR benchmarking dataset ConEC [12]. Since classroom
and academic speech often contains NEs, the inability to
recognize them correctly can cause downstream problems in
various educational applications, such as topic modeling of
curricula [25, 28, 2], interactions with real-time educational
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agents [9, 16], and more.

Humans, on the other hand, have the ability to reason and
relate different NEs based on knowledge and local context.
For example, students can use lecture slides to map the NEs
in the speech from a lecture video to the content in the slides,
using both semantic as well as phonetic information. Since
NEs relate to events, persons’ names, products, etc. which
often depend on local context and change over time, the
solution of retraining a model with new paired speech-text
data is expensive, and hard to scale.

Contributions: (1) We propose a novel approach (see Fig. 1)
that utilizes an LLM to revise incorrect NEs in ASR tran-
scripts. Specifically, the LLM receives predictions from the
ASR and filtered information from the local context, which
contains similar-sounding NEs and sentences that include
these words, and uses this information to revise the ASR
predictions. In contrast to prior works on LLM revision of
ASR, our method harnesses combines LLM-based reason-
ing and world knowledge with explicit phonetic and seman-
tic context, without needing to be trained on a specific NE
list. The method is interpretable because the LLM explains
why it makes certain revisions, unlike other attention-based
approaches that only output the revision without any ex-
planation. (2) We demonstrate that our proposed method
works effectively with different LLMs, ranging from closed-
source to open-source models and across various sizes. (3)
Finally, we introduce the MIT-OpenCourseWare NER, con-
textual dataset, which includes both speech-text pairs and
local contexts'.

2. RELATED WORK

Fine-tuning Speech Foundation Models for Classroom Speech:
The past few years have seen growing interest in fine-tuning
speech foundation models (e.g., wav2vec2 [4] and WavLM
[8]) for classroom-specific recording conditions [27, 3]. While
this approach can increase the average transcription accu-
racy, it does not focus on named entities in particular. Even
though NEs may occur more frequently in classroom speech
than in everyday speech, they still make up only a small
fraction of the overall audio recording; hence, the ability of
fine-tuning to improve NE recognition performance is lim-
ited. In contrast, our proposed method is “zero-shot” in the
sense that it uses an pre-trained LLM’s ability to to fix er-
rors, given enough phonetic and semantic context, without
needing a large dataset for parameter tuning.

"https://huggingface.co/datasets/lucilleOhe/ocw
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Biasing: A common way to improve NE recognition is by
biasing the ASR toward a list of predefined words. This can
be implemented with shallow fusion [13, 11, 30, 18] whereby,
during inference, the ASR prediction is influenced by a con-
textual language model with a certain weight. In practice,
such systems are sensitive to the weight parameter. More
powerful are biasing approaches that combine the context
and acoustic information more tightly, e.g., with a neural
network that encodes contextual information and is trained
jointly with the ASR system [23, 7, 26, 10]. One of the
difficulties in biasing approaches is that performance often
decreases as the number of approved NEs grows. Our pro-
posed solution addresses this issue by selecting only the NEs
in the context that sound similar to those in the ASR pre-
diction.

LLM-based ASR revision: During the past two years, there
has been significant interest in developing LLM-based meth-
ods to revise ASR hypotheses [20]. For instance, [22] use
language model rescoring followed by an LLM in zero-shot
fashion to revise the ASR hypothesis based on a ranked list
of most likely candidates. [17] also use an LLM to revise the
ASR hypotheses based on the most likely candidates but ad-
ditionally impose constraints so that the revised prediction is
similar to the original one in terms of Levenshtein distance.
Neither of these methods harness semantic context or pho-
netic similarity. Most similar to ours is work by [29], which
combines phonetic and contextual information to revise NEs
in ASR transcriptions. However, in contrast to our method,
which is training-free and generalizable to different vocab-
ularies, their approach requires training a masked language
model on a fixed set of NEs to detect NE mistranscriptions.

3. PROPOSED METHOD: PHONETIC & CON-

TEXTUAL LLM REVISION

We propose a novel method of using an LLM’s reasoning
abilities to revise ASR predictions by harnessing contextual
as well as phonetic information on named entities in both
the speech and the available context. The method consists
of several steps. First, (1) speech is transcribed using an
ASR model (e.g., Whisper). Next, (2) NEs are extracted
from both the ASR predictions and the context documents
using an off-the-shelf NE recognition tool. The context can
be any text document related to the speech. For instance,
when transcribing lectures, the context might include slides
or reading lists. Due to the large number of words in the con-
text, (3) the NEs are selected from the context only if they
share the same entity type (e.g., person, organization) and
sound similar to the NEs in the ASR predictions. Finally
(4), an LLM analyzes the ASR predictions and their NEs,
as well as the NEs in the context and the sentences contain-
ing them. It uses this information and a detailed prompt of
instructions (see Fig. 3) to produce a revised prediction.

4. DATASET

As existing datasets for contextual ASR are very limited
and often tailored to specific industry settings (e.g., earn-
ings calls), we collected our own dataset on topics of wider
scientific and educational interest. In particular, we con-
structed a new dataset, called NER-MIT-OpenCourseWare,
based on content from MIT OpenCourseWare. We chose
this educational repository as a basis for our dataset because
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of the availability of detailed context documents along with
high-quality transcriptions of the speech content.

For the test set, we used the lectures from an undergrad-
uate course on animal behavior, offered in Fall 2013 from
MIT OpenCourseWare, containing 25 lecture audio record-
ings totaling 17 hours of audio. The test set labels contain
approximately 121K words, while the context consists of 46K
words. The ground-truth transcriptions contain 1.2K NE
words, and about 66% of these words appear in the slides.
Examples of lecture slides are shown in Figure 2.

For the development set, we chose an undergraduate course
about brain structure, offered in Spring 2014. The course
has 35 lectures, but we only use the first 3K utterances to
enable faster execution. The labels contain approximately
32K words, while the context includes 14K words from six
lecture slides. There are 0.2K NE words in the development
set, and around 60% of these words appear in the slides.

We used BeautifulSoup? to download the audio, video, and
lecture content; pdfplumber® to convert the ground-truth
transcripts and the slides into text files; and spacy (specifi-
cally “en_core_web_lg”) to remove unwanted characters and
split the transcripts into sentences. The slides contain im-
ages, math equations, and other elements, making them
noisy. We used pydub? to extract audio (flac) from video
(mp4) and convert the audio to mono with a sampling rate
of 16KHz. Since each audio file has a duration of 30-60
min, we used fairseq [19] to segment each audio into utter-
ances corresponding to the sentences identified by the spacy
model.

5. EXPERIMENTS

Using NER-MIT-OpenCourseWare (Sec. 4), we conducted
experiments to assess the benefits of the proposed method
(Fig. 1) to improve ASR transcription accuracy of NEs,
while hopefully keeping the transcription accuracy of non-
named entities (NNEs) unchanged. As our method focuses
on filtering relevant information in the context using contex-
tual and phonetic cues before feeding it to the LLM, we com-
pare against three strong control conditions: (1) no LLM,
just phonetic matching of the predicted NE with a randomly
chosen similar sounding word of the same entity type from
the context; (2) giving the revision LLM the entire context
document corresponding to a given utterance (not just the
filtered relevant entities); and (3) first using an LLM to sum-
marize the context, and then providing the summary to the
revision LLM.

5.1 Implementation Details

For the first-stage ASR, we use Whisper large-v3. We choose
Flair [1] (“ner-english-ontonotes-large”), for named entity
recognition (NER) due to its speed and high accuracy on
standard NER benchmarks. To detect whether two words
sound similar to each other, we use Double Metaphone [21],
which is a popular rule-based algorithm that converts words
into phonetic codes that is useful for detecting similar sound-
ing words and name searches [5]. Specifically, Double Meta-

*https://www.crummy . com/software/BeautifulSoup
*nttps://github.com/jsvine/pdfplumber
‘https://github.com/jiaaro/pydub
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Figure 1: Proposed method of combining phonetic and contextual information to revise named entities in ASR predictions.

Table 1: Comparison of named entity (NE) word error rates
(WER) (%) and non-named entity (NNE) WER (%) across
methods using Whisper-large-v3 as the ASR.

Revision Method LLM NE NNE
None - 32.3 7.0
Phonetic matching - 253 7.0
Full context GPT-40-mini 434 7.1
GPT-40 306 7.0
Llama-3.1-70B  32.6 7.2
Context summary  GPT-40-mini 386 7.1
GPT-40 54.2 7.1
Llama-3.1-70B 474 8.2
Proposed method GPT-40-mini 227 7.0
GPT-40 229 7.0
Llama-3.1-70B 24.8 7.2

phone outputs one primary and one alternative phonetic
code (for names that may be pronounced in different ways).
In our proposed method, we defined that two words sound
“similar” to each other if either their primary phonetic codes
or equivalent or their alternative phonetic codes are equiva-
lent. We note that the use of Double Metaphone could con-
ceivably be “swapped out” for another phonetic matching
system (e.g., one based on multimodal LLMs with shared
semantic and acoustic embeddings) to work for other lan-
guages. We leave this to future work.

Similar to prior contextual ASR research [12], we focus on
eight specific NE types: PERSON, ORG, GPE, LOC, PROD-
UCT, EVENT, NORP, and FAC. We manually verify the
NEs in 500 sentences from the test set and measure set-
based evaluation recall, ignoring multiple occurrences of the
same NE in a sentence, as the LLM replaces all instances of
the same NE in the sentence. The precision of Flair is 96%,
and the recall is 86%. Since manually labeling NEs in the
dataset is expensive, and Flair’s recall rate was reasonably
high, we use Flair’s detected NEs as a basis for computing
WER.
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Table 2: Comparison of named entity (NE) and non-named
entity (NNE) WER (%) across speech recognition systems
utilizing GPT-40-mini in our proposed method.

ASR Params Before revision After revision
NE NNE NE NNE
Whisper-sm 244 M 39.3 9.4 29.5 9.4
Whisper-me 769 M 36.0 8.0 26.8 8.0
Whisper-la 1.54 B 323 7.0 22.7 7.0
Canary-1B 1B 36.6 8.3 26.8 8.3

For the revision LLM, we compare Llama3-70b-8192 (via
Groq API), GPT-40-mini API, GPT-40 API , and Meta-
Llama-3.1-70B (using bitsandbytes quantization), running
locally on a single A100 GPU (80GB) with vLLM [15]. We
draw inspiration from [6] to design the prompt. Our prompt
(see Fig. 3) is designed to ensure that the LLM revises NEs
without altering other words and applies reasoning. The
asr_confidence_threshold used in the prompt was optimized
on the development set.

For the summarization task (in control condition 2), we use
GPT-40-mini with the prompt: “Summarize the following
context concisely while ensuring all named entities are pre-
served. Include a sentence for each named entity, using only
alphabets and digits. Context:{context}”.

5.2 Results

As shown in Table 1, the proposed method demonstrates im-
proved accuracy compared to the original Whisper predic-
tions, regardless of which LLM was used. In particular, the
proposed approach reduces the WER of NE to 22.7% (corre-
sponding to a 30% relative WER reduction) while maintain-
ing the NNE WER at 7%. Phonetic matching of NEs to the
context (control condition 1) is also useful and decreases the
WER to 25.3%. In contrast, when using an LLM with the
full context (control condition 2) without any filtering, the
WER actually increases from 32.3% to 43.4%. This could
be due to the long prompt input, which causes the LLM
to hallucinate: a follow-up analysis of the animal behav-
ior course test set revealed that the full-context condition
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The same dog in a humble and affectionate frame of mind (fig. 6)
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Figure 2: Examples of NER-MIT-OpenCourseWare slides.

using GPT-40 resulted in statistically significantly longer
revisions, on average, compared to the proposed method
(¢(9426) = 4.11,p < 0.0001). Control condition 3, which
uses a summary of the full context, is also ineffective, as the
WER increases from 32.3% to 38.6%. Together these re-
sults indicate that, despite being trained on large amounts
of text data, the LLM’s world knowledge and linguistic rea-
soning are insufficient to improve the ASR accuracy of NEs.
Instead, both a filtered context as well as explicit phonetic
information are necessary to enable the LLM to improve NE
transcription.

As a follow-up analysis, we also computed the WER of
the proposed method (using GPT-40-mini and Whisper) on
named entities (NEs) not included in the context documents:
it is 23.6%. This is only slightly higher than the overall WER
on NEs (22.7%), and it is still substantially lower than the
WER on NEs with just Whisper alone (32.3%). This sug-
gests that the proposed method is unlikely to do harm, even
if its benefits are more pronounced on NEs that are con-
tained in the context.

Our proposed method also demonstrates its effectiveness
across different LLM models, such as the large, state-of-
the-art GPT-40 and the robust open-source Llama-3.1-70B,
as shown in Table 1. For a powerful model like GPT-4o,
utilizing the full context results in a slight WER reduction,
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from 32.3% to 30.6%, as indicated in Table 1. However, with
our proposed method, the WER is significantly reduced to
22.9%.

To evaluate the effectiveness of the proposed approach over
different ASR systems, we conducted experiments with Whis-
per (small, medium, or large-v3), and Nemo Canary-1B [14],
another state-of-the-art ASR model. As shown in Table 2,
our method generalizes well across different speech models:
With Canary-1B, the NE WER is reduced from 36.6% to
26.8%. Similarly, the NE WER is reduced from 39.3% to
29.5% with Whisper small and from 36.0% to 26.8% with
Whisper medium.

Finally, we also experiment with a simpler version of the
prompt that omits the extra guidelines contained in the
second, third, fourth, and fifth bullet points of Figure 3.
This shortened prompt’s results are reported in Table 3. As
shown, both the full prompt and the short prompt perform
well with GPT-40-mini, while the open-source Llama-3.1-
70B achieves better performance with the full prompt at
24.8% compared to the short prompt at 32.3%. This indi-
cates that the paid API GPT-40-mini may be more robust
and have better reasoning capabilities than the open-source
Llama-3.1-70B in this case. The open-source model appears
to require more detailed instructions to achieve good results,
whereas GPT-40-mini can perform well without them.



Speech recognition may incorrectly capture named enti-
ties due to similar-sounding words or uncommon entities
in training data. The named entities and their probabili-
ties are provided below as "Named entities probability” in
the format: entity : probability. Review the prediction’s
named entities. For each entity whose probability is be-
low asr_confidence_threshold, or missing, please complete
the following steps:

e Examine the context to determine what the similar-
sounding entity refers to, and analyze the sentence to
understand what the ASR-predicted entity refers to.
Check if (1) both refer to the same thing, (2) the dif-
ference is likely due to an ASR transcription error, (3)
the replacement improves accuracy, preserves the orig-
inal sentence’s meaning, and fits naturally within the
sentence. If yes to those 3 criteria, then replace the
ASR-predicted entity with the similar-sounding entity.

e Make sure to treat each named entity as a cohesive unit
when evaluating or replacing. Do not modify individ-
ual words separately in a multi-word entity.

e If no suitable similar-sounding entity exists, leave the
entity unchanged.

e Do not delete any words in the entity that are absent
from the context.

e Keep all other words, punctuation, and formatting un-
changed.

The context includes similar-sounding entities and sen-
tences containing these named entities. The revised pre-
diction should start with << @ and end with @ >>
Context: {context}

Speech recognition prediction: {preds}

Named entities probability: {ent_prob_dict }

Figure 3: ASR revision prompt given to the LLM. In an
ablation analysis, we omit the second, third, fourth, and fifth
bullets points.

5.3 Examples

The ground-truth transcript (converted to lower case) of one
utterance is, “now this is a difficult concept but let me try
to go through it anyway because seitz was very important
in working out some of the principles of ethological investi-
gation and the principles of ethology that lorenz was talk-
ing about”. Canary 1B transcribed it as, “now this is a
difficult concept ...zeitz ...lawrence ...” (where the el-
lipses indicate correctly transcribed words that we omit for
brevity). Whisper transcribed it as, “now this is a diffi-
cult concept. . .zaitz ...lawrence ...”. After LLM-based re-
vision with the proposed method, both Canary and Whisper
correctly transcribed it as, “now this is a difficult concept
...seitz ...lorenz ...".
In another utterance, the ground-truth transcript is, “one
of those students became very well known margaret mead”.
With phonetic matching (control condition 1), the NE was
replaced with a randomly chosen similar-sounding NE, re-
sulting in “...margaret mit”. With our proposed method
(using GPT-4o0-mini), however, the ASR transcript is cor-
rectly transcribed as, “...margaret mead”.

5.4 Run-time Cost

Extracting NEs takes about 0.013sec per utterance (aver-
aged over 9427 test utterances). Revising each ASR predic-
tion using GPT-40-mini takes about 1.2sec (averaged over
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Table 3: Named entity WER (%) and non-named entity WER
are evaluated using the full prompt or the short prompt.

Method Revision LLM  NE (%) NNE
Full prompt GPT-40-mini 22.7 7.0
Full prompt Llama-3.1-70B 24.8 7.2
Short prompt GPT-40-mini 22.7 7.0
Short prompt Llama-3.1-70B 32.3 7.0

750 test utterances with NEs).

6. CONCLUSIONS

We introduced a novel method to revise predictions from
ASR using an LLM. Specifically, we employ a phonetic and
contextual matching component to select NEs from the con-
text that are most relevant to those in the ASR prediction.
We compare our proposed method to strong LLM controls
that use the full context or a context summary, as well as
a phonetic matching baseline, and show that our method
achieves superior performance — up to 30% relative WER
reduction on a new and challenging test set based on MIT
OpenCourseWare lecture series. We focused primarily on
NEs since their definitions are standardized, and tools for
NER are readily available. However, the method could be
extended to revise rare words with the development of rare
word detection models. Furthermore, the method could be
expanded to integrate visual information, such as image cap-
tions or optical character recognition, so as to better harness
available context.
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