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ABSTRACT

Formative assessment in mathematics should attend not only
to answer correctness but also to the procedural evidence
embedded in students’ problem-solving processes. Evidence-
centered design (ECD) offers a principled basis for connecting
learner evidence to task design. However, in classroom con-
texts, teachers face substantial time and cognitive burden
when designing formative assessment tasks based on students’
evidence. This study presents a preliminary implementation
of a task—evidence-task cycle for formative assessment using
a large language model (LLM). Using 1,406 solution logs col-
lected from 29 students, the LLM infers required knowledge
components (KCs) from students’ step-by-step solution logs
and constructs diagnostic evidence (e.g., procedural differ-
ences, targetable causes, and required KCs). It then uses this
evidence to generate two scaffolding tasks for each original
task. Expert evaluation showed moderate agreement on the
generated KCs and substantial agreement on the appropri-
ateness of the scaffolding tasks. A small follow-up activity
with four students further suggested that the generated tasks
may help make missing intermediate reasoning steps more
visible during re-solving. These findings provide preliminary
feasibility evidence for one implemented task—evidence—task
cycle, while repeated cyclic use is left for future work.
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1. INTRODUCTION

In mathematics education, formative assessment plays a key
role in supporting students’ learning throughout the problem-
solving process. It should therefore attend not only to the
correctness of final answers but also to the processes through
which those answers are produced.

Mathematical problem solving involves interpreting problem
situations and coordinating multiple cognitive components.
Koedinger et al. [7] define these as knowledge components
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(KCs), or learnable units of knowledge or cognitive func-
tion. Because procedural and conceptual knowledge interact
and develop together in mathematics learning [13], students’
procedural work can be interpreted as evidence of KC use
during problem solving. Assessment should therefore move
beyond answer correctness to examine process-level evidence
in students’ work.

Evidence-centered design (ECD) provides a principled frame-
work for making such inferences by specifying relationships
among claims, evidence, and tasks [10,12]. However, many
ECD implementations remain largely task-driven: tasks are
specified first, and evidence models are used mainly to in-
terpret task outcomes [1]. As a result, the process by which
diagnostic evidence informs subsequent task design often
remains underspecified or is treated as a black box [5].

To address this gap, this study adopts KCs as an interpretive
unit for constructing diagnostic evidence and implements a
task—evidence—task cycle in which evidence from students’ so-
lution logs informs subsequent task design. Operationalizing
such redesign in classrooms is challenging because extracting
KCs from student work and redesigning formative tasks re-
quire substantial time and cognitive effort from teachers [2].
Although recent studies have explored large language models
(LLMs) for analyzing student work or generating assessment-
related artifacts [8,9,11,16], most have focused on isolated
functions such as task generation, automated scoring, or feed-
back rather than integrated, evidence-based task redesign [6].

This paper presents a preliminary implementation of an ECD-
grounded task—evidence—task cycle for formative assessment.
The LLM is used for two related functions: (1) constructing
diagnostic evidence from students’ solution logs, including
inferred KCs, and (2) generating scaffolding tasks based on
that evidence. The generated tasks are reviewed by two
experts, and their appropriateness and potential educational
usefulness are examined.

Accordingly, this study addresses the following research ques-
tions (RQs):

RQ1. To what extent can an LLM generate meaningful
KC candidates required for problem solving from students’
solution logs?

RQ2. To what extent can an LLM generate formative scaf-
folding tasks based on KCs inferred from students’ solution
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logs?

2. BACKGROUND

2.1 Evidence-Centered Design for Formative

Assessment

Evidence-centered design (ECD) frames assessment as a
principled approach to making inferences about learning from
observable performance [10,12]. By organizing assessment
around claims, evidence, and tasks, ECD emphasizes that
validity depends not only on task format or difficulty but
also on what evidence is collected from learners’ work and
how it is interpreted [8].

This perspective is especially relevant to formative assess-
ment, which aims to identify learners’ current difficulties and
provide targeted support [2]. In ECD-based formative assess-
ment, tasks are not only measurement tools but also means
of making learners’ thinking visible. When scaffolding is
evidence-based, it should respond to procedural bottlenecks,
omissions, and error patterns observed in students’ actual
work rather than rely on fixed hints [15].

Although ECD presupposes an ongoing interplay between
evidence and task design [10], its applications have typically
proceeded in a forward direction: tasks are defined first, and
evidence models are then developed to interpret the result-
ing performances. In such task-driven implementations, the
link between diagnosis and the design of subsequent tasks
is often left implicit [1,5]. Recent LLM-based studies have
addressed parts of this broader process, including the analy-
sis of student work and the generation of assessment-related
outputs [8,9,11,16]. Most, however, have focused on iso-
lated functions, such as scoring, feedback, or task authoring,
rather than on evidence-driven formative task redesign as an
integrated process. Moreover, many existing approaches still
generate tasks primarily on the basis of predefined learning
objectives or answer structures [3], with relatively little work
systematically using evidence from students’ problem-solving
processes to guide subsequent task design.

In this study, we adopt an ECD-grounded cyclic Evidence—
Task Design Framework in which evidence derived from
student solution logs is translated into subsequent formative
scaffolding task design.

2.2 Knowledge Components as Units of Evi-

dence
Knowledge components (KCs) are acquired units of cognitive
function or knowledge structure that can be inferred from
performance on related tasks [7]. In mathematics, a task
typically requires multiple KCs rather than a single one [13].
Accordingly, assessments based only on answer correctness
may fail to capture learners’ actual difficulties.

Prior work has shown that errors, omissions, and incomplete
solution steps can serve as evidence for inferring learners’
knowledge states [4]. In this study, KCs are operationally
defined as units of knowledge that enable mathematical per-
formance, such as definitions, conditions, meanings, and
interpretation rules [7]. KC-related errors or omissions in
students’ solution processes are interpreted as indicators
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Figure 1: Overview of one implemented task—evidence—task
cycle using an LLM.

of learning gaps and used as fine-grained evidence for sub-
sequent scaffolding task design. Recent studies have also
explored LLMs as tools for supporting this kind of evidence
interpretation and generation process [4,11,16].

3. TASK-EVIDENCE-TASK CYCLE

This study presents one implemented task—evidence-task
cycle (Figure 1) in which an LLM converts student solution
logs into diagnostic evidence and then uses that evidence to
design scaffolding tasks. The cycle links a task space to an
evidence space through two prompt-based transformations:
diagnosis (task space — evidence space) and generation
(evidence space — task space). Knowledge components (KCs)
function as the shared representational basis across these
stages, linking what is inferred from students’ work to what
is subsequently targeted in scaffolding-task design.

3.1 Prompt Design

We implemented the prompting pipeline in two stages: a
diagnosis prompt for constructing evidence from student logs,
and a generation prompt for producing scaffolding tasks from
the diagnosed evidence.

3.1.1 Prompt from Task Space to Evidence Space

The diagnosis prompt takes as input the original task, the
final answer, and students’ line-level solution logs. For each
task, the logs are grouped into correct and non-correct re-
sponses (including incorrect and unfinished responses) based
on final-answer correctness. The prompt then asks the LLM
to compare the two groups and identify recurring procedural
differences, such as omitted conditions, incorrect relational ex-
pressions, or points at which solutions stop before completion.
Based on these differences, the LLM is prompted to identify
targetable causes, that is, aspects of performance that appear
to be missing, incomplete, or insufficiently activated and that
could plausibly be addressed through instructional support.
The prompt also asks the model to infer 10 required KCs
associated with those causes and needed to solve the original
task. During prompt development, candidate set sizes of 5,
10, and 15 were examined across tasks of different difficulty
levels, and 10 was adopted for the present implementation.

To make the diagnosis explicit and traceable, the prompt
requires all outputs to be grounded in concrete excerpts
from the solution logs, including equations, symbols, and
written statements. These excerpts serve as evidence for
the identified procedural differences, targetable causes, and
related KCs.



3.1.2  Prompt from Evidence Space to Task Space
The generation prompt takes as input the original task, the
final answer, the diagnosed procedural differences, the tar-
getable causes, the generated KC candidates, and supporting
evidence excerpts from the solution logs. Using these inputs,
the LLM generates scaffolding tasks intended to address the
diagnosed difficulties revealed in the earlier stage.

The prompt constrains the LLM not to generate tasks that
simply rehearse isolated KCs or lead directly to the final
answer. Instead, the generated tasks are designed to elicit
intermediate products that make students’ reasoning visible,
such as stating relevant conditions, constructing relational
expressions, or explaining the meaning of a result. Tasks that
primarily emphasize answer production or direct computation
are excluded.

For each original task, the prompt generates two scaffolding
tasks. For each generated task, it also specifies the targetable
cause addressed, the supporting evidence excerpt, the related
KC, and the intended intermediate product. In this way, the
evidence constructed from student work is carried forward
into subsequent task design within one implemented task—
evidence—task cycle.

4. EVALUATION

This section evaluates the present implementation by report-
ing (1) the dataset used in the evaluation, (2) the quality
of LLM-based KC extraction (RQ1), and (3) expert and
student evaluations of the generated scaffolding tasks (RQ2).

Grade 10 students (N = 29) in South Korea provided hand-
written solutions, and all personally identifiable information
was removed. These were reviewed by the researchers, tran-
scribed into ¥TEXformat, and segmented into a line-level
solution log dataset for KC-based diagnosis, with each line
representing one written step in a student’s solution. The
generated scaffolding tasks were reviewed by two experts
(one mathematics teacher and one mathematics education
researcher) and tested in a small-scale follow-up activity
examining changes in answer accuracy and solution pro-
cesses. The diagnosis and task generation processes were
implemented using GPT-5.2.

4.1 Data Description

Problem-solving data were collected from 15 tasks on quadratic
equations, quadratic functions, and quadratic inequalities at
the Grade 10 level. These tasks were categorized into three
difficulty levels (easy, intermediate, and difficult) based on
their cognitive and procedural demands.

Twenty-nine students freely chose which tasks to solve. One
solution per student per task was collected and decomposed
into line-by-line units, yielding 1,406 solution logs.

Table 1 summarizes answer accuracy and the average number
of solution steps by difficulty level. Easy-level tasks showed
85.1% accuracy with 3.08 steps on average, intermediate-
level tasks 75.6% with 4.15 steps, and difficult-level tasks
62.7% with 5.99 steps. Overall, lower accuracy tended to be
associated with longer solution processes.

At the individual-task level, the two lowest-accuracy tasks
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Table 1: Summary of student performance by difficulty level

Level Items Attempts Accuracy (%) Steps
Easy 5 87 85.1 3.08
Intermediate 4 90 75.6 4.15
Difficult 6 118 62.7 5.99

showed 17.6% and 33.3% accuracy, respectively; the latter
also had the second-highest average number of solution steps.

4.2 KC Extraction from Solution Logs (RQ1)

To examine whether the LLM could meaningfully extract
KCs from students’ solution logs, the model generated 10
KC candidates for each of the 15 tasks. Two experts judged
the appropriateness of each of the 150 KC candidates using
a binary scale (appropriate = 1, inappropriate = 0).

Inter-rater agreement indicated moderate consistency (Co-
hen’s k = 0.52; overall agreement = 0.78), suggesting that
judgments about individual KC candidates were not fully
stable.

Table 2: Task-level validity and stability of LLM-generated
KC candidates

Measure Value

Strict validity rate (both experts = valid) 0.533
Lenient validity rate (>1 expert = valid)  0.753
Jaccard similarity (median) 0.750

Task-level analysis further showed a strict validity rate of
0.533, a lenient validity rate of 0.753, and a median Jaccard
similarity of 0.750 (Table 2). These results suggest substan-
tial task-level overlap between the LLM-generated KC sets
and those identified by expert raters, while also indicating
limited agreement on individual KC candidates. The gen-
erated KCs should therefore be interpreted as provisional
rather than definitive diagnostic units.

We also examined the relationship between the average num-
ber of solution steps per task and the average number of
valid KCs identified by expert raters. A significant positive
Spearman rank correlation was observed (p = 0.52, p = .048),
indicating that tasks with longer solution logs tended to yield
more expert-validated KC candidates.

4.3 Appropriateness of Generated Scaffolding
Tasks (RQ2)

To examine the appropriateness of the generated scaffolding

tasks for formative assessment, two experts independently

evaluated them using a five-point Likert scale (Table 3).

For each original task, two scaffolding tasks were generated,

resulting in 30 tasks in total.

Inter-rater agreement, assessed with quadratic weighted Co-
hen’s kappa, was substantial (0.76 for Scaffolding Task 1 and
0.73 for Scaffolding Task 2). Both experts also assigned mean
ratings above the midpoint of the scale (Expert 1: M = 3.53,
SD = 1.50; Expert 2: M = 3.83, SD = 1.46), indicating gen-
erally positive evaluations and suggesting that the generated
scaffolding tasks were reasonably appropriate for formative
use.



Table 3: Evaluation criteria for the appropriateness of scaf-
folding tasks

Score Description
1 The task is unrelated to the original task or is
mathematically invalid
2 The task is almost identical to the original task
and is not appropriate as a scaffolding task (mere
repetition)

3 The scaffolding task focuses on a peripheral KC
and should be revised to target a more central
step

4 The KC level targeted by the scaffolding task is
appropriate, but minor revisions to numbers or
wording are needed

5 Very appropriate as a scaffolding task for the
original task

Table 4: Example of an original task and two LLM-generated
scaffolding tasks

Task Description

Original task  You plan to create a rectangular garden with
an area of at least 400 m?. The perimeter
of the garden is 100m, and the length of
the longer side is xm. Find the range of
possible values of z. (Assume that the length
is greater than the width.)

Scaffolding For a rectangle with perimeter 100 m, ex-

task 1 press the width in terms of = when the length
is x m. Then write the condition “the length
is greater than the width” as a single inequal-
ity in x.

Scaffolding For a rectangle with perimeter 100 m, when

task 2 the length is xm, rewrite the condition

that the area is at least 400m? as a sin-
gle quadratic inequality involving only z.

To obtain preliminary qualitative observations, a follow-up
re-solving activity was conducted with four students who
had answered incorrectly on the two original tasks with the
lowest initial answer accuracy. The students were provided
with the original task together with scaffolding tasks that
experts had judged to be appropriate.

For the lowest-accuracy task, two of the four students an-
swered correctly in the re-solving attempt, whereas two re-
mained incorrect. For the second-lowest-accuracy task, which
involved a longer solution process (Table 4), three students
answered correctly and one remained incorrect. Qualitative
review of the re-solving processes showed that some students
stated previously omitted conditions or added intermedi-
ate expressions that were absent from the original solutions.
These observations indicate that student responses differed
across the two tasks in terms of both final correctness and
the procedural changes observed during re-solving.

S. DISCUSSION

Regarding RQ1, the results suggest that an LLM can gen-
erate plausible KC candidates from students’ step-by-step
solution logs, with moderate consistency in expert judgments.
The agreement and task-level overlap measures indicate that
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the generated KC candidates generally fell within a range
experts considered appropriate, although the exact KC sets
did not always coincide. Thus, the generated KCs are better
interpreted as provisional diagnostic units than as definitive
representations of student knowledge. The positive relation-
ship between the number of solution steps and the number
of valid KCs further suggests that the LLM responded sys-
tematically to differences in procedural evidence rather than
producing arbitrary KC sets.

Regarding RQ2, expert evaluations showed substantial agree-
ment on the appropriateness of the generated scaffolding
tasks, suggesting that the LLM-produced tasks were gener-
ally suitable for formative use. Rather than directly drilling
individual KCs or simplifying the original tasks, these tasks
were designed to elicit intermediate products that make learn-
ers’ thinking visible, such as stating conditions, constructing
relational expressions, or articulating the meaning of a so-
lution. This design characteristic aligns with the view that
formative assessment tasks should reveal learners’ reasoning
processes and support the reconstruction of missing or weak
procedural steps [2,14].

The follow-up study with four students provided additional
qualitative observations about the potential usefulness of the
generated scaffolding tasks. In these cases, some students
stated previously omitted conditions or added intermediate
expressions after working on the generated tasks. These
observations indicate that the tasks may have prompted
procedural actions that were not visible in the original solu-
tions, although this interpretation remains tentative given
the small-scale design. Differences in responses across the two
tasks may reflect differences in their cognitive demands, sug-
gesting that the usefulness of scaffolding may depend partly
on task characteristics. Future research could examine how
the cognitive demand levels of KCs and interactions among
multiple KCs relate to scaffolding design and effectiveness.

Theoretically, this study illustrates how a task—evidence—task
cycle can be implemented between the task space and the
evidence space within an ECD framework. The present de-
sign shows how evidence derived from learners’ performances
can be organized into diagnostic representations and used
to inform subsequent task design in a formative assessment
context. In this sense, the study provides a preliminary
illustration of how an LLM may support diagnostic interpre-
tation and subsequent task generation within an ECD-based
assessment process.

Practically, we envision the proposed pipeline as a teacher-
in-the-loop support tool that generates candidate scaffolding
tasks from student solution logs. This workflow may help
reduce teacher burden by supporting the design of follow-up
formative tasks while preserving teacher control over task
selection, revision, and classroom use. Future work could
examine how this process functions in authentic classroom
settings and how the framework may be extended to include
the Claim Space within a broader ECD process.

6. CONCLUSIONS AND LIMITATIONS

This study implemented one task—evidence—task cycle by con-
necting students’ solution logs (task space) with KC-based
diagnostic evidence (evidence space) to generate formative



scaffolding tasks. Preliminary results suggest that an LLM
can generate plausible KC candidates from students’ solution
logs and that tasks with richer procedural evidence tended to
yield more expert-validated KC candidates. Expert review
and a small-scale follow-up activity further suggested that
the generated scaffolding tasks may help students recognize
and produce intermediate products required for problem solv-
ing. Together, these findings provide preliminary feasibility
evidence that an LLM may support one evidence-informed
task—evidence—task cycle for formative assessment grounded
in learners’ observed problem-solving processes.

Several limitations should be noted. First, the present study
examined only a single implemented task—evidence-task cy-
cle rather than repeated cycles across multiple rounds. Sec-
ond, the study was limited to algebraic topics, specifically
quadratic equations, quadratic functions, and quadratic in-
equalities, and did not examine other areas of mathematics
such as geometry or statistics. Third, our evaluation of KC
extraction focused on precision, but could not assess recall
without predefined reference KC sets for each task. Future
work should establish such reference sets for comprehensive
evaluation. Fourth, the follow-up study involved only a small
number of students and did not include a control group.
Therefore, the follow-up findings should be interpreted as
preliminary qualitative observations.
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