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ABSTRACT

When a bilingual second-grader describes a triangle as
“pizza” on a geometry assessment, current Al tutoring sys-
tems face a classification dilemma: is this a conceptual
error, or evidence of a student using everyday vocabu-
lary (Basic Interpersonal Communicative Skills) because
they lack the formal mathematical register (Cognitive Aca-
demic Language Proficiency)? No existing educational Al
system separates mathematical conceptual understanding
from second-language processing at the individual response
level. We present CL-KT-X, a neuro-symbolic diagnos-
tic engine that performs cross-lingual knowledge tracing
through a three-layer architecture: deterministic linguistic
fingerprinting, EXTRACT-NORMALIZE-COMPARE algo-
rithmic prompting, and a Truth-First classification router.
In validating CL-KT-X, we document a previously unnamed
phenomenon—the Al Whisperer Effect—in which architec-
turally similar local LLMs require model-specific prompt en-
gineering to achieve comparable diagnostic accuracy. Val-
idated on 74 authentic responses from bilingual Title I
classrooms across two mathematical domains, the system
achieves 98.6% classification accuracy with zero Truth-First
violations. This work crosses linguistic, disciplinary, and
contextual borders to address equity in Al-assisted math-
ematics assessment for the 5.3 million emergent bilingual
students in U.S. schools.
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1. INTRODUCTION

Emergent bilingual students—those developing proficiency
in English while maintaining their native language—
navigate two linguistic systems simultaneously when re-
sponding to mathematical assessments. A student who
writes “pizza” for triangle is not demonstrating a geomet-
ric misconception; she is applying a Basic Interpersonal
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Communicative Skills (BICS) analogy because she has not
yet acquired the Cognitive Academic Language Proficiency
(CALP) term in her second language [4, 5]. Current
Al-powered assessment systems cannot make this distinc-
tion, systematically misclassifying linguistically mediated re-
sponses as conceptual errors.

The consequences are measurable. More than 5.3 million
emergent bilingual students attend U.S. public schools, with
over one million in Grades 2-3 [8]. English learners are
identified for special education at elevated rates in unad-
justed models (OR = 2.56 at Grade 3), attenuating under
full covariate adjustment [9]; among those referred for read-
ing concerns, most did not qualify for the referred disability
on evaluation (34 of 44) [10]. Traditional knowledge trac-
ing approaches model mastery as a single latent variable [3,
11, 6], capturing whether a student errs but not why. They
cannot distinguish “doesn’t understand circles” from “under-
stands circles but calls them circulos.”

We present CL-KT-X (Cross-Lingual Knowledge Tracing
with Explainable Feedback), a neuro-symbolic diagnostic en-
gine that separates L1 conceptual understanding from L2
language processing by routing student responses through
a deterministic pipeline where only the extraction phase is
LLM-dependent. Our contributions are threefold:

1. A neuro-symbolic architecture for cross-lingual math-
ematical diagnosis, combining deterministic linguistic
fingerprinting with constrained LLM extraction and an
invariant Truth-First classification router.

2. Authentic validation on 74 classroom responses from
bilingual Title I students across two mathematical
domains, achieving 98.6% classification accuracy—
eliminating reliance on synthetic test batteries.

Documentation of the AI Whisperer Effect, a previ-
ously unnamed phenomenon in which architecturally
similar sub-10B parameter LLMs exhibit divergent di-
agnostic accuracy under identical algorithmic prompts.

This work responds directly to the EDM 2026 theme of Ed-
ucational Data Mining Across Borders. CL-KT-X crosses
three borders simultaneously: the language border between
Spanish and English student responses, the discipline bor-
der integrating computational linguistics with mathemat-
ics education and knowledge tracing, and the context border
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between everyday communicative register (BICS) and aca-
demic assessment vocabulary (CALP).

2. RELATED WORK

Knowledge tracing has evolved from Bayesian Knowledge
Tracing [3] through deep neural architectures [11, 13] to
context-aware attentive models [6]. These advances have
substantially improved prediction of student performance
trajectories, yet they share a structural limitation: knowl-
edge is modeled as a single latent construct. A student
transitioning from “unlearned” to “learned” on a fractions
concept may have always understood the mathematics but
lacked the second-language vocabulary to express it. To the
authors’ knowledge, no existing knowledge tracing model
separates conceptual from linguistic knowledge states.

Bilingual education research has long recognized the chal-
lenge of disentangling language proficiency from content
mastery [1, 12]. Cummins’ BICS/CALP framework [4, 5]
establishes that conversational fluency (BICS) is acquired
in 1-3 years, while academic register (CALP) requires 5—
7 years. In mathematics, a student may operate at CALP
level in Spanish but BICS level in English, producing re-
sponses that appear mathematically incorrect under mono-
lingual evaluation. Accommodations such as translated as-
sessments improve validity [12] but do not address real-time
diagnostic classification at the individual response level.

The application of large language models to educational as-
sessment has expanded rapidly [7], yet these systems treat
language as a transparent medium rather than a variable
that interacts with domain knowledge. The emerging field of
algorithmic prompting—providing LLMs with step-by-step
computational procedures rather than task descriptions—
has demonstrated gains in mathematical reasoning [14]
but has not been applied to cross-lingual diagnostic con-
texts. Furthermore, the assumption that prompt engineer-
ing transfers uniformly across models within the same pa-
rameter class has only recently begun to be examined. Our
work addresses both gaps: we apply algorithmic prompting
to cross-lingual diagnosis and document empirically that this
assumption does not hold.

3. SYSTEM ARCHITECTURE

CL-KT-X employs a three-layer neuro-symbolic architec-
ture. Layer 1: Linguistic Fingerprint—a deterministic mod-
ule that detects Spanish-origin tokens, phonetic approxi-
mations (e.g., “tree” for three), and BICS vocabulary us-
ing curated lookup tables, requiring no LLM invocation.
Layer 2: ENC Algorithmic Prompting—the LLM performs
only EXTRACT (identifying the student’s mathematical
claim from a free-text response); NORMALIZE, COM-
PARE, and CLASSIFY execute deterministically in Python
using curated BICS-to-CALP equivalence tables. Layer 3:
Truth-First Router—an architectural invariant ensuring that
mathematically incorrect answers always resolve to CON-
CEPTUAL_GAP regardless of detected language artifacts.

Algorithm 1 presents the ENC pipeline. The critical design
decision is the separation of EXTRACT (LLM-dependent)
from  NORMALIZE-COMPARE-CLASSIFY (determinis-
tic). This constrains LLM hallucination to the extraction
phase, where it is intercepted by the normalizer’s curated
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Algorithm 1 EXTRACT-NORMALIZE-COMPARE

Pipeline

Require: 7 (student response), a (expected answer), d (domain)
Ensure: ¢ € {CONCEPTUAL_GAP, LINGUISTIC_GAP, CORRECT }

1: F < LINGUISTICFINGERPRINT(r) > Deterministic: L1 tokens,
phonetics, BICS

2: e + LLM_EXTRACT(r,d) > LLM-dependent: “What shape is
described?”

3: n <+ NORMALIZE(e, BICS_CALP_Table) > Deterministic:
e.g., “pizza” — “triangle”

4: m < COMPARE(n,a) > Deterministic: semantic equivalence

5: if r is mathematically incorrect then

6: return CONCEPTUAL_GAP > Truth-First invariant

7: else if F.has_L1_artifacts and m = TRUE then

8: return LINGUISTIC_GAP

9: else if m = TRUE then

10: return CORRECT

11: end if

lookup tables before classification. The Truth-First Router
(line 5) cannot be overridden by language detection.

4. METHODOLOGY
4.1 Corpus

The validation corpus comprises 74 authentic student re-
sponses collected from bilingual Title I elementary class-
rooms in the [REDACTED] metropolitan area. Two math-
ematical domains are represented: Geometry (37 vectors)
and Fractions (37 vectors). All responses are unedited, raw
classroom artifacts produced by emergent bilingual students
(Grades 2-5) during regular instructional assessment. No
synthetic augmentation or researcher-generated examples
were used. To the authors’ knowledge, this represents the
first authentic cross-lingual mathematical response dataset
used to validate an Al diagnostic system.

Response collection involved de-identified archival artifacts
from routine instructional assessment conducted by the Co-
PI in their capacity as a certified classroom educator. No
personally identifiable information was collected or retained.
Student data was handled under FERPA-compliant local
processing protocols.

4.2 Dual-Review Protocol

Each response underwent a dual-review classification pro-
tocol. First, an independent pedagogical classification by
a certified bilingual education specialist (15 years of class-
room experience, campus-level teaching recognition) as-
signed ground-truth labels (CONCEPTUAL_GAP, LINGUIS-
TIC_GAP, or CORRECT) based on professional assessment
of the student’s mathematical understanding and language
use. Second, blind CL-KT-X engine processing produced
classifications with no access to the specialist’s labels. Dis-
crepancies were reconciled by a certified bilingual educator
serving as Principal Investigator. The PI override rate of
17.1% across all domains documents productive human-AT
collaboration in the diagnostic loop—evidence that the sys-
tem augments rather than replaces expert judgment.

Gold-standard labels for the expanded corpus (N = 97,
math and geometry domains, SO-15-01 stratum filter ap-
plied) were established through joint expert consensus scor-



Table 1: Domain certification results on authentic classroom
responses. All vectors are unedited student artifacts from
bilingual Title I classrooms, classified via dual-review proto-
col.

Domain Vectors Correct Accuracy TF Viol.
Geometry 37 36 97.3% 0
Fractions 37 37 100.0% 0
Combined 74 73 98.6% 0

ing by the two authors, both certified bilingual educators
with extensive TELPAS calibration experience (TEA offi-
cial records). Labels were assigned collaboratively through
expert deliberation rather than independent blind annota-
tion; this joint consensus process constitutes the gold stan-
dard against which CL-KT-X is evaluated. Human-system
agreement between this gold standard and CL-KT-X output
was assessed using Cohen’s k, yielding x = 0.8785 (95% CI
[0.790, 0.954], BCa bootstrap, B = 20,000 iterations), ex-
ceeding the x > 0.80 threshold established as the minimum
for reliable NLP annotation [2]. This metric reflects agree-
ment between the joint expert consensus gold standard and
the system output; it is not a measure of independent inter-
annotator agreement. Independent multi-annotator valida-
tion is identified as future work (Section 6.2).

4.3 Model Configuration

CL-KT-X was validated using three local LLMs deployed
via Ollama: Llama 3 (8B parameters), Mistral 7B-Instruct,
and Qwen 2.5 (7B parameters). All models received iden-
tical ENC algorithmic prompts. Local deployment en-
sures FERPA compliance—no student data leaves the school
network. The deliberate selection of architecturally sim-
ilar sub-10B parameter models serves a dual purpose: it
tests whether the ENC framework enables diagnostic accu-
racy with resource-constrained models deployable in Title I
school infrastructure, and it creates the controlled conditions
under which the Al Whisperer Effect becomes observable.

5. RESULTS

5.1 Domain Certification

Table 1 presents classification accuracy across two math-
ematical domains. Geometry achieved 36/37 correct clas-
sifications (97.3%) and Fractions achieved 37/37 (100.0%),
yielding a combined accuracy of 73/74 (98.6%) across all
authenticated vectors. Zero Truth-First violations were
recorded across both domains—mno mathematically incorrect
response was classified as a linguistic gap. The single geom-
etry misclassification involved a multi-claim response where
the LLM extraction phase truncated a semantically complex
student utterance, a known boundary condition documented
as the BICS Semantic Ceiling.

5.2 The AI Whisperer Effect

Table 2 reveals a previously undocumented phenomenon we
term the AI Whisperer Effect. Across three architecturally
similar local LLMs and three adversarial prompting strate-
gies applied to the same N = 97 corpus, unweighted  ranges
from —0.0047 (Llama 3, Role Injection) to +0.2449 (Mis-
tral, Role Injection)—a spread of more than 0.25 k units
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Table 2: Gate 9 adversarial evaluation (N = 97 per cell,
parse_rate= 1.000). Exact%: exact match. Adj%: within +1
tier (adjacent agreement; not accuracy). Kuw: unweighted
Cohen’s k. CI: 95% BCa (B 10,000, seed 42). GTP-
2=Role Inject; GTP-3=CoT Override; GTP-4=Lang. Switch.
TCL-KT-X evaluated in-sample; LLMs evaluated zero-shot. A
should be interpreted under this condition asymmetry.

Model Strat.  Ex% Kuw 95% CI

Llama 3 GTP-2 27.8 —0.005 [-0.106, 0.110)]
Llama 3 GTP-3 20.6 +0.015 [-0.063, 0.102]
Llama 3 GTP-4 268 +0.002 [—0.093, 0.109]
Mistral 7B GTP-2  52.6 +0.245  [0.146, 0.369]
Mistral 7B GTP-3 39.2 +0.173  [0.074, 0.287]
Mistral 7B GTP-4 454 +0.126  [0.049, 0.236]
Qwen 2.5 GTP-2 526 +0.244  [0.138, 0.370]
Qwen 2.5 GTP-3 26.8 +40.036 [-0.070, 0.151]
Qwen 2.5  GTP-4 402 +0.077 [-0.056, 0.219]
CL-KT-X! — — 0.8785 [0.790, 0.954]

among models comparable in parameter count (7-8B) and
architecture family. No LLM cell exceeds k = 0.25 on ei-
ther metric; all remain far below the XODA baseline of
= 0.8785. These models respond differently to identical
algorithmic scaffolding, and no prompting strategy rescues
performance.

This finding challenges the assumption that prompt engi-
neering transfers across models within the same parame-
ter class. We hypothesize that the AI Whisperer Effect
emerges from differences in instruction-tuning procedures
and tokenizer behavior that manifest specifically under the
constrained extraction tasks required by cross-lingual di-
agnosis. The practical implication is significant: deployed
educational Al systems using local LLMs require empirical
validation of prompt—model compatibility, not architectural
assumption.

5.3 Prompt Evolution

The 98.6% combined accuracy with Llama 3 represents a
substantial improvement over the 64.9% baseline achieved
with the initial prompt version on the same fractions
corpus—a progression spanning four major revisions. No-
tably, an intermediate revision that improved geometry
performance caused a regression in fractions accuracy
(94.6% — 83.8%), demonstrating that prompt modifications
for one mathematical domain can cascade into regressions in
another. This Prompt Ezample Cascade is a subtype of the
AT Whisperer Effect under investigation in ongoing work.

6. DISCUSSION AND CONCLUSION

6.1 Implications

CL-KT-X demonstrates that cross-lingual knowledge trac-
ing is achievable with resource-constrained local LLMs when
the system architecture separates LLM-dependent extrac-
tion from deterministic classification. The neuro-symbolic
design constrains hallucination risk to a single pipeline stage,
making the system’s reasoning transparent and auditable—
properties essential for high-stakes educational assessment.



The Truth-First Router provides a hard guarantee that no
mathematically incorrect response can be misclassified as a
language barrier, an invariant that purely neural approaches
cannot offer.

The AI Whisperer Effect has implications beyond bilin-
gual education. Any deployed system using local LLMs for
student response analysis must account for model-specific
prompt sensitivity, even among architecturally similar mod-
els. This finding reframes what might be dismissed as “brit-
tleness” as a systematic property of small-model behavior
under algorithmic prompting constraints.

6.2 Limitations

Five limitations warrant explicit disclosure. First, CL-KT-X
was evaluated against the same 97-item corpus used during
system development; this in-sample evaluation means the
K = 0.8785 figure reflects performance under favorable con-
ditions. The LLMs reported in Table 2 were evaluated zero-
shot on the same items, creating an asymmetric comparison
(in-sample system versus zero-shot baselines). This asym-
metry does not invalidate the comparison—both XODA and
the LLMs were scored against the same joint expert con-
sensus gold standard using the same metric—but readers
should interpret the A advantage accordingly. Independent
held-out evaluation on unseen data is the primary objec-
tive of ongoing work. Second, gold-standard labels were
established through joint expert consensus by the two co-
authors; as the authors also developed the system being
evaluated, an inherent conflict of interest exists. Indepen-
dent blind annotation by researchers unaffiliated with sys-
tem development is identified as a necessary condition for
broader validity claims and is planned as the next anno-
tation phase. Third, the validation corpus of 74 vectors
across two domains, while authentic, is modest in scale; ex-
pansion to additional domains (decimals, word problems)
and grade levels is in progress. Fourth, the AT Whisperer
Effect has been documented across three models and four
prompting strategies; broader surveys are needed to char-
acterize the phenomenon fully. Fifth, the current system
targets mathematics; whether the ENC framework general-
izes to other content areas (e.g., science vocabulary) remains
an open question. These represent active research directions
rather than architectural constraints.

6.3 Conclusion

This work makes three contributions to educational data
mining across borders: a neuro-symbolic architecture for
cross-lingual mathematical diagnosis, an authentic valida-
tion protocol grounded in bilingual classroom practice, and
the identification of the Al Whisperer Effect as a system-
atic phenomenon in local LLM deployment for educational
assessment. Future work includes domain expansion, longi-
tudinal tracking of student knowledge states across assess-
ments, and systematic investigation of the Prompt Example
Cascade. CL-KT-X represents a step toward equitable Al-
assisted assessment for the 5.3 million emergent bilingual
students whose mathematical understanding currently risks
being lost in translation.
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