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ABSTRACT
Hybrid human-AI tutoring, where technology and humans
jointly facilitate student learning, can be more beneficial
than AI-only tutoring. However, preliminary evidence sug-
gests that lower-performing students derive greater benefit
from human-AI tutoring than higher-performing students.
As such, this study evaluates whether a differentiated tu-
toring policy can effectively support both groups: human
tutors initiate support for lower-performing students, while
higher-performing students receive reactive, on-demand sup-
port. Using their within-grade median state test scores,
we assigned 635 students (grades 5 − 8) to receive proac-
tive (< median) or reactive (≥ median) tutoring. Us-
ing a difference-in-discontinuities (DiDC) design, we com-
pare outcomes across two time periods: fall (AI-only tu-
toring for all) and spring (proactive-reactive human-AI tu-
toring). This quasi-experimental design isolates the effects
of proactive-reactive tutoring approaches by comparing the
discontinuity in spring outcomes to the fall baseline, where
no such discontinuity existed. Using data around the cutoff
(Imbens-Kalyanaraman criterion), we find significant overall
improvements from human-AI tutoring compared to AI-only
baseline: 25% increase in time on task, 36% in skill pro-
ficiency, and 61% in academic growth (standardized MAP
test). Between proactive and reactive tutoring, we find com-
parable improvements in time-on-task and skill proficiency
(i.e., no significant difference). We also did not find a signif-
icant difference in MAP growth at the cutoff itself, however,
proactive tutoring, on average, showed marginally higher
MAP growth (75%, p = .065) than reactive tutoring, i.e.,
proactive tutoring was more beneficial to students farther
below the cutoff and helped narrow achievement gaps. Our
findings provide evidence that differentiated human-AI tu-

toring addresses the needs of both groups, offering a practi-
cal and cost-effective strategy for scaling hybrid instruction.

Keywords
Human-AI Tutoring, Academic Growth, Remote Tutoring,
Difference-in-Discontinuities

1. INTRODUCTION
The efficacy of human tutoring is well established in educa-
tional research [43], with meta-analyses showing it to be par-
ticularly beneficial for lower-performing and socioeconomi-
cally disadvantaged students [19, 44]. However, scaling hu-
man tutoring remains a persistent challenge due to cost and
logistical constraints. Automated alternatives that replicate
key elements of human tutoring, such as Intelligent Tutor-
ing Systems (ITS) and Adaptive Tutoring Systems (ATS),
have also proven effective [20, 36, 56]. At the same time,
Steenbergen-Hu and Cooper’s [54] meta-analysis found that
automated systems were less effective for lower-performing
students than for higher-performing peers, suggesting that
some learner needs go beyond the affordances of automated
systems (e.g., accountability and motivation).

Recently, hybrid human-AI tutoring models have emerged as
a potential cost-effective alternative to high-impact human
tutoring [1, 11, 14, 26, 55]. This hybrid approach combines
the continuous adaptive support of AI tutors with the sup-
plemental motivational and conceptual support from human
tutors [1]. Initial evaluations by Chine et al. [14] reported
nearly double the learning gains among students receiving
human-AI tutoring compared to a business-as-usual control
group. Similar evaluations by Gurung et al. [26] found that
human-AI tutoring was more beneficial for lower-performing
students than their higher-performing peers, suggesting that
the benefits of human support vary by performance level.
One possible explanation for this differential benefit is that
higher-performing students are better equipped to overcome
challenges and utilize the support provided by tutoring sys-
tems [36], whereas lower-performing students may benefit
from additional motivational or conceptual support beyond
the affordances of a tutoring system. Findings from Holstein
et al. [31] support this interpretation: strategically directing
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teacher time and effort to struggling students increases over-
all learning gains for the entire group compared to students
in a business-as-usual control.

If tutor attention in hybrid settings is especially effective for
lower-performing students, then decision policies to optimize
tutor time and effort are critical. Yet there is limited evi-
dence on how effective such policies are in real classrooms or
what forms they should take (e.g., should tutors proactively
initiate support for struggling students or provide reactive,
on-demand assistance?). Developing effective policies is par-
ticularly important in hybrid settings where a single tutor
supports multiple students during a session [14, 26]. Educa-
tional data mining is well-positioned to address this gap, as
it has demonstrated success with similar decision policies in
peer tutoring [59, 58].

In short, there exists a research gap in studying and eval-
uating effective and adaptive forms of tutor-student pair-
ing in hybrid tutoring. We address this gap by examin-
ing a proactive-reactive tutoring policy in which tutors ini-
tiate support for lower-performing students, while higher-
performing students work independently and receive reac-
tive, on-demand support. To evaluate the policy’s effects on
learning, we implement a Difference-in-Discontinuities de-
sign (DiDC [46]) using prior-year state test performance as
the running variable.

2. BACKGROUND
This section reviews the current evidence on the effectiveness
of human tutoring, AI tutors, and human-AI tutoring. We
also examine how researchers and practitioners have sought
to scale these interventions.

2.1 Human Tutoring
Bloom’s seminal 2-sigma effect [9] highlighted the impressive
learning benefits of one-on-one human tutoring (under ideal
conditions) compared to traditional classroom instruction.
While such strong gains remain difficult to replicate in real-
world settings, efforts to implement human tutoring at scale
have consistently shown positive results. For instance, sev-
eral meta-analyses have reported an effect size of 0.36 SD
for human tutoring [19, 44], with Nickow et al. [44] finding
tutoring most effective when delivered by certified teachers
(0.59 SD). Encouragingly, support from non-professional tu-
tors also resulted in meaningful learning gains (0.21 SD).

The benefits of human tutoring are generally attributed to
the personalized motivational and conceptual support pro-
vided by tutors [19, 44, 56, 9, 28]. VanLehn’s meta-analysis
(see [56]) provides a comprehensive review of human tutor-
ing. He attributes tutor success to their ability to closely
monitor learning processes, identify misunderstandings, and
offer immediate feedback and scaffolding support. Imme-
diate feedback helps tutors address uncertainty in student
responses, correct errors, and provide clarification [23, 22].
Scaffolding, in turn, enables tutors to deliver structured sup-
port that strengthens reasoning and helps learners grasp
complex concepts [17, 13]. Together, these strategies cre-
ate a highly personalized learning experience tailored to the
student’s task-specific needs.

2.2 AI Tutors

Current human-AI tutoring research refers to automated tu-
toring systems as AI tutors [26, 55] to highlight their AI
use while contrasting them with their human counterparts.
For instance, platforms such as MATHia (formerly Cogni-
tive Tutor [5]) and Lynnette [57] incorporate Symbolic AI
and Bayesian Knowledge Tracing (BKT [16]) to estimate
student mastery and personalize their math practice. Oth-
ers, such as W-Pal [50] and ASSISTments [30], utilize nat-
ural language processing (NLP) to automate the grading
and feedback generation processes. W-Pal uses NLP to help
students improve their writing skills (essays), while ASSIST-
ments uses NLP to recommend grades and provide feedback
to student work (open-ended problems).

Relatively larger commercial platforms such as IXL [15], i-
Ready [25], and ALEKS [21] also leverage AI and psycho-
metric methods to deliver personalized, adaptive support.
For example, ALEKS utilizes Knowledge Space Theory [18]
to assess student ability and personalize their math practice.
IXL, on the other hand, uses learning analytics methods and
dashboards to provide insights into student progress [26].

Similar to human tutoring, the effectiveness of AI tutors
(particularly, ITS) is well established, with several meta-
analyses reporting on their effectiveness [20, 36, 56]. AI tu-
tors have been effectively deployed across a diverse range of
educational domains, including mathematics [5, 57], physics
[35, 53], writing [40, 50], and programming [41, 47]. Be-
yond meta-analyses and randomized studies, the effective-
ness of AI tutors has also been established through external
evaluations. For instance, the Center for Research and Re-
form in Education (CRRE1) has certified platforms such as
MATHia, ASSISTments, and IXL as demonstrating strong
evidence of improving learning outcomes.

2.3 Human-AI tutoring
During human-AI tutoring, students work independently with
AI tutors, while human tutors monitor progress in real time
and provide appropriate support [56]. Broadly, these sup-
ports are either instructional or motivational. Instructional
support addresses gaps in knowledge or misconceptions, typ-
ically through hints, explanations, or scaffolding. For ex-
ample, if a student applies the formula for volume incor-
rectly, the tutor might ask, “When calculating the volume
of a cylinder, do we use the area or the perimeter of the
base?” (procedural error). Similarly, to address motivational
needs and encourage productive engagement and effort, tu-
tors may affirm student progress by celebrating patterns of
success (e.g., individual or streaks).

The quality of human support can be strengthened through
learning analytics and teaching-augmentation tools [4]. By
surfacing insights into learner needs, these tools can sup-
port instructional judgment and pedagogical decisions. For
example, Holstein et al. [31], in a teacher-AI context, demon-
strated how teaching augmentation tools can effectively guide
teacher attention toward students most in need of support.
This targeted redirection of teacher attention led to signif-
icant improvements in post-test performance compared to
business-as-usual control groups.

1List of math interventions with evidence of effectiveness.
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2.3.1 In-person and Virtual human-AI tutoring
The human-AI tutoring model has been explored in both
in-person and virtual settings [14, 7]. For example, Bhatt
et al. [7] explored an in-person human-AI model with a 4:1
student-to-tutor ratio. The tutor provided high-dosage tu-
toring to 2 of the 4 students on alternative days, while the
other 2 worked with an AI tutor. This alternating approach
was explored as a more cost-effective alternative (30% cost
reduction) to the continuous human tutoring model explored
by Guryan et al. [26]. Encouragingly, the benefit of an alter-
nating human-AI tutoring model on state-test performance
(0.23 SD) was comparable to the high-dosage human tutor-
ing reported by Guryan et al. (0.26 SD). Both studies were
year-long randomized controlled trials that used business-
as-usual conditions as the control group.

Other researchers have explored the feasibility of virtual
human–AI tutoring with remote human tutors, primarily
through small-scale randomized trials [48, 49] and quasi-
experimental evaluations [11, 26, 55]. Early evaluations re-
port smaller effect sizes for virtual tutoring (0.05 SD; Ready
et al. [48]) compared to in-person models (0.23 SD; Bhatt
et al. [7]). However, Ready et al. [48] report high variance
in AI tutor use, likely due to reduced accountability and
disengagement. Importantly, among students who met the
recommended dosage, the effect size was comparable to in-
person tutoring (0.26 SD). Provided implementation fidelity,
virtual tutoring can be as effective as in-person alternatives.
Quasi-experimental evaluations [11, 14, 26, 55] provide con-
verging evidence that human-AI tutoring improves both AI
tutor progress and standardized test performance.

2.3.2 Heterogeneous Treatment Effect of human-AI
tutoring

In a year-long study comparing virtual human-AI tutoring
with AI-only tutoring using propensity score matching, Gu-
rung et al. [26] found that access to human tutors was asso-
ciated with significant improvement in students’ grade-level
progress, equivalent to 0.36 grade levels by year’s end. While
these in-platform gains did not translate to significant ag-
gregate effects on state test performance, lower-performing
students showed meaningful improvements: students 1 SD
below the mean experienced an additional 0.15 SD gain (p <
.001) on state tests compared to AI-only tutoring. Gurung et
al. also observed lower AI tutor use among lower-performing
students than their higher-performing peers. Consistent with
Ready et al. [48], these patterns suggest the need for addi-
tional accountability support for lower-performing students.

3. PRESENT STUDY
Building on evidence that lower-performing students benefit
more from additional human tutor support (Section 2.3.2),
we propose a proactive-reactive tutoring policy that matches
the intensity of human support to student needs. Human tu-
tors initiate additional motivational and conceptual support
to lower-performing students and reactive, on-demand sup-
port to higher-performing students. We classify students be-
low the within-grade median as lower-performing and those
above the median as higher-performing. This approach max-
imizes human support for students who need it most while
maintaining the autonomy of those who benefit from work-
ing independently. Throughout the paper, “proactive” and

“reactive” refer to how tutors deliver support, not how stu-
dents seek it. This needs-based tutoring design motivates
the following research questions:

RQ1. What are the benefits of human-AI tutoring compared
to AI-only tutoring?

1.1 To what extent does access to human-AI tutoring
improve students’ academic growth on standard-
ized tests?

1.2 To what extent does access to human-AI tutoring
improve students’ engagement (time on task) and
performance (skills proficiency) in the AI tutor?

For RQ 1.1 and RQ 1.2, we employ a difference-in-
differences (DiD [24]) design. Using an AI-only condi-
tion as the baseline, we first estimate the overall benefit
of hybrid human-AI tutoring, then separately estimate
the average effects of proactive and reactive tutoring.

RQ2. Do all students benefit from a policy to assign proac-
tive tutoring to lower-performing students and reactive
tutoring to higher-performing students?

For RQ2, we compare the impact of proactive and re-
active tutoring on academic growth by estimating the
average treatment effect at the discontinuity and test-
ing whether the relative benefits of proactive-reactive
tutoring vary by student performance level.

4. METHOD
We use a DiDC design to estimate the effects of introducing
human-AI tutoring (RQ1; DiD) and the causal effects of
proactive versus reactive tutoring (RQ2; estimated at the
median cutoff).

4.1 Dataset
The dataset includes assignment logs from IXL (AI tutor)
and standardized test scores for 635 students in grades 5–8
at a middle school in a Mid-Atlantic U.S. state during the
2024–2025 school year. Of approximately 1,000 eligible stu-
dents, 635 provided informed consent to participate. The
IXL logs capture students’ platform use throughout the school
year, with each record detailing the practiced skill, time-on-
task, and skill proficiency.

Standardized assessments include the prior year’s state test
(Spring 2024) and Measures of Academic Progress (MAP [29]),
administered in fall (Sept 2024), winter (Dec 2024), and
spring (Apr 2025). Developed by the Northwest Evalua-
tion Association (NWEA), MAP uses a continuous vertical
scale to track academic growth. Of the 635 students, prior-
year state test scores were available for 557; the remaining 78
were newly enrolled and lacked prior-year records. Data col-
lection followed IRB protocols, and participation was based
on opt-in informed consent.

4.2 Adaptive Tutoring System (IXL)
IXL is an adaptive tutor that dynamically adapts to stu-
dent performance at two levels: item selection (based on
performance within a skill) and skill selection (based on
overall skill proficiency). This approach to adaptive support
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is characterized by micro-adaptive and macro-adaptive sup-
port [52]. Student proficiency is estimated using SmartScore
(0—100), IXL’s proprietary measure, where scores above 80
indicate proficiency and a score of 100 indicates mastery.

In terms of effectiveness, IXL is classified as a Tier 1 plat-
form2 (“strong evidence”) [15], showing an average effect size
of 0.08 SD compared to business-as-usual controls on stan-
dardized tests. State-level evaluations comparing IXL and
non-IXL schools have replicated these findings with effect
sizes of 0.10–0.13 SD [34, 51].

4.3 Virtual Human-AI Tutoring
Remote tutors provided tutoring support via Zoom during
math practice on IXL. Tutors were graduate and undergrad-
uate students from a U.S.-based university who received tu-
tor training [37, 38]. Tutoring sessions were conducted twice
a week during regular school hours.

At the beginning of each classwork session, students were
assigned to individual Zoom breakout rooms by remote tu-
tors, where they independently practiced math on IXL. Af-
ter setup and wrap-up time, each session typically provided
approximately 30 minutes of practice. On average, proac-
tive tutors supported 4 students per session (∼7.5 minutes
per student), while 1 tutor provided reactive support to all
students in the reactive group (∼ 10 students; ∼1–3 minutes
per student). Proactive tutors actively checked in on student
progress by visiting breakout rooms, whereas reactive tutors
provided on-demand support when students requested help
via Zoom chat or the hand-raise feature.

Implementation fidelity was monitored at two levels: session

2https://evidenceforessa.org/program/ixl-math/

leads monitored protocol adherence and tutoring quality in
real time (session leads often served concurrently as reactive
tutors), while senior tutor supervisors observed multiple ses-
sions to ensure consistency across tutors.

4.4 Experimental Design
Traditionally, regression discontinuity (RD [33]) designs lever-
age cutoffs to estimate the causal effects of policies or inter-
ventions. Common examples include age thresholds for legal
drinking, test-score cutoffs for scholarship eligibility, and in-
come thresholds for access to social programs. These cutoffs
are often constrained by exogenous factors such as budgetary
constraints or legal precedent, rather than by theoretical or
empirical evidence about where the intervention would be
most beneficial.

Unlike conventional cutoffs, we use an evidence-based cut-
off intended to benefit both proactive and reactive groups.
Building on Gurung et al.’s [26] finding that the benefits of
human-AI tutoring vary by prior performance (interaction:
-0.13 SD, p = 0.03), we chose median prior performance as
the cutoff. Given the expected heterogeneous effects, the
choice of cutoff requires further elaboration. As illustrated
in Figure 1, if the median closely approximates the optimal
cutoff, we could observe an equivalence between conditions
at the cutoff (i.e., no significant difference) and an interac-
tion indicating students farther below the median experience
greater benefits from proactive tutoring (Figure 1 b).

However, equivalence at the cutoff does not, by itself, indi-
cate whether the differentiated policy produced meaningful
benefits. Given these considerations, we use MAP growth
measures and DiDC design [46] that combines RD [33] with
difference-in-differences (DiD)[24]. By leveraging fall base-
line outcomes (IXL use and MAP performance), DiDC pro-

Figure 1: Simulated scenarios for RD (top panel) and DiDC (bottom panel). The top panel shows heterogeneous treatment
effects in an RD design, with proactive tutoring assigned below the cutoff and reactive tutoring above it. Depending on cutoff
placement, proactive tutoring may appear (a) more beneficial, (b) equivalent, or (c) less beneficial than reactive tutoring at the
cutoff, with effects varying by prior performance. The bottom panel shows the corresponding DiDC estimates using the MAP
growth ratio (observed vs. expected) between periods: (d) positive growth ratio when the cutoff is too low, (e) null growth ratio
when it closely approximates the optimal cutoff, and (f) negative growth ratio when it is too high.
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Figure 2: Experimental timeline for evaluating a proactive-reactive tutoring policy. Fall IXL data and winter MAP scores serve
as the baseline, while the spring IXL data and spring MAP scores capture the effect of the intervention.

vides two complementary estimates: First, a DiD analy-
sis compares spring human-AI tutoring to the fall AI-only
baseline, establishing whether hybrid tutoring improved out-
comes overall. Second, the DiDC estimator isolates the
causal effect of proactive versus reactive tutoring at the
cutoff by differencing out any baseline discontinuity. Fig-
ure 1 (d—f) illustrates how gains in MAP scores from win-
ter to spring are used to estimate the impact of introducing
human-AI tutoring in the spring.

4.4.1 Experiment Timeline
Figure 2 illustrates the experimental timeline. Students were
assigned to proactive or reactive tutoring using a within-
grade median cutoff in prior-year state test scores (Figure 2a).
By introducing human tutoring in the spring (Figure 2 c),
we can use the Fall IXL measures and winter MAP scores
as pre-intervention baselines (Figure 2 b).

For RQ1, we use a within-subjects DiD [24] comparison be-
tween the baseline and intervention periods to estimate the
overall and the differential benefits of proactive and reactive
tutoring. We use Imbens and Kalyanaraman (IK) band-
width [32] near the cutoff to strengthen the parallel time
trends assumption by restricting the analysis to locally com-
parable students, making it plausible that their growth tra-
jectories would have been similar absent the introduction of
human-AI tutoring.

For RQ2, we use DiDC to estimate the treatment effect at
the cutoff and examine variation in the benefits of proactive
versus reactive tutoring across student performance levels,
measured by MAP gain (winter to spring). By differencing
out the fall baseline discontinuity, DiDC isolates the causal
effect of the differentiated policy on spring academic growth.

4.5 Analysis Plan
To address our research questions, we first discuss MAP
growth norms and the local comparability assumption re-
quired for RD design. We then discuss our analysis plan to
examine the impact of the human-AI tutoring policy on stu-
dent IXL use and MAP performance (RQ1 and RQ2). All
analyses are conducted in R using lme4, rdd, and lavaan.

4.5.1 Expected MAP Growth
The MAP [29] assessment reports scores on a continuous ver-
tical scale designed to measure academic growth over time

in Rasch Units (RIT). The vertical scale allows comparisons
both within and across school years. To contextualize ob-
served gains, we use NWEA’s expected growth norms, which
summarize typical score changes between consecutive test
administrations for the national MAP testing population.
The expected growth norms presented in Table 1 are from
the NWEA 2025 release (based on 13.8 million students).3

Table 1: NWEA 2025 expected MAP growth norms by grade.
The higher fall-to-winter growth also reflects the longer in-
terval between fall and winter (∼ 3 months) than between
winter and spring ( ∼ 2 months), as spring MAP tests are
generally administered early in April.

Expected MAP Growth (RIT)

Grade Fall to Winter Winter to Spring

5 6 4

6 6 4

7 4 3

8 4 3

To account for grade-level differences in typical MAP growth
between consecutive test administrations, we normalize each
student’s observed winter to spring MAP gain by the ex-
pected gain for their grade using Equation 1. For example,
a 4-point increase from winter to spring corresponds to 100%
of expected growth for grades 5 and 6, but 133% of expected
growth (i.e., 33% above expected) for grades 7 and 8.

Relative MAP Growth =
Observed Growth

Expected Growth
(1)

4.5.2 Bandwidths and Local Comparison
We use the IK bandwidth selector [32] to support credible
estimation of treatment effect at the cutoff. IK bandwidth
helps identify the analytic sample around the cutoff that
minimizes mean squared error for a local linear RD estimate.
Limiting comparisons to the local neighborhood strengthens
the credibility of the continuity assumption by enhancing
comparability across observed characteristics and reducing
differences in unobserved determinants of outcomes. The
IK procedure balances the bias–variance tradeoff inherent in

3NWEA 2025 Norms Quick Reference (resource page)
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RD designs: narrower windows reduce bias from functional-
form misspecification and distant comparisons, while wider
windows improve precision.

4.5.3 RQ1: Effects of Introducing Human Tutors
Impact of Human-AI tutoring on Academic Growth (RQ1.1).
We estimate the effect of introducing human-AI tutoring
using a within-subject comparison of the students’ relative
MAP growth from winter to spring (human-AI tutoring)
with fall to winter (AI-only baseline). We use a multilevel
mixed-effects model with random effects for grade and stu-
dent within grades, and period indicators (AI-only tutoring,
human-AI tutoring), as outlined in Equation 2.

Yi = β0 + β1 human-AI tutoringig + uig + vg + ε, (2)

Here, β1 estimates the added benefit of human-AI tutor-
ing on relative MAP growth compared to the AI-only tu-
toring, and β0 represents the expected outcome under AI-
only tutoring. We account for between-grade variance us-
ing random intercepts vg, between-student variance within
grades using random intercept uig and assume normality for
vg ∼ N (0, σ2

v) , uig ∼ N (0, σ2
u) and εi ∼ N (0, σ2), with vg

and uig independent of εi (and of each other).

We extend Equation 2 to evaluate the difference in out-
comes between proactive and reactive tutoring, as outlined
in Equation 3.

Yi = β0 + β1 human-AI tutoringig + β2 proactiveig

+ β3 human-AI tutoringig × proactiveig

+ uig + vg + ε,

(3)

Here, β2 estimates the baseline difference between groups
in the fall (AI-only), whereas β3 estimates the additional
benefit of access to proactive human-AI tutoring.

Impact of Human-AI tutoring on IXL Engagement and Per-
formance (RQ1.2). Beyond MAP performance, we also esti-
mate the effect of introducing human-AI tutoring on IXL en-
gagement (time-on-task) and performance (skill proficiency).
We limit the analysis to the 10 normal school weeks preced-
ing each MAP test, as the fall semester was longer than the
spring (the spring MAP was administered early in April).
We use the same model specification outlined in Equations 2
and 3 to estimate the overall impact of human-AI tutoring
and compare the benefits of proactive and reactive tutoring
on student engagement and performance.

4.5.4 RQ2: Do All Students Benefit From the Differ-
entiated Tutoring Policy

We use DiDC to estimate the treatment effects of proactive
and reactive tutoring at the cutoff and to examine treatment-
effect heterogeneity across performance levels.

Yig = β0 + β1 Proactiveig + β2 PriorPerformanceig

+ β3

(
Proactiveig × PriorPerformanceig

)

+ vg + ε,

(4)

Here, Yig is the relative MAP growth (Equation 1) from
winter to spring for student i in grade g. β1 estimates the
relative MAP growth of receiving proactive versus reactive
tutoring at the cutoff, β2 estimates the association between
prior performance and relative MAP growth, and β3 esti-
mates the heterogeneity in the treatment effect of proactive
tutoring with prior performance. We include a grade-level
random intercept vg to account for between-grade variabil-
ity, assuming vg ∼ N (0, σ2

v) and εig ∼ N (0, σ2), with vg
independent of εig.

5. RESULTS
The code used for the analysis is available in the anonymous
GitHub repository4.

5.1 Descriptive Statistics
The descriptive statistics for student performance are re-
ported in Table 2. These include prior year’s state test scores
and the winter and spring MAP results.

Table 2: The mean and SD of student performance on the
state and MAP tests.

Grade N State Test Winter MAP Spring MAP
5 167 1046 (108) 218 (13) 231 (14)
6 154 1014 (110) 226 (17) 229 (17)
7 114 984 (148) 229 (18) 232 (18)
8 122 955 (110) 231 (18) 238 (18)

5.2 Validity Tests and Bandwidth Selection
To ensure validity, we first conducted a McCrary manipula-
tion test [39] to assess whether the running variable (state
test scores) exhibited strategic sorting around the cutoff.
We found no statistically significant density discontinuities
at the cutoff across all four grades (all p > .05), providing no
evidence of manipulation. We then used the IK bandwidth
procedure [32] to identify the optimal range around the cut-
off for credible estimation of the treatment effect at the cut-
off.Table 3 reports the optimal bandwidth ranges for each
grade, estimated using the running variable (prior state test
performance) and winter-to-spring MAP gains. Finally, we
evaluated the local comparability assumption by assessing
covariate balance (ethnicity, gender, socioeconomic status)
and checking continuity in baseline measures (winter MAP,
fall IXL time on task, and fall IXL skill proficiency) within
the selected bandwidths. Overall, the diagnostics are con-
sistent with the assumptions required for the DiDC design.

5.3 RQ1: Human-AI vs. AI-only Tutoring
We estimate the benefit of human-AI tutoring by comparing
spring MAP test performance, IXL time on task, and skill
proficiency to the AI-only baseline period. We first estimate
the overall effect using a within-subject comparison between

4http://tiny.cc/EDM26
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Table 3: Sample sizes determined using the IK bandwidth
selection procedure [32], with bandwidth estimated in SD.

Human-AI Tutoring
Grade IK Bandwidth n proactive reactive

5 0.77 78 36 42
6 0.71 75 39 36
7 0.71 57 32 25
8 0.89 77 38 39

Total: 287 (52% of N)

human-AI tutoring and AI-only baseline (Equation 2). We
then use a DiD approach (Equation 3) to compare the differ-
ential effects of proactive and reactive tutoring. We report
results for both the full sample and the subsample within
the IK bandwidth. Given that the parallel trends assump-
tion required for DiD analysis is more plausible within the
IK bandwidth due to greater local comparability, we priori-
tize these estimates for causal interpretation.

5.3.1 RQ1.1: Human-AI Tutoring and Academic
Growth

We fit multilevel regression models (Equation 2) with both
the IK bandwidth subsample and the full sample. Student-
level random intercepts produced singular fits (i.e., student-
level variance estimated at 0) and were omitted. The final
models include grade-level random effects and a fixed effect
for human-AI tutoring (with AI-only tutoring as reference).

As illustrated in Figure 3, within the IK bandwidth, human-
AI tutoring was associated with significant improvements in
relative MAP growth by an additional 61% (p = .003). The
full sample showed a similar but not significant trend of 26%
improvement (p = .086). Additionally, both models had
an interclass correlation between 0.03–0.04, indicating that
only 3–4% of the variance is attributable to grade-level dif-
ferences, i.e., the intervention’s effect was consistent across
grades.

Figure 3: Within-subject improvement of relative academic
gain from the introduction of human-AI tutoring. The dotted
red line represents students meeting 100% of their expected
growth norm on the MAP assessment.

Table 4 compares relative MAP growth between proactive
and reactive tutoring groups (Equation 3), using AI-only
tutoring as the baseline. Within the IK bandwidth sub-
sample, proactive tutoring produced larger relative growth
than reactive tutoring (0.75, p = .065), with proactive stu-
dents achieving 2.18× expected growth compared to 1.70×
for reactive students in the spring. A similar pattern was
observed in the full sample, where the proactive tutoring
produced larger relative growth (0.78, p = .010) than reac-
tive tutoring.

Table 4: Comparing the relative growth between the proac-
tive and reactive tutoring from human-AI tutoring compared
to AI-only baselines.

IK Bandwidth Full Sample
β β

(Intercept) 1.46 *** 1.66 ***
Human-AI 0.24 -0.12
proactive -0.27 -0.53 *

Human-AI×proactive 0.75
•

0.78 *
ICC 0.03 0.04
Ngrade 4 4
•p < 0.1, *p < 0.05, **p < 0.01, ***p < 0.001

Overall, human-AI tutoring was associated with improved
relative academic growth for both proactive and reactive
groups (Figure 3), with the proactively tutored students ex-
periencing larger relative growth than their reactively tu-
tored peers (Table 4).

5.3.2 RQ1.2: Human-AI Tutoring and IXL Use
Impact of human-AI tutoring on IXL engagement: As illus-
trated in Figure 4, we find that human-AI tutoring associ-
ated with significant improvement in student time on task in
both the IK bandwidth subsample (25%; +1.32 hours, p <
.001) and the full sample (31%; +1.61 hours, p < .001). The
models had an intraclass correlation between 0.51–0.58, re-
flecting strong student-level variation in engagement within
grades.

Figure 4: Within subject improvement of time on task in IXL
from the introduction of human-AI tutoring.

Additional analysis revealed a significant increase in student
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time on task from human-AI tutoring compared to AI-only
tutoring (Table 5). However, we did not find a significant
difference in time on task between proactive and reactive
tutoring in either the IK bandwidth subsample or the full
sample, i.e., time on task did not differ reliably between the
two tutoring approaches.

Table 5: Comparing the impact of proactive and reactive
human-AI tutoring on student engagement in IXL.

IK Bandwidth Full Sample
β β

(Intercept) 5.40 *** 5.37 ***
Human-AI 1.38 *** 1.68 ***

proactive -0.29 -0.51
•

Human-AI×proactive -0.11 -0.14
ICC 0.51 0.57
Nstudent:grade 287 491
Ngrade 4 4
R2/adj.R2 0.041/0.527 0.063/0.599
•p < 0.1, *p < 0.05, **p < 0.01, ***p < 0.001

Impact of human-AI tutoring on IXL performance: As il-
lustrated in Figure 5, we find that human-AI tutoring was
associated with significant improvement in student skill pro-
ficiency in both the IK bandwidth subsample (36%; +6.10
skills, p < .001) and the full sample (42%; +6.75 skills, p
< .001). The models had an intraclass correlation between
0.52–0.60, reflecting strong student-level variation in engage-
ment within grades.

Figure 5: Within subject improvement of skill proficiency in
IXL from the introduction of human-AI tutoring.

Further analysis revealed a significant increase in skill profi-
ciency from human-AI tutoring for both groups compared to
the AI-only tutoring (Table 6). The benefit was significant
for both the IK bandwidth subsample (6.87, p<.001) and the
full sample (7.97, p<.001). Within the IK bandwidth, re-
sults suggest that the proactive group, on average, had lower
skill proficiency than the reactive group (-2.17, p=.067).
Following the introduction of human support, despite im-
provements for both groups, the proficiency gap widened by
3.69 skills (14.79%), with the reactive group demonstrating
greater proficiency than their proactive peers.

Table 6: Comparing the impact of proactive and reactive
human-AI tutoring on student skill proficiency in IXL.

IK Bandwidth Full Sample
β β

(Intercept) 18.08 *** 17.49 ***
Human-AI 6.87 *** 7.97 ***

proactive -2.17
•

-3.06 **
Human-AI×proactive -1.52 -2.56**
ICC 0.51 0.59
Nstudent:grade 287 491
Ngrade 4 4
R2/adj.R2 0.094/0.554 0.115/0.634
•p < 0.1, *p < 0.05, **p < 0.01, ***p < 0.001

In IXL, both proactive and reactive groups were associated
with significant improvement in their time on task and skill
proficiency from human-AI tutoring compared to the AI-
only baseline. While there was no significant difference in
time on task between the two groups, we find suggestive
evidence that the reactively tutored students demonstrated
higher skill proficiency than their proactively tutored peers.

5.4 RQ2: Proactive vs. Reactive Tutoring
Building on RQ1, we estimate the differential effect of proac-
tive versus reactive tutoring at the discontinuity using (Equa-
tion 4). Student prior performance is standardized within
grades and adjusted to have the cutoff (median) be 0 for
each grade. Under the local comparability assumption, we
use the IK bandwidth subsample to estimate the treatment
effect at the cutoff. To assess the robustness of our find-
ings, we conducted several additional analyses: sensitivity
analyses using alternative bandwidth selections, robust bias-
corrected estimates using CCT bandwidth [12], and donut
checks excluding observations immediately adjacent to the
cutoff. The results of the additional analysis are available in
the linked anonymous GitHub repository5.

Figure 6 illustrates the differential effects of proactive and
reactive tutoring across prior performance. At the cutoff,
students in the reactive group achieved 1.74× expected MAP
growth (+74%, p = .007). Although proactive students at
the cutoff showed numerically lower growth, this difference
was not statistically significant (-0.33, p = .579). The in-
teraction between proactive tutoring and prior performance
was also not statistically significant (-1.61, p = .247); how-
ever, the magnitude of this estimate suggests a meaningful
pattern. This point estimate indicates that for each SD be-
low the cutoff, the benefit of proactive tutoring increased
by approximately 1.6×—a magnitude nearly equal to the
baseline effect at the cutoff (1.74×). This suggests that the
higher overall relative MAP gains for the proactive group
(RQ1) compared to reactive tutoring are driven by greater
benefits among students farther below the cutoff.

6. DISCUSSION
Given the heterogeneous treatment effects of human-AI tu-
toring, we study a differentiated proactive–reactive tutor-
ing policy in which lower-performing students receive tutor-
initiated support, whereas higher-performing students re-

5http://tiny.cc/EDM26
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Figure 6: Examining the impact of proactive and reactive
tutoring on students’ relative MAP growth. The gray line
represents the students’ relative MAP growth (1.3 ×) during
the AI-only baseline period. Additionally, Relative Gain

ceive reactive, on-demand support. Using a quasi-experimental
DiDC design, we show that this policy improves engagement
and overall learning while delivering larger gains for lower-
performing students, offering a practical and scalable strat-
egy for human–AI tutoring. As we discuss these findings, it
is important to note that the estimates likely reflect the ben-
efits of the implemented policy as a bundle, rather than the
isolated effect of the assignment policy itself. As with most
real-wold interventions, the observed gains likely encapsu-
late the combined effects of student needs, teacher context,
tutor behavior, AI tutor use, and the proactive–reactive
assignment rule. Next, we review the findings and their
broader implications for educational research and policy.

6.1 Evaluating the Impact of Human-AI Tu-
toring on Standardized Test Performance

We find that access to human-AI tutoring significantly im-
proved student performance on standardized tests (Figure 3),
compared to AI-only tutoring. Within the IK bandwidth,
we observe an average increase of 61% in MAP performance.
Overall, students receiving human-AI tutoring demonstrated
2× the expected MAP growth during this period. While ac-
cess to human-AI tutoring was beneficial to both groups, we
find that it was particularly beneficial for the proactively
tutored students, with the students experiencing an addi-
tional 75% improvement in performance—proactive tutor-
ing helped narrow the achievement gap between the lower
and higher performing students.

Our findings that students achieved approximately 2 × the
expected national NWEA growth norms align with findings
from Chine et al. [14]. As the Chine et al. study was con-
ducted using in-person human-AI tutoring, it is promising
that we are observing similar results with remote human
tutors. Additionally, a key methodological distinction is
that Chine et al. used a propensity-matched control group,
whereas we compare against expected norms from the na-
tional sample of all MAP assessment takers.

6.2 Evaluating the Impact of Human-AI Tu-
toring on AI tutor use

Our evaluation of human-AI tutoring on student engage-
ment and proficiency in IXL was consistent with the im-
pact on MAP scores. Within the IK bandwidth, access
to human-AI tutoring increased student time on task by
25% and skill proficiency by 36% across both groups. No-
tably, both groups achieved similar gains through differ-
ent support mechanisms. Proactive tutoring helped lower-
performing students sustain engagement beyond what AI-
only support could provide, whereas reactive tutoring al-
lowed higher-performing students to work independently at
their own pace while retaining access to additional human
support. Together, these results suggest that aligning tutor-
ing intensity with student needs benefits both groups.

Our findings on the benefits of human-AI tutoring on IXL
measures are consistent with recent findings from Borchers
et al. [11], who observed increases of 25% in student time on
task and 38% in skill proficiency with access to human-AI
tutoring. An important distinction is that Borchers et al.
used an additional rewards-based goal-setting intervention
to motivate IXL use, whereas we explored the impacts of a
differentiated tutoring policy that allocates tutor time and
attention based on prior performance. These complemen-
tary approaches suggest promising potential for combining
differentiated tutoring with goal-setting interventions to fur-
ther improve the effectiveness of human-AI tutoring.

6.3 Comparing Proactive and Reactive Human-
AI Tutoring

We find no significant difference between proactive and re-
active tutoring at the cutoff. Given that human-AI tutor-
ing overall improved student MAP performance by 61% and
that proactive tutoring produced 75% greater gains than
reactive tutoring on average, this null result at the cutoff
suggests that the median represents an appropriate thresh-
old where both groups benefit from differentiated support.
However, as illustrated in Figure 6, the benefits of proactive
tutoring were larger for students farther below the median,
indicating that the observed improvements in MAP perfor-
mance are driven by improvement in MAP performance of
lower-performing students and thus contribute to the nar-
rowing of achievement gaps.

6.4 Tutoring and EDM
Tutoring has long been a core focus of EDM, and research
on effective human tutoring has shaped the design of tutor-
ing systems [13, 56]. Over time, these systems have scaled
access to tutoring support [5, 30, 3]. While AI tutors can
provide reliable, continuous support at scale, they often fall
short in delivering the motivational and conceptual support
that human tutors excel at, particularly when student needs
extend beyond current AI capabilities [54, 1]. Recent work
on human-AI tutoring explores how targeted human support
can complement AI tutors [48, 26, 14]. Our study advances
this line of research by providing empirical evidence support-
ing the learning benefits of a differentiated tutoring strategy
based on student needs and readiness. Beyond demonstrat-
ing the benefits of human-AI tutoring, these findings high-
light opportunities to draw on established EDM methods
for optimizing support allocation [59, 58], learner modeling
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for adaptive interventions [2], and behavioral analytics that
detect and respond to engagement states in real time [6, 27].

Taken together, our findings provide converging evidence
with prior human-AI tutoring research. We find that our
differentiated policy using remote tutors can achieve learn-
ing gains comparable to in-person human-AI tutoring [14].
Our approach also extends prior work on AI tutor engage-
ment by achieving engagement and learning outcomes com-
parable to those reported by Borchers et al. [11], which used
reward-based goal-setting interventions. These results un-
derscore the value of adaptive support tailored to student
needs and readiness over a one-size-fits-all approach.

7. LIMITATIONS
Our quasi-experimental DiDC design [46] provides evidence
for the benefits of personalizing tutoring support, though
stronger causal evidence could be achieved from randomized
controlled trials. Similarly, our reliance on national growth
norms as a reference point, rather than a matched control
group, limits causal inference. However, ethical considera-
tions complicate randomizing students to different support
conditions within the intervention, given our findings that
proactive support substantially benefits lower-performing stu-
dents. A more appropriate RCT design would be to compare
the differentiated human-AI tutoring policy as a whole with
a business-as-usual control condition, providing a more rig-
orous baseline for evaluating intervention effects.

It is also important to acknowledge the limitations of our
dichotomous allocation of support. Dividing students into
proactive and reactive groups at the median may oversim-
plify the relationship between student need and optimal tu-
toring intensity. For instance, students much farther below
the median (the bottom 10%) may require more intensive
support than the proactive tutoring used in our study (1 tu-
tor for 4 students). Additionally, our treatment allocation
relied on a single baseline performance measure, leading to
a static allocation of students to groups, whereas dynam-
ically determining student need based on ongoing perfor-
mance and engagement could further enhance the benefits of
differentiated support. Past EDM research has developed al-
gorithms for dynamic pairing policies in peer tutoring, which
future work could repurpose for the study of optimal tutor-
to-student pairing policies [59].

8. FUTURE WORK
The absence of Zoom interaction data (actual student–tutor
interactions) represents a missed opportunity for deeper anal-
ysis, especially for understanding which elements of proac-
tive tutoring were effective for student learning. We pri-
marily relied on lead tutors and tutor supervisors to en-
sure implementation fidelity; better Zoom integration would
provide additional data to monitor program implementation
and identify areas for improvement. For instance, Borchers
et al. [10] found that brief tutor visits during a remote
tutoring session can significantly improve student perfor-
mance. These analyses could better explain the success of
our intervention. Access to multi-modal Zoom sessions data
could provide a more comprehensive view of the dynam-
ics of human-AI tutoring, presenting opportunities to build
on current research [13, 23, 22, 17]. These insights would
also enhance our understanding of how differentiated sup-

port models function in practice and inform their ongoing
refinement.

An important improvement for future implementations is
to facilitate consistent student–tutor pairing to support re-
lationship building [45, 42]. In our study, students were
randomly assigned to Zoom breakout rooms at the start of
each session, and tutors were allocated a fixed set of rooms
(e.g., a tutor might oversee rooms 1–4, though the students
in those rooms varied across sessions). While this approach
simplified logistical constraints, it limited opportunities for
relationship-building and continuity of support across ses-
sions. Prior work underscores the value of such consistency:
Bleiberg et al. [8] found that female students experienced
greater benefits when paired with female tutors, highlighting
how relational dynamics and familiarity can enhance tutor-
ing effectiveness. Related analyses of the differential impact
of tutoring across student demographic groups could be sub-
ject to future work.

9. CONCLUSION
This study explored a key challenge in scaling human-AI
tutoring: how to allocate limited human tutor support to
effectively meet diverse student learning needs. Motivated
by preliminary evidence that lower-performing students de-
rive greater benefits from human-AI tutoring than higher-
performing peers, we evaluated a differentiated proactive-
reactive tutoring policy. Results from our quasi-experimental
study provide evidence of a differentiated policy benefit-
ing both lower-performing and higher-performing students.
Compared to AI-only baselines, human-AI tutoring signif-
icantly improved students’ time on task (+25%) and skill
proficiency (+36%) in IXL, as well as their relative aca-
demic growth (+61%) on standardized MAP tests. Notably,
the differentiated policy helped narrow achievement gaps,
with lower-performing students experiencing 75% greater
improvement in academic growth from proactive support
compared to reactive tutoring. Relative to expected norms
from the national sample of all MAP assessment takers, dif-
ferentiated human-AI tutoring resulted in students achiev-
ing approximately 2× the expected growth. These find-
ings provide converging evidence with ongoing evaluations
of human-AI tutoring, demonstrating that differentiated al-
location policies can significantly improve both learning out-
comes and student engagement while optimizing limited hu-
man tutor resources.

These findings have important implications for scaling per-
sonalized learning and for EDM research. By differentiating
support according to student needs (1:4 tutor-to-student ra-
tio for proactive tutoring, 1:10 for reactive), human-AI tu-
toring can balance effectiveness with resource constraints.
Students requiring greater assistance benefit from proactive
support, while those demonstrating readiness for indepen-
dent work benefit from reactive, on-demand support. This
work demonstrates how readily available performance data
can inform resource allocation decisions. Future EDM re-
search could enhance this approach through more sophisti-
cated learner modeling to dynamically adjust support al-
location, behavioral indicators to identify when students
need intervention, and adaptive algorithms that refine allo-
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cation thresholds based on ongoing performance. This dif-
ferentiated approach offers a sustainable pathway for scaling
human-AI tutoring while advancing EDM’s capacity to close
the loop between learner diagnosis and instructional action.
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