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ABSTRACT

Educational AT systems often assume that behavioral failure
patterns in student data reveal latent semantic structures
useful for tutoring. We rigorously audit this assumption
using 15.8 million student interactions from UK secondary
mathematics. By correlating a 50-dimensional SVD-based
behavioral manifold with neural semantic embeddings across
1,869 questions, we identify a critical Semantic Gap: a near-
zero correlation (r = 0.000) demonstrating that behavioral
patterns are functionally independent of semantic content.
This gap causes systematic Topical Drift in naive RAG sys-
tems, where behavioral-only retrieval performs below ran-
dom chance (12.3% pairwise win rate). To bridge this gap,
we introduce the principle of Semantic Primacy and a hybrid
Manifold-Augmented Generation (MAG) architecture. Our
results show that MAG achieves superior diagnostic speci-
ficity (4.78/5) compared to zero-shot baselines by enforcing
semantic filtering before behavioral personalization. Finally,
we characterize the Semantic Opacity of behavioral clusters
through expert audit, proving the necessity of architectural
integration over manual curation. This work establishes a
new baseline for understanding behavioral-semantic orthog-
onality in educational data mining.
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1. INTRODUCTION

Educational Al systems currently face a profound grounding
problem. While foundation models generate pedagogically
plausible responses, they often lack diagnostic specificity,
leaving them unable to adaptively guide learners through
different cognitive states such as confusion, partial under-
standing, and misconception [8]. This blindness leads to a
reliance on linguistic patterns rather than pedagogical ones.
Recent work has turned to behavioral manifolds: clustering
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questions by how students fail to reveal diagnostic struc-
tures invisible to semantic analysis [17]. The hypothesis is
compelling: if students make identical errors across different
problems, those problems likely share a behavioral attractor,
a latent misconception that transcends the wording of the
prompt in question.

Recent systematic evaluations [8] expose the depth of this
diagnostic blindness and demonstrate that foundation mod-
els fail to perceive learner states accurately, to orchestrate
appropriate instructional strategies, and to elicit reflection
when students exhibit surface-level correctness while harbor-
ing fundamental misconceptions. A model might validate a
student who correctly applies the quadratic formula yet can-
not explain why the discriminant determines the number of
solutions. This creates a pedagogical hazard: students re-
ceive affirmation for brittle knowledge that crumbles under
transfer. The issue is not linguistic coherence but diagnostic
precision. Without grounding in actual student failure pat-
terns, even the most eloquent model remains pedagogically
shallow.

However, this behavioral manifold hypothesis rests on an
untested assumption of alignment. Do interaction patterns
from student responses preserve the semantic coherence nec-
essary for retrieval in agentic teaming? If behavioral clus-
tering merely captures difficulty levels or generic test-taking
patterns rather than conceptual relationships, systems us-
ing these patterns will retrieve topically irrelevant context.
This Topical Drift undermines the agent’s reliability, cre-
ating a mismatch where a student struggling with negative
numbers receives hints about fractions simply because both
show similar failure rates.

In this work, we rigorously audit the prevailing architectural
standard of linear embeddings. While non-linear techniques
are emerging, the vast majority of scalable educational plat-
forms default to linear methods like SVD-based matrix fac-
torization for real-time recommendation due to their com-
putational frugality and interpretability. This focus on lin-
ear methods is not arbitrary. Singular Value Decompo-
sition (SVD) based approaches dominate real-time educa-
tional platforms precisely because they provide the com-
putational speed required for responsive tutoring at scale.
Platforms serving millions of students require sub-second
response times for hint generation and content sequencing.
SVD decomposes sparse interaction matrices into

low-dimensional representations that enable rapid
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nearest-neighbor search without expensive recomputation.

Intelligent tutoring systems, adaptive learning platforms,
and recommendation engines from Khan Academy to
Carnegie Learning rely on variants of this approach. Given
this

widespread deployment, auditing the semantic fidelity of
linear behavioral embeddings directly impacts the pedagog-
ical quality experienced by students daily. If these methods
systematically fail to preserve topic coherence, millions
of learners receive contextually inappropriate feedback
through architectures designed for efficiency rather than
semantic grounding. We treat these methods as the empiri-
cal baseline to investigate the following research questions

(RQs):

e RQ1: Do linear projections of binary correctness pre-
serve semantic similarity when measured against mod-
ern neural embeddings?

e RQ2: What are the practical consequences of
semantic-behavioral orthogonality for retrieval-based
tutoring systems?

e RQ3: Can architectural integration, such as Manifold-
Augmented Generation (MAG), leverage orthogonal
signals to outperform high compute zero-shot models?

e RQ4: Do behavioral patterns exhibit Semantic Opac-
ity, rendering them unreadable to human experts and
necessitating computational stabilization?

Using a massive dataset of 15.8 million student interac-
tions from UK secondary mathematics, we construct a 50-
dimensional behavioral manifold via SVD. This finding im-
plies that Behavioral Sightedness and Semantic Understand-
ing are orthogonal dimensions of the learning experience.
We demonstrate that this gap leads to systematic failure in
naive retrieval systems, where behavioral-only retrieval fre-
quently retrieves topically irrelevant hints. However, we pro-
pose that this independence is a design opportunity rather
than a defect.

By enforcing Semantic Primacy, a hybrid architecture that
filters by topic before personalizing by behavior, we can
leverage these orthogonal signals to catch invisible errors
that linguistic models miss. Finally, we bridge the gap be-
tween data mining and the learning sciences through a qual-
itative Fapert Tagging study to evaluate whether these man-
ifolds represent human-readable pedagogical traps. This
work advances what we term the Sighted-Frugal paradigm.

Rather than pursuing diagnostic precision through ever
larger foundation models, we demonstrate that architectural
constraint can achieve superior specificity at a fraction
of the computational cost. The prevailing assumption in
educational AI has been that pedagogical failures stem
from insufficient model capacity. This fuels an arms race
toward parameter scaling, where each generation of models
grows more expensive to train and deploy. We challenge
this assumption. Our results show that a modest model
like GPT-40-mini, when augmented with properly struc-
tured behavioral context, outperforms far larger zero-shot
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alternatives in diagnostic tasks. The key is not scale but
grounding.

By respecting the orthogonality between behavioral and se-
mantic dimensions, we can build systems that are simulta-
neously more accurate and more accessible. This matters for
equity. Computationally intensive models concentrate edu-
cational innovation in well resourced institutions. Sighted-
Frugal architectures democratize access to diagnostic Al.

Our primary contributions are as follows:

1. Quantification of the Semantic Gap: We provide
the first large-scale empirical evidence that linear
behavioral embeddings common in deployed systems
are functionally independent of semantic content,
providing a theoretical ceiling for naive RAG systems.

2. The Principle of Semantic Primacy: We establish a core
design requirement for educational RAG: systems must
strictly filter by semantic content before applying be-
havioral personalization to avoid pedagogical drift.

3. Demonstration of Sighted-Frugal AI: We validate
a hybrid Manifold-Augmented Generation (MAG)
architecture that outperforms high compute zero-shot
models in diagnostic specificity, offering a path toward
more equitable and sustainable educational Al.

2. RELATED WORK
2.1 Behavioral Data for Misconception Detec-
tion

Mathematics education research has long argued that ef-
fective instruction requires identifying systematic error pat-
terns rather than mere correctness [9]. Cognitive evidence
suggests that these behavioral signatures reflect underlying
conceptual structures [2]. Recent large-scale efforts, such as
the Eedi dataset [3] and diagnostic benchmarks from Wang
et al. [17], have enabled the computational mining of these
misconceptions.

The Gap: While these works provide the raw material for
diagnostic Al, they often assume that behavioral clusters
are inherently semantically meaningful. Our work explores
and tests this assumption by auditing whether the clusters
discovered in these datasets actually align with the concep-
tual categories recognized by expert educators and semantic
models.

2.2 Knowledge Tracing and Interaction Mod-
eling

Knowledge Tracing (KT) has evolved from Bayesian frame-

works [4] to deep recurrent architectures such as RNNs [11]

capable of predicting student mastery from high-dimensional

interaction logs.

The Gap: These models are traditionally optimized for pre-
dictive performance (i.e., will a student get the next prob-
lem right?). However, being able to predict a failure does
not necessarily mean the model understands the semantic



nature of that failure. Thus, we aim to move beyond predic-
tion to investigate whether the latent spaces created by KT-
like interaction modeling are sufficiently grounded in content
to support retrieval and generation in tutoring applications,
specifically for mathematics-based coursework.

2.3 Retrieval-Augmented Generation (RAG)

in Education
RAG systems improve generation by retrieving external con-
text based on semantic similarity [7, 13]. In education, this
has roots in retrieving worked examples for Cognitive Tu-
tors [14] and early automated hint generation from historical
data [1].

The Gap: Standard educational RAG assumes that seman-
tic similarity (how a problem is worded) is the best proxy
for retrieval. Conversely, behavioral systems assume that
failure patterns are the best proxy. To our knowledge, no
prior study has measured the alignment between these two
signals. We identify the Semantic Gap between these dimen-
sions, necessitating the shift toward our proposed Semantic
Primacy architecture.

2.4 Model Alignment and Diagnostic Preci-
sion

General-purpose foundation models are aligned for helpful-

ness and safety using techniques like RLHF [10] and DPO

[12]. However, recent evaluations show that this alignment

often lacks diagnostic specificity, causing models to provide

polite but pedagogically vague feedback [8].

The Gap: Effective feedback requires precision [5], yet mod-
els often fall into a Black Box of Competence. We investi-
gate whether incorporating behavioral manifolds as retrieval
context can provide the Sightedness necessary to restore di-
agnostic precision without the heavy compute costs of model
retraining.

2.5 Triangulated Evaluation Methodologies
The rise of LLM-as-a-Judge [18] has enabled scalable evalua-
tion, but educational contexts require more rigorous, multi-
dimensional validation to ensure replicability and improved
metacognition [15].

The Pivot: We avoid reliance on a single metric by employ-
ing a triangulated methodology. We combine automated
neural scoring with a qualitative Expert Tagging compo-
nent to test for Semantic Opacity. This ensures that our
findings are grounded not just in statistical correlation, but
in pedagogical reality.

3. METHODOLOGY

3.1 Data Sources and Problem Formulation
We utilize the NeurIPS 2020 Education Challenge dataset
[17], comprising 15.8 million interactions from the Eedi
platform (UK secondary mathematics, ages 11-18). To
ground our behavioral manifold in expert pedagogy, we
cross-reference this with the 2024 Mining Misconcep-
tions dataset [3], which provides expert-verified labels for
common student errors.
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From an initial pool of 27,613 questions, we isolated a core
set of 1,869 questions with expert labels. For our compara-
tive agentic experiments, we focused on 242 questions that
met the threshold for high diagnostic utility: a minimum of
500 student interactions and a failure rate of at least 40%.
This subset was divided into a development set (n = 120)
and a held-out evaluation set (n = 122).

3.2 Auditing the Behavioral Manifold (SVD)

To represent the industry standard for scalable educational
Al, we constructed a behavioral manifold using (SVD).
We generated a sparse binary interaction matrix M, where
M;; = 1 denotes a correct response from student ¢ to
question j.

We reduced this matrix to a 50-dimensional space, captur-
ing the latent patterns of student success and failure. While
modern deep learning techniques exist, we intentionally se-
lected SVD to audit the specific linear assumptions preva-
lent in real-time production systems. To identify structural
attractors within this space, we applied spectral clustering
[16] with a nearest-neighbors affinity graph (n=10), iden-
tifying k& = 50 clusters. This choice was based on domain
considerations rather than optimization, though silhouette
analysis yielded a score of —0.050, reflecting the pedagog-
ically realistic property that trap clusters are not geomet-
rically isolated from the broader manifold. Behavioral co-
herence was instead validated through downstream cluster
statistics: identified trap clusters exhibited consistent failure
rates and substantial interaction volumes, confirming that
spectral clustering captured psychometric structure rather
than geometric separation.

We prioritized pedagogical interpretability over statistical
optimization: clusters with clean separation (high silhou-
ette scores) but mixed difficulty profiles would be computa-
tionally elegant yet pedagogically meaningless. Our result-
ing clusters exhibited behavioral coherence, questions within
each cluster shared similar failure rates and discrimination
parameters, validating that spectral clustering captured psy-
chometric structure rather than random noise. Critically,
this behavioral coherence did not translate to semantic co-
herence, as subsequent correlation analysis would reveal.

While alternative cluster counts were not systematically ex-
plored, the resulting structure proved pedagogically inter-
pretable: identified trap clusters exhibited consistent failure
rates (40 to 51 percent) and substantial interaction volumes
(1000 plus interactions per question), while mastery clus-
ters demonstrated clear success patterns (success rates ex-
ceeding 70 percent). This behavioral coherence, despite the
lack of formal hyperparameter tuning, suggests the cluster-
ing captured meaningful pedagogical structure rather than
statistical noise.

3.3 Quantifying the Semantic Gap

To measure the alignment between behavior and content,
we computed semantic embeddings for all questions using
Sentence-BERT (S-BERT) [13]. We validated that these
384-dimensional vectors captured pedagogical relationships
(e.g., questions with identical misconception labels showed
significantly higher cosine similarity, p < 0.001).
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Key Design Princi-
ple: Semantic Primacy

Filter by topic first, then personalize by error pattern
This prevents Topical Drift while preserving diagnostic precision

Figure 1: MAG architecture implementing Semantic Primacy. The pipeline enforces a two-stage constraint: semantic filtering
narrows retrieval to topically relevant questions (top 20), then behavioral personalization identifies error patterns within this
semantically bounded set (top 5). This sequential design prevents topical drift while preserving diagnostic specificity. Generation
employs GPT-4o0-mini via API with prompt engineering for pedagogical precision. Comparative evaluation (n=122) demonstrated
that this architectural approach (4.75/5) substantially outperforms DPO-aligned Llama-3-8B (2.96/5, p<0.001), validating that
architectural constraint on capable models dominates explicit alignment of smaller alternatives.

The Semantic Gap was measured by calculating the corre-
lation between behavioral similarity (computed as 1/(1+ d)
where d is the Euclidean distance in the 50D SVD space) and
semantic similarity (cosine similarity in the 384D Sentence-
BERT space). We employed Pearson’s r, Spearman’s p, and
permutation testing to ensure that the observed indepen-
dence was not a result of difficulty-based confounds.

This operationalization requires explicit justification. Eu-
clidean distance in the SVD-reduced space represents the
standard metric for behavioral nearest neighbor search in
production recommendation systems: it directly measures
the dissimilarity used by retrieval algorithms when selecting
contextually similar problems. Cosine similarity in neural
embedding space serves as our semantic proxy because S-
BERT explicitly optimizes for sentence-level semantic sim-
ilarity, and we validated that it captures pedagogical rela-
tionships (questions sharing misconception labels show sig-
nificantly higher similarity). The correlation between these
distance measures tests whether behavioral neighborhoods
preserve semantic structure: if they did, questions close in
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behavioral space would also be close semantically, yielding
positive correlation. Our near-zero result indicates behav-
ioral proximity provides no semantic information.

3.4 Agentic Architectures and Semantic Pri-

macy

We compared four tutoring architectures to evaluate how
different retrieval strategies impact the Sightedness of the
agent. All systems utilized GPT-40-mini as the generation
backbone throughout, ensuring that differences in perfor-
mance were attributable solely to the retrieval logic. GPT-
4o was used exclusively as the evaluation judge for System
D (see Section 3.5), not as a generator in any system.

e System A (Zero-Shot): A high compute baseline using
GPT-40-mini without external context, representing
the ungrounded generation.

e System B (Semantic RAG): A standard RAG approach
that retrieves the five most topically similar questions



based on S-BERT embeddings.

e System C (Behavioral RAG): A behavior-only ap-
proach that retrieves the nearest neighbor in the 50D
SVD space, testing if failure patterns alone provide
sufficient diagnostic context. This single-neighbor
retrieval reflects how behavioral-only systems operate
in practice, and tests whether even minimal behavioral
context provides diagnostic value.

e System D (MAG: Semantic Primacy): Our proposed
hybrid architecture. It operates via a two-stage Filter-
then-Personalize process:

1. Semantic Filter: The system identifies the top
20 most topically relevant questions across the
dataset.

2. Behavioral Personalization: Within this seman-
tically safe subset, the system selects the top 5
questions nearest in distance within the behav-
ioral manifold.

3.5 Evaluation and Pedagogical Constraint
Ensuring diagnostic precision requires pedagogical
guardrails that prevent common failure modes such as
false validation, shallow feedback, or premature solution
revelation. We employed carefully engineered prompts that
emphasize conceptual scaffolding and diagnostic specificity.
All systems used identical prompt templates, ensuring
that performance differences could be attributed solely
to retrieval strategy rather than linguistic variation in
generation.

Beyond prompt engineering, we investigated whether
preference learning could offer complementary benefits.
We fine-tuned Llama-3-8B-Instruct using Direct Prefer-
ence Optimization (DPO) [12] with 600 contrastive pairs
constructed from 120 anchor questions. Each anchor
generated five preference pairs corresponding to distinct
pedagogical boundaries: politeness bias (empty affirmation
masking diagnostic gaps), shallow diagnosis (symptom
labeling without mechanistic explanation), geometric im-
precision (conflating structurally adjacent misconceptions),
premature answer-giving (violating the Zone of Proximal
Development), and technical opacity (exposing retrieval
mechanics to learners). Training employed LoRA adapters
[6] (r=16, «=32) over three epochs, explicitly teaching
rejection boundaries through contrastive supervision. Re-
jected responses were systematically constructed to violate
each pedagogical boundary: for politeness bias, rejected
hints provided affirmation without diagnostic reasoning;
for shallow diagnosis, they identified error symptoms
without mechanistic explanation; for answer-giving, they
revealed solutions rather than scaffolding discovery. Chosen
responses demonstrated diagnostic precision aligned with
each boundary constraint.

Comparative evaluation across all 122 test questions yielded
a decisive result: the preference-aligned model achieved
2.96/5 quality, significantly trailing GPT-4o-mini within
the MAG architecture (4.75/5', A = -1.79, p < 0.001).

!The MAG baseline score in this DPO comparison (4.75) is
from a matched evaluation pass conducted alongside DPO
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Across 122 pairwise comparisons, the DPO model never
outperformed the baseline (0% win rate). This empirical
outcome validates a central tenet of the Sighted-Frugal
paradigm: architectural constraint applied to capable
foundation models dominates explicit alignment of smaller
alternatives. The performance gap suggests that model
capacity and structured retrieval provide greater pedagogi-
cal leverage than parameter-efficient supervision signals, at
least within the scale regime tested here.

Final evaluation employed triangulated measurement:

1. Automated Scoring: Hint quality was evaluated on a
five-point diagnostic scale across 122 questions using
GPT-40 as judge for System D and GPT-40-mini as
judge for baseline systems A, B, and C. Statistical ro-
bustness was ensured through 10,000 bootstrap resam-
ples, yielding confidence intervals for all effect sizes.

2. False Validation Detection: A rule-based classifier
flagged instances of inappropriate praise, where
systems validated incorrect student reasoning. This
provided an objective safety check independent of
neural evaluation.

3. Expert Audit: Two mathematics educators with
secondary teaching experience evaluated cluster
interpretability (Semantic Opacity) and pedagogical
utility of generated hints. Inter-rater reliability met-
rics (Cohen’s k, ICC) quantified alignment between
computational and human assessments.

3.6 Reproducibility

This study is designed for full replication. We used publicly
available datasets: the NeurIPS 2020 Education Challenge
(15.8 million interactions) and Eedi Mining Misconcep-
tions (expert-labeled questions). Our pipeline implements
standard techniques with documented parameters: 50-
component SVD for the behavioral manifold, spectral
clustering with nearest-neighbors affinity (n=10, k=50),
and Sentence-BERT embeddings (all-MiniLM-L6-v2, 384
dimensions). The MAG architecture performs two-stage
retrieval (top-20 semantic, top-5 behavioral) with clearly
specified similarity thresholds. We will release complete
code, including SVD construction, clustering, RAG im-
plementation, and evaluation protocols, via GitHub at
https://github.com/Rickygole/semantic-gap-educati
onal-rag.

4. RESULTS
4.1 The Semantic Gap: Quantifying Orthog-
onality

Our primary analysis across 1,869 expert-labeled questions
confirms the existence of the Semantic Gap: a state of func-
tional independence between how students fail and what a
problem says. As shown in Figure 2, we observed a near-
zero correlation between behavioral similarity and semantic
similarity (Pearson r &~ 0.000, 95% CI [—0.002, 0.001], p =
0.861; Spearman p = —0.002, p = 0.004).

scoring under identical judging conditions. The 4.78 re-
ported in Table 1 is from the four-system tournament run.

The 0.03 difference reflects run-to-run variance from gener-
ation at temperature 0.7 across separate API calls.




Figure 2: The Semantic Gap
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Figure 2: The Semantic Gap: Empirical independence between behavioral and semantic dimensions. Left: Behavioral clustering
via t-SNE projection shows questions with mixed semantic content (colors represent different mathematical topics) scattered
throughout behavioral space, demonstrating lack of semantic coherence within behavioral neighborhoods. Right: Near-zero
correlation r ~ 0.000, 95% CI [—0.002, 0.001] between behavioral similarity (Euclidean distance in 50D SVD space) and semantic
similarity (Sentence-BERT cosine). The flat regression line demonstrates that linear projections of binary correctness are
functionally independent to semantic structure required for content retrieval.

Permutation testing (1000 iterations) confirmed that this
correlation falls entirely within the null distribution (p
0.872). This near-zero correlation has direct retrieval con-
sequences. Even weak positive correlation (r = 0.2 to 0.3)
would allow behavioral signals to improve precision: most
neighbors would fall within the correct semantic domain.
Near-zero correlation means behavioral proximity provides
no information about semantic relevance. A retrieved ques-
tion is no more likely to be topically related than random
selection. Worse, behavioral retrieval operates deterministi-
cally rather than randomly, systematically selecting off-topic
problems with similar difficulty profiles. This transforms
neutral noise into structured misdirection: students receive
confident, detailed hints about the wrong mathematical do-
main.

We ruled out difficulty confounds through stratified analysis
on 433 questions meeting high utility criteria (5004 interac-
tions, 40%+ failure rate). Correlations remained near zero
within difficulty tertiles: easy items (r = —0.02), moderate
items (r = —0.01), and challenging items (r = 0.01). The
Gap persists independent of psychometric difficulty. Strat-
ified analysis confirmed that the Semantic Gap persists in-
dependently of psychometric item difficulty across all ter-
tiles. Even within tightly constrained problem families such
as triangle area calculations, behavioral clustering scattered
questions across the manifold based on difficulty rather than
geometric properties.

This suggests the Gap reflects a fundamental limitation of
binary correctness signals rather than an artifact of aggre-

gating heterogeneous content.

Interpretation: This visualization demonstrates that behav-
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ioral neighborhoods are semantically heterogeneous. A stu-
dent’s failure pattern on a Negative Numbers question may
be behaviorally identical to their failure on a Fractions ques-
tion. Knowing the behavioral attractor (how they failed)
provides zero information regarding the semantic content
(what they were failing at). This confirms our hypothesis
that LLMs are behaviorally blind and SVD manifolds are
semantically opaque.

4.2 Systemic Deficits and the Semantic Pri-

macy Rescue

The practical consequences of this Gap are substantial for
naive retrieval systems. As detailed in Table 1, System C
(Behavioral Retrieval) achieved a pairwise win rate of only
12.3% falling below the 33.3% random baseline for a four-
system pairwise tournament (p < 0.001). This failure is
driven by Topical Drift: retrieving behaviorally similar but
topically irrelevant context. Consider a diagnostic example
from our evaluation set. When presented with a student
struggling to subtract negative integers, System C retrieved
a question about simplifying algebraic fractions. The only
shared attribute was a 52 percent failure rate. The behav-
ioral manifold correctly identified both as difficult items re-
quiring procedural precision, yet this psychometric similar-
ity provided zero pedagogical value.

The student received worked examples about fraction ma-
nipulation when they needed conceptual grounding in the
number line. System D, by contrast, first filtered to arith-
metic operations involving integers, then selected behav-
iorally similar problems within that semantic boundary. The
resulting hint addressed sign confusion in subtraction, a
structurally analogous trap within the correct mathematical
domain. This contrast illustrates how Topical Drift trans-
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Figure 3: UMAP projection of behavioral space colored by semantic topic. Mathematical concepts (geometry, algebra, number
operations, statistics) appear scattered across behavioral clusters rather than grouped, providing visual confirmation that behav-
ioral neighborhoods lack semantic coherence. This dispersion pattern supports our quantitative finding of near-zero correlation

between behavioral and semantic similarity.

Table 1: System Performance with Bootstrap Confidence In-
tervals (10,000 iterations)

Architecture Quality (1-5) Std. Dev. Win Rate
System D: MAG (Hybrid) 4.78 [4.69, 4.86] 0.49 49.2%
System A: Zero-shot (GPT-4o-mini) 4.27 [4.06, 4.47] 1.18 32.5%
System B: Semantic RAG 3.94 [3.74, 4.15) 1.16 24.0%
System C: Behavioral RAG 3.36 [3.13, 3.60] 1.32 12.3%

Win rate computed as pairwise tournament score: fraction
of head-to-head comparisons each system wins against each
of the three other systems (n=122 questions).

forms behavioral patterns from diagnostic signals into ped-
agogical noise.

However, our Semantic Primacy architecture (System D)
successfully bridged this gap. By first filtering for topical rel-
evance and then personalizing via the behavioral manifold,
MAG achieved the highest quality (4.78/5) with the lowest
variance (o = 0.49). MAG demonstrates substantial im-
provements with effect sizes of d = 0.560 versus zero-shot (p
< 0.001), d = 0.935 versus semantic RAG (p < 0.001), and d
= 1.421 versus behavioral RAG (p < 0.001). These medium
to large effects confirm that architectural integration of or-
thogonal signals yields measurable gains in diagnostic preci-
sion. Prompt sensitivity analysis across 30 test cases verified
that behavioral RAG’s deficit persists regardless of prompt
engineering, isolating topical drift as the causal mechanism
rather than suboptimal instruction design.

4.3 Semantic Opacity: The Human-in-the-
Loop Barrier
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Qualitative audit by two mathematics educators revealed
that the behavioral manifold exhibits high Semantic Opac-
ity. While the manifold identifies statistically robust clus-
ters, human experts struggled to assign them consistent ped-
agogical labels (Cohen’s x = 0.40). Furthermore, inter-rater
reliability on the quality of behaviorally-derived hints was
poor (ICC = —0.25).

Consider Question 514 as a concrete illustration. Students
solving a triangle area problem systematically substituted
slant height for perpendicular height, a dimensional confu-
sion sharing behavioral signatures with other problems in-
volving oblique versus orthogonal measurements. Seman-
tic RAG retrieved topically proximate geometry questions,
yet failed to surface this specific error pattern. The be-
havioral manifold, however, identified structurally analogous
traps across disparate topics. When constrained by seman-
tic filtering, this behavioral signal elevated hint quality by
2.0 points on our diagnostic scale, revealing misconceptions
that pure linguistic similarity missed entirely. The struc-
tural trap here is subtle. Students treating slant height as
equivalent to perpendicular height are not making a calcu-
lation error but a dimensional category error. They fail to
recognize that area formulas require measurements orthog-
onal to the base, not measurements along an oblique edge.

This confusion appears across multiple geometric contexts:
using hypotenuse length in right triangle area calculations,
applying diagonal measurements in rectangle problems, or
substituting arc length for radius in circular sectors. Se-
mantic RAG cannot detect this pattern because the ques-
tions use different vocabulary and geometric shapes. The



behavioral manifold, however, identifies the shared failure
signature: students systematically choose the most visually
salient measurement rather than the geometrically appropri-
ate one. This is precisely the kind of latent misconception
that benefits from computational detection paired with se-
mantic constraint.

This finding suggests that student failure patterns contain
latent traps that are mathematically detectable but peda-
gogically non-obvious. This necessitates the computational
stabilization provided by our MAG architecture: rather than
asking teachers to curate these clusters, we use semantic em-
beddings to ground the behavioral signal in human-readable
content.

S. DISCUSSION AND LIMITATIONS

5.1 The Semantic Gap as a Structural Prop-
erty

Our central finding identifies a fundamental structural real-
ity: linear behavioral embeddings derived from binary cor-
rectness are functionally independent of semantic content.
We argue that this Semantic Gap is not a temporary engi-
neering hurdle that can be solved with more data or refined
clustering; rather, it is an intrinsic property of what these
representations capture.

Linear methods like SVD extract variance from correctness
matrices that primarily reflect psychometric properties:
item difficulty, student discrimination, and test-taking
behaviors (e.g., fatigue or guessing). While these patterns
are robust, they do not encode semantic relationships. A
question on negative numbers and a question on fractions
may share a behavioral attractor due to identical failure
rates, but they possess zero conceptual overlap. This
explains the substantial deficit of behavioral-only retrieval
(12.3% pairwise win rate): the system lacks a mechanism
to distinguish between a shared difficulty level and a shared
concept. The 50-dimensional SVD space can be understood
through the lens of classical test theory.

Each dimension likely corresponds to latent factors govern-
ing item response patterns: the first few dimensions capture
global difficulty (analogous to the b-parameter in Item Re-
sponse Theory), subsequent dimensions encode discrimina-
tion power (the a-parameter, measuring how sharply perfor-
mance separates high and low ability students), and later
dimensions reflect guessing patterns and test-taking strate-
gies. However, these psychometric constructs are domain-
agnostic. A dimension encoding requires multi-step reason-
ing applies equally to fraction division and quadratic fac-
toring, collapsing conceptually distinct topics into a single
behavioral signature. This is why behavioral distance pre-
serves psychometric structure but destroys semantic bound-
aries.

The manifold encodes how hard questions are, not what they
are about. This psychometric-semantic decoupling has pro-
found implications for educational data mining. Traditional
approaches to content recommendation implicitly assume
that behavioral signals contain topic information that stu-
dents who struggle similarly are struggling with similar con-
cepts. Our findings falsify this assumption. The behavioral
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Figure 4: Behavioral-Only RAG Underperforms Random Chance
vs. Semantic Primacy Rescue in MAU
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Figure 4: System performance across retrieval architectures.
Behavioral-only retrieval (System C) achieves a 12.3 percent
pairwise win rate, falling below the 33.3 percent random base-
line (dashed line). MAG (System D) reaches 49.2 percent
by enforcing semantic filtering before behavioral personal-
ization, demonstrating that architectural constraint on or-
thogonal signals yields superior diagnostic quality. Win rate
computed as pairwise tournament score across 122 evaluation
questions.

manifold captures a parallel dimension of the learning ex-
perience: not conceptual understanding, but cognitive load,
procedural complexity, and metacognitive demand. These
are pedagogically valuable signals, but only when grounded
within semantic boundaries.

5.2 Semantic Primacy: A Restorative Design

Principle
The success of our hybrid MAG model (4.78/5) establishes
Semantic Primacy as a core design principle for educational
RAG. Our results prove that systems must strictly filter
by semantic content before applying behavioral personaliza-
tion. Attempting to learn semantics from interaction pat-
terns alone is a category error that leads to Topical Drift.

This principle offers immediate practical value for Frugal AT
deployment. It allows developers to leverage behavioral data
where it is strongest identifying specific failure modes within
a topic while relying on semantic embeddings for what they
do best: grounding the conversation in the correct mathe-
matical domain. The independence we discovered is thus not
a bug, but a feature that can be exploited through deliber-
ate architectural constraint. The computational efficiency of
this approach has direct equity implications. GPT-40-mini
operates at roughly one-tenth the inference cost of GPT-40
while achieving superior diagnostic performance when aug-
mented with behavioral context. This cost differential is not
academic.

In under-resourced educational settings where per-student
budgets constrain technology adoption, the difference be-
tween 10 cents and 1 cent per interaction determines whether
Al tutoring is feasible at scale. Sighted-Frugal architectures
that combine modest models with structured data enable
equitable access to diagnostic Al. The alternative, pursuing
diagnostic precision through ever-larger foundation models,
concentrates educational innovation in wealthy institutions
while leaving resource-constrained schools reliant on generic



chatbots. Our results demonstrate that architectural intelli-
gence can substitute for parameter scale, democratizing ac-
cess to pedagogically grounded Al.

5.3 Semantic Opacity and the Necessity of

Computation
The observed Semantic Opacity (ICC = —0.25) indicates
that the patterns captured by the behavioral manifold
are human-unreadable.  Because these patterns reflect
psychometric variance rather than pedagogical categories,
human educators cannot reliably recognize them through
traditional pedagogical intuition.

This finding necessitates a shift in how we approach a
Human-in-the-Loop design. Manual curation of behavioral
clusters is likely infeasible. Instead, we must use computa-
tional stabilization like the MAG architecture to translate
these opaque behavioral signals into semantically grounded,
pedagogically useful hints. This bridges the gap between
high-dimensional data mining and the practical needs of
the classroom. This Semantic Opacity finding reframes the
role of Al in educational systems. Rather than replacing
teacher judgment, computational methods should function
as translators between statistical patterns and pedagogical
action.

Teachers cannot intuitively recognize that a triangle area
problem shares behavioral signatures with cylinder volume
calculations, yet the manifold detects this structural analogy
through shared error patterns. The AI does not make peda-
gogical decisions but surfaces hidden relationships for human
interpretation. This positions the system as an augmenta-
tion tool rather than an autonomous agent, a distinction
critical for teacher trust and adoption. The design implica-
tion is clear: behavioral insights must always be presented
within semantic containers that educators can evaluate and
override.

5.4 Boundaries of the Linear Baseline

As a rigorous audit, this study is bounded by its focus on
Linear Methods and Binary Correctness. While SVD is the
industry standard for scalable systems, it represents the em-
pirical baseline rather than the theoretical ceiling. It re-
mains an open and vital question whether nonlinear tech-
niques such as Variational Autoencoders (VAEs), Graph
Neural Networks (GNNs), or Attention Mechanisms could
bridge the Semantic Gap that linear methods cannot.

Furthermore, our use of binary correctness provides a “max-
imally impoverished” input. Future work should investigate
if richer behavioral signals, such as response latencies, multi-
attempt sequences, or option-choice analysis, might preserve
semantic structure even under linear projection. Finally,
while our dataset of 15.8 million interactions provides sig-
nificant power, it is situated within the UK secondary math-
ematics curriculum. Cross-context replication is essential to
determine if the Semantic Gap fluctuates across different
cultures, age groups, or domains.

5.5 Methodological Reflection and Triangula-
tion
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We acknowledge the limitations inherent in using "LLM-as-
a-Judge” to evaluate hint quality. System D was evaluated
using GPT-40 while baseline systems were evaluated us-
ing GPT-40-mini. We further acknowledge that the behav-
ioral space (50D SVD) and semantic space (384D Sentence-
BERT) use different underlying geometries, though both
are transformed into comparable similarity measures be-
fore correlation; this choice does not affect our near-zero
correlation finding, which holds across Pearson, Spearman,
and permutation testing. To mitigate evaluation circularity,
we employed a triangulated evaluation strategy, incorporat-
ing educator audits and rule-based classifiers to detect false
validation. While these measures provide a robust signal
for diagnostic specificity, definitive claims regarding student
learning outcomes will require future longitudinal deploy-
ment studies in live classrooms.

By identifying the Semantic Gap, we provide a theoretical
and practical framework for the next generation of educa-
tional AI. We have shown that the Sightedness required for
effective tutoring does not come from larger models, but
from architectures that respect the independence of behav-
ior and semantics. By enforcing Semantic Primacy, we can
move toward a Sighted-Frugal AI that is pedagogically pre-
cise, computationally efficient, and ethically grounded.

6. CONCLUSION

This paper identifies and quantifies the Semantic Gap: a
state of empirical independence between student interaction
patterns and semantic content. Through an audit of 15.8
million interactions, we demonstrated that while linear be-
havioral embeddings are functionally blind to topic, they
capture robust psychometric properties that define how stu-
dents struggle.

We proved that this Gap leads to systematic failure in naive
RAG systems, which succumb to Topical Drift when retriev-
ing based on behavioral signals alone. However, we have es-
tablished a restorative design principle: Semantic Primacy.
By enforcing a hybrid architecture that filters by topic before
personalizing by behavior, our Manifold-Augmented Gener-
ation (MAG) system outperforms even high-compute zero-
shot models in diagnostic specificity.

Our discovery of Semantic Opacity further suggests that be-
havioral data contains latent traps invisible to human peda-
gogical intuition, necessitating the computational stabiliza-
tion provided by our MAG architecture. Ultimately, this
work provides the first large-scale baseline for understand-
ing the relationship between student behavior and content
semantics. By respecting the independence structure of ed-
ucational data, we can move toward a new generation of Al
tutors that are not just linguistically fluent, but diagnos-
tically sighted, computationally frugal, and pedagogically
just.

7. FUTURE DIRECTIONS

While this study establishes a rigorous linear baseline, it
opens several critical avenues for the evolution of Sighted-
Frugal AI. We highlight four directions that we believe war-
rant systematic investigation by the research community.

Future research should investigate whether nonlinear archi-



tectures such as Variational Autoencoders (VAEs), Graph
Neural Networks (GNNs), or Attention Mechanisms can
bridge the Semantic Gap that linear methods cannot. Graph
Neural Networks appear particularly promising given the
relational structure of educational data. A message-passing
architecture where nodes represent questions, edges encode
co-occurrence in student trajectories, and node features
combine behavioral statistics with semantic embeddings
could learn joint representations. Specifically, a Graph
Attention Network (GAT) with multi-head attention could
weight connections by both behavioral similarity (questions
students fail together) and semantic proximity (questions
sharing misconception labels), potentially discovering hy-
brid distances that respect both dimensions. The question is
whether such architectures can learn the Semantic Primacy
constraint implicitly or whether architectural enforcement
remains necessary.

We utilized binary correctness as a “maximally impover-
ished” input. Testing whether the inclusion of response
latencies, multi-attempt sequences, and process traces
can close the Gap even under linear projection remains
a vital open question.  Specific process signals merit
investigation:  response latency distributions (whether
students pause before errors, suggesting confusion versus
rapid incorrect attempts suggesting procedural errors),
edit patterns (whether students erase and rewrite, in-
dicating metacognitive awareness), attempt sequences
(whether retry strategies differ across misconceptions), and
navigation paths (whether students seek help resources
differentially by trap type). These temporal and behavioral
traces may encode semantic information absent from binary
outcomes. For instance, students who pause extensively
before answering geometry questions incorrectly may be
struggling with visualization rather than calculation, a
distinction invisible to correctness alone but potentially
detectable through interaction timing.

Mapping the Semantic Gap across diverse domains, age
groups, and cultural curricula will determine if this orthog-
onality is a universal property of educational data or a
curriculum-specific phenomenon. Cross-context replication
is essential to establish the generality of our findings beyond
UK secondary mathematics.

Transitioning from automated quality metrics to longitudi-
nal classroom studies is essential to measure how Semantic
Primacy impacts actual skill acquisition and misconception
resolution. A feasible deployment protocol would involve a
randomized controlled trial in middle school algebra class-
rooms over one academic semester. Students in the treat-
ment condition would receive MAG-generated hints when
struggling with linear equations and systems of equations,
while control students would receive standard computer-
based practice with generic feedback. Pre and post assess-
ments measuring both procedural fluency and conceptual
understanding would quantify learning gains. Critically, the
study would track misconception persistence: whether stu-
dents who receive geometrically grounded hints demonstrate
faster resolution of specific error patterns (e.g., sign errors
in equation solving, confusion between solutions and equa-
tions) compared to controls. Implementation would require
integration with existing learning management systems to
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ensure ecological validity and teacher buy-in.

Finally, larger educator cohorts from several distinct
domains, particularly social sciences, humanities, and
computer science education, would further probe Semantic
Opacity and support the development of interfaces that help
experts interpret and engage productively with behavioral
manifolds.
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