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ABSTRACT

To advance Educational Data Mining (EDM) within strict
privacy-protecting regulatory frameworks, researchers must
develop methods that enable data-driven analysis while pro-
tecting sensitive student information. Synthetic data gener-
ation is one such approach, enabling the release of statisti-
cally generated samples instead of real student records; how-
ever, existing deep learning and parametric generators often
distort marginal distributions and degrade under iterative
regeneration, leading to distribution drift and progressive
loss of distributional support that compromise reliability. In
response, we introduce the Non-Parametric Gaussian Cop-
ula (NPGC), a plug-and-play synthesis method that replaces
deep learning and parametric optimization with empirical
statistical anchoring to preserve the observed marginal dis-
tributions while modeling dependencies through a copula
framework. NPGC integrates Differential Privacy (DP) at
both the marginal and correlation levels, supports heteroge-
neous variable types, and treats missing data as an explicit
state to retain informative absence patterns. We evaluate
NPGC against deep learning and parametric baselines on
five benchmark datasets and demonstrate that it remains
stable across multiple regeneration cycles and achieves com-
petitive downstream performance at substantially lower com-
putational cost. We further validate NPGC through deploy-
ment in a real-world online learning platform, demonstrating
its practicality for privacy-preserving research.

Keywords
Synthetic data generation, differential privacy, educational
data, marginal distribution preservation, model collapse

Educational Data Mining (EDM) and Learning Analytics
(LA) rely on student-level records such as interaction logs,
assessment, outcomes, and contextual variables, governed by
strict privacy and data-protection regulations. Even after
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Figure 1: Marginal density of the Age variable in the

Adult [2] dataset. The shaded region denotes the empirical
density of the real data. Curves correspond to synthetic sam-
ples generated by a deep learning model, a Parametric Gaus-
sian Copula (PGC), a Copula-GAN hybrid, and our proposed
Non-Parametric Gaussian Copula (NPGC). Existing meth-
ods exhibit visible deviations from the empirical marginal,
whereas NPGC aligns perfectly with the real distribution.

removing direct identifiers, education datasets may remain
disclosive because fine-grained behavioral traces and con-
textual variables enable re-identification or harm [24]. This
constraint is evident in the field’s open-science record: A
reproducibility audit of LAK proceedings (11th-12th con-
ferences) found that 5% of papers shared raw datasets and
2% reported data available “on request” [18]. A parallel au-
dit of EDM proceedings (14th-15th conferences) found that
15% of papers used or shared open datasets, 5% reported
availability “on request,” and most provided no accessible
pathway to datasets [17]. Together, these findings indicate
a structural constraint on cumulative progress in EDM and
LA: The data that power state-of-the-art models are often
the least shareable, limiting reproducibility, benchmarking,
and cross-institution comparison.

The impact of this constraint is increasing with the rapid
uptake of generative Al (genAl), particularly large language
models (LLMSs) [51], which increases demand for high-quality
student datasets, including open-ended responses, code, and
dialogue. A recent systematic review of empirical LLM-in-
education studies (Nov 2022-Mar 2025) documents rapid
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deployment while highlighting recurring privacy and gov-
ernance challenges [40]. Many LLM-based learning sup-
ports (e.g., tutor-style feedback and hint generation) are
validated on real student work and interaction traces that
are difficult to release safely at scale due to re-identification
risk [35]. The model-development pipeline introduces addi-
tional exposure: Fine-tuning and adaptation rely on sensi-
tive datasets and admit privacy attacks (e.g., membership
inference and data extraction), motivating stronger privacy-
preserving practices [10]. This tension between data-hungry
models and privacy-constrained records makes synthetic da-
ta generation compelling for EDM and LA, enabling method
development and sharing while reducing reliance on pro-
tected student records and motivating the methodology pro-
posed in this paper.

Synthetic data generation for tabular data (SDG-T) pro-
vides a practical approach for addressing this constraint.
By combining statistical modeling with Differential Privacy
(DP) [13] and established privacy evaluation protocols [15],
SDG-T constructs artificial datasets that preserve statisti-
cal structure without exposing individual records. SDG-T
enables privacy-compliant analysis and model development
in educational settings. Unlike conventional deidentification,
i.e., removing direct identifiers such as names and addresses,
which offers no guarantees against reidentification through
linkage with auxiliary data, DP is a formal framework that
limits how much any single individual’s record can influence
released statistics, governed by a privacy parameter €, where
smaller values indicate stronger privacy. A useful property
of DP is that any further processing of a DP output remains
differentially private at the same e.

Despite its promise, SDG-T faces a central technical chal-
lenge: preserving the empirical marginal distributions of het-
erogeneous variables. We refer to deviations between real
and synthetic feature distributions as marginal mismatch.
Educational attributes, such as test scores, attendance rates,
or financial aid counts, rarely follow standard parametric
families and often exhibit skewness, multi-modality, and dis-
crete mass points.

Deep learning generators, including TVAE [36] and CT-
GAN [53], optimize joint objectives that prioritize inter-
column dependencies, often causing systematic errors like
mode collapse [25]. These models can distort individual
marginals even when aggregate utility metrics appear com-
petitive. Parametric approaches, such as the Gaussian Cop-
ula [44], assume predefined marginal distributions that may
not reflect the real data shape. Hybrid methods, including
Copula-GAN [34], apply Gaussianization before adversarial
training, but still rely on fitted marginal models and do not
guarantee exact empirical recovery.

As shown in Fig. 1, existing generators often distort individ-
ual feature marginals relative to the empirical data. Deep
learning models lack explicit marginal constraints, whereas
parametric approaches impose distributional forms that may
not reflect the true distribution of the variables. In con-
trast, NPGC preserves empirical marginals through non-
parametric anchoring. Marginal drift can bias downstream
analysis; this example reflects behavior observed consistently
across datasets in our experiments.
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Figure 2: Marginal density of the Capital-gain variable in
the Adult [2] dataset across three sequential regeneration it-
erations of a Tabular Variational Autoencoder (TVAE). The
shaded region denotes the empirical density of the original
data, and red curves (iterations 1-3) represent synthetic sam-
ples generated under repeated synthetic feedback. The pro-
gressive concentration of probability mass indicates variance
collapse and loss of distributional support across iterations.

Marginal distortion is further amplified under iterative re-
generation. Because synthetic data can be produced at
scale [52], subsequent models may be trained on previously
generated samples rather than on the original dataset [41].
We refer to this recursive setting as a Synthetic Feedback
Loop (SFL). To quantify robustness under SFL, we define
regeneration stability as the preservation of statistical struc-
ture across iterations. Under repeated regeneration, SFL
can produce progressive variance shrinkage and loss of dis-
tributional support, consistent with model collapse [1].

We examine this SFL phenomenon in tabular synthesis. As
shown in Fig. 2, unconstrained regeneration leads to sys-
tematic deviation from the original distribution across itera-
tions. Such degradation is particularly consequential in edu-
cational datasets, where sub-representation of low-frequency
groups can bias subgroup analysis and downstream predic-
tion.

To address both marginal mismatch and regeneration insta-
bility, we introduce the Non-Parametric Gaussian Copula
(NPGC). NPGC enforces exact empirical marginal preser-
vation through non-parametric anchoring while modeling
inter-variable dependencies in a Gaussian copula framework.
NPGC supports continuous, integer, and categorical vari-
ables, and treats missing values as informative signals when
estimating marginals and correlations. Beyond private syn-
thesis, NPGC supports data augmentation, where empirical
marginal anchoring ensures augmented samples preserve fea-
ture distributions, preventing statistical drift and erasure of
rare subgroups.

NPGC integrates DP by injecting calibrated noise into both
the marginal distributions and the correlation structure, pro-
viding formal privacy guarantees. By constraining synthetic
generation to respect empirical marginals, NPGC mitigates
variance degradation under SFL while maintaining compet-
itive downstream utility and substantially lower computa-



tional cost than deep learning—based baselines. While NPGC
improves marginal fidelity and regeneration stability, it mod-
els dependencies through a Gaussian copula on rank-trans-
formed data. The Gaussian copula is parameterized solely
by a correlation matrix and thus cannot represent interac-
tions beyond linear rank correlation; as a result, complex
nonlinear or higher-order dependencies may not be fully pre-
served.

We evaluate NPGC with respect to fidelity, privacy, regen-
eration stability, and downstream predictive utility, each
formally defined in Section 4. Fidelity measures statistical
agreement between real and synthetic data, privacy quanti-
fies resistance to disclosure and inference attacks, and regen-
eration stability evaluates robustness under iterative synthe-
sis.

Experiments are conducted on five datasets from the UCI
Machine Learning Repository [11], a widely used benchmark
collection of heterogeneous tabular datasets, including two
education-focused datasets (Student Dropout [30], and Stu-
dent Performance [6]). Figures 1 and 2 use the Adult [2]
dataset due to its larger sample size, which enables clear
visualization of marginal behavior and regeneration effects.

Across benchmarks, NPGC achieves higher fidelity and pri-
vacy scores than baseline methods while maintaining com-
petitive utility and substantially lower computational cost.
By enforcing empirical marginals, NPGC stabilizes regener-
ation under SFL and mitigates variance degradation.

We further evaluate NPGC on the OpenStax learning plat-
form using engineer-generated test interaction logs from the
platform’s quality assurance system. The dataset exhibits
severe categorical imbalance, a common characteristic of ed-
ucational activity data. NPGC preserves empirical cate-
gory proportions under this imbalance while satisfying pri-
vacy constraints. We demonstrate that the NPGC supports
practical data sharing for instructional analytics without ex-
posing individual-level records. We implement NPGC in
Python as a synthesizer wrapper designed for straightfor-
ward integration into existing data workflows, enabling prac-
tical plug-and-play deployment.*

This paper is organized as follows. Section 2 reviews prior
approaches to tabular data generation and related instabil-
ity phenomena. Section 3 presents the formal formulation of
NPGC. Section 4 describes the benchmark datasets and the
evaluation protocols. Section 5 reports comparative results
on fidelity, privacy, and regeneration stability. Section 6 de-
tails an applied case study on the OpenStax learning plat-
form. Sections 7 and 8 discuss, conclude, and outline future
directions.

2. RELATED WORK

Synthetic tabular data generation has long been studied as a
mechanism for releasing useful data while controlling disclo-
sure risk [37, 49]. In education, the tension between utility,
fidelity, privacy, and validity constraints is particularly pro-
nounced: Student-level datasets are high-dimensional and

!The synthetic data generation toolkit is available: https:
//github.com/gdiaz95/Synthetic_data_generation
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heterogeneous, combining continuous, integer/count, cate-
gorical, and ordinal variables within a single table, yet in-
stitutional and regulatory constraints often prevent broad
sharing for benchmarking and reproducibility. Recent sur-
veys and benchmark studies show that reported rankings of
tabular generators can depend strongly on evaluation pro-
tocols, hyperparameter tuning effort, and available compute
resources [19, 27, 23, 48]. These findings motivate synthesis
methods that are not only competitive in utility but also
stable, reproducible, and computationally accessible.

Following the requirement-oriented taxonomy of [49], we
summarize representative model families and position our
approach relative to their design trade-offs.

2.1 Deep Learning for Tabular Data

Deep generative models are widely used for tabular synthe-
sis to capture complex cross-feature dependencies. GAN-
based approaches such as TGAN [55], CTGAN [54], and
TVAE [36], and CTAB-GAN/CTAB-GAN+ [57, 58] adapt
the adversarial framework of [16] to mixed continuous and
categorical data through conditional training and tailored
normalization schemes. Deep learning models often achieve
strong downstream predictive performance. However, be-
cause they optimize global or reconstruction objectives, mar-
ginal distributions are not explicitly constrained; univariate
shapes can deviate from empirical distributions [25], par-
ticularly for skewed or multi-modal educational attributes

(Fig. 1).

Diffusion- and score-based extensions, including TabDDPM
[26], STaSy [22], CoDi [28], AutoDiff [50], FinDiff [39], and
TabSyn [56], increase modeling flexibility through multi-step
denoising objectives [45, 20]. LLM-based generators such
as GReaT [4], built on Transformer architectures [51], pro-
vide flexible conditioning at the cost of substantial compu-
tational resources. Empirical studies further indicate that
deep learning does not consistently outperform simpler ap-
proaches on tabular data and typically requires greater tun-
ing effort [42, 23].

Given our objective of providing a lightweight, stable, and
reproducible synthesizer for privacy-sensitive educational da-
tasets, we restrict our deep learning baselines to represen-
tative GAN/VAE models (CTGAN and TVAE), enabling
controlled comparison against a statistical alternative.

2.2 Parametric and Copula-Based Statistical
Methods

Copulas provide a classical framework for modeling multi-
variate dependence by separating marginals from the joint
structure under Sklar’s theorem [44]. Gaussian and vine
copulas are widely used in finance, marketing, survival anal-
ysis, and applied statistics [46, 9, 33, 7, 8, 21]. Their de-
coupled formulation enables efficient sampling and inter-
pretability, motivating synthetic tabular systems such as the
Gaussian-copula model implemented in the Synthetic Data
Vault (SDV) [34], a Python library for generating synthetic
tabular data, and related copula-based generators for com-
plex data [3].

Most copula-based synthesizers assume parametric marginal



families. When educational attributes are skewed, discrete,
or multi-modal, such assumptions can introduce systematic
distortion. Differentially private extensions such as DPCop-
ula [29] inject calibrated noise into marginal and correla-
tion estimates to satisfy formal DP guarantees, but pri-
vacy noise may exacerbate misspecification effects. Non-
parametric copula generators based on empirical CDFs re-
lax distributional assumptions [38], yet they do not explic-
itly address DP accounting, regeneration stability, or repro-
ducible low-overhead benchmarking in privacy-restricted ed-
ucational settings.

NPGC retains the copula decomposition while replacing pa-
rametric marginals with privatized empirical anchors and
enforcing positive semi-definite correction of the noisy cor-
relation matrix. This design prioritizes exact marginal fi-
delity, computational efficiency, and reproducibility under
constrained compute, positioning NPGC as a lightweight
statistical alternative rather than a high-capacity hybrid or
deep generator.

2.3 Recursive Training and Synthetic
Feedback Effects

Researchers increasingly reuse synthetically generated data
for downstream training, distillation, and iterative regenera-
tion. When models train on data generated by earlier mod-
els, distributional drift can arise. Recent work documents
instability under recursive self-training, including Model Au-
tophagic Disorder (MAD) [1], model collapse [41], degrada-
tion of diversity when scaling with synthetic data alone [14],
and progressive loss of variance and tail behavior in large
models trained on recursively generated corpora [41]. In
GAN settings, researchers attribute such behavior to the
concentration of probability mass on limited modes and pro-
pose mitigation strategies such as VEEGAN [47]. Related
analyses in LLM fine-tuning show that recursive adaptation
can amplify distributional bias [31].

Although this literature focuses primarily on vision and lan-
guage models, the underlying mechanism, accumulation of
approximation error under repeated self-consumption, ex-
tends directly to tabular synthesis. In tabular data, even
small marginal distortions can compound across generations,
attenuating rare categories or low-frequency subgroups. In
educational settings, such drift is particularly consequen-
tial because subgroup underrepresentation may bias down-
stream analytics, fairness assessments, and policy decisions.

To the best of our knowledge, model collapse and regen-
eration stability have not been systematically analyzed in
privacy-sensitive tabular synthesis. We therefore introduce
an explicit empirical evaluation of synthetic feedback effects
in tabular data. In Section 5, we examine how marginal
preservation influences recursive stability and whether con-
straining marginals mitigates variance shrinkage under syn-
thetic feedback.

3. NON-PARAMETRIC GAUSSIAN
COPULA (NPGC)

We formulate NPGC as a three-stage generative process
grounded in Sklar’s Theorem [44], which decomposes a joint
distribution into univariate marginal distributions and a co-
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pula-based dependency structure. To provide formal privacy
guarantees, differential privacy (DP) [13] is incorporated di-
rectly into both marginal estimation and correlation model-
ing. The procedure is defined as follows:

3.1 Marginal Transformation: x — 7
Intuitively, this step reorders each variable into a common
Gaussian scale while storing its observed distribution, allow-
ing dependencies to be modeled separately from marginal
shapes. NPGC maps the original data matrix X € R"*?
into a latent Gaussian space Z € R™*? column-wise, where
n denotes the number of records and p the number of fea-
tures. Privacy is enforced during marginal estimation prior
to Gaussian projection. For each feature column X; (j =
1,...,p), the transformation proceeds in two steps:

1. Mapping of X to a variable U; € (0,1) via a column-
specific empirical probability integral transform; under
consistency of F;, U; = U(0,1).

2. Projection to the standard Gaussian space via Z; =
®~(U;), where ® denotes the cumulative distribution
function of the standard normal distribution.

For continuous variables, we map observed values to the unit
interval using a histogram-based estimate of the marginal
CDF. Let 13]- denote the empirical CDF constructed from
the non-missing entries of column j. We set U; = ./F‘\j (X;5)
using linear interpolation, so that U; € (0,1).

For integer-valued variables with empirical probability mass
function p; and CDF F\j, we apply dequantization U; =
Fj(X;)—rp;(X;) with r ~ 24(0, 1), which distributes proba-
bility mass uniformly over (F;(z~), F;(z)] for each observed
value z, where =~ denotes the immediate predecessor of z
in the ordered discrete support.

Categorical variables are treated analogously by estimat-
ing empirical category probabilities and sampling uniformly
within each category’s CDF interval. This embeds contin-
uous, integer, and categorical variables into a common con-
tinuous domain (0, 1).

Let fnan denote the empirical fraction of missing values in
column j. Observed numeric values are scaled to occupy
(0,1— fnan), while the upper interval (1 — fnan, 1) is reserved
for missingness. This produces a disjoint partition of (0, 1)
in which observed variability and missingness are encoded
separately. This representation also preserves correlations
between missingness and observed variables. As a result,
missingness patterns can be reproduced when they are re-
flected in the data (e.g., missing values occurring more fre-
quently within specific subgroups). However, if missingness
depends on unobserved factors, these dependencies cannot
be fully recovered, since the copula captures only associa-
tions among observed variables. After uniformization, we
apply the Gaussian projection Z; = ®~'(U;), where ® is
the standard normal CDF, yielding latent variables with ap-
proximately standard normal marginals for correlation esti-
mation.

Concretely, DP is enforced by adding calibrated random
noise to the statistics NPGC fits (the histogram bin counts



for each marginal and entries of the correlation matrix),
scaled according to the sensitivity of each statistic and the
privacy parameter . NPGC adds DP noise to two quanti-
ties, namely, the marginals and the correlation matrix, so
we split the € between them. This split is called a privacy
budget € = €m + €. with €, = e. = €/2, where €, is ap-
plied to marginal estimation and €. to correlation estima-
tion. Marginal distributions are privatized using the Laplace
mechanism under ¢,,-differential privacy per column, with
e = 1 by default and configurable by the user. For his-
togram bin counts hy, we construct hy = max(0, hx + nx)
with ni ~ Lap(1l/em). For categorical or integer counts cy,
we construct & = max(0, c¢+1¢) with n¢ ~ Lap(1/€é,). The
empirical CDF ﬁj is then formed from the normalized per-
turbed counts and stored for inverse sampling (Section 3.3).
Under sequential composition across all p columns, the total
privacy cost of the marginal step is p - €m,.

The resulting matrix Z € R™*? has standard normal margi-
nals across columns. Specifically, let Z; denote the j-th
column of Z. Then Z; ~ N(0,1), and the columns are
suitable for correlation estimation in the latent Gaussian
space.

3.2 Correlation and Gaussian Sampling

In simple terms, this step captures how variables co-vary
after removing their individual distributions, enabling joint
dependence to be reproduced independently of individual
form. Once the data is transformed into the Gaussian space
Z, we estimate and replicate the dependency structure. We
compute the empirical correlation matrix R = L7z
The matrix is privatized by adding symmetric Laplace noise
to each entry. Since Z; = ® '(F;(X,;)) and the empiri-
cal CDF maps observations to ranks, the maximum value
any entry of Z can take is ®~'(n/(n 4 1)), yielding a data-
independent per-entry sensitivity of [~ (n/(n+1))]?/(n —
1). Noise is added with scale b = [~ !(n/(n + 1))]*/((n —
1)e.) per entry, so that each entry satisfies e.-differential pri-
vacy. Under sequential composition across all p(p — 1) off-
diagonal entries, the total privacy cost of the correlation step
is p(p—1)-€c. Let R denote the noisy matrix. To enforce pos-
itive semi-definiteness, we compute the eigen-decomposition
R = VAV and replace A with AT = diag(max(\,d)),
where we use § = 1078 in practice. The matrix is then re-
constructed as R = VA+AVT and normalized to have a unit
diagonal. The resulting R is stored for subsequent sampling.

We generate Ziq € R™*P, where m denotes the number
of generated samples, with rows sampled independently as
N(0,1,). Let R = LL" denote the Cholesky factorization
of the learned correlation matrix. Correlated samples are
obtained via Zgyn = ZiaLT . Each row of Zsyn then follows
N(0, ﬁ), yielding a synthetic Gaussian matrix that preserves
the learned dependency structure.

3.3 Marginal Reconstruction: Z,,, — X,

This step converts the synthetic data back into the origi-
nal format of the dataset using the empirical marginal an-
chors, preserving the original distributions. Since sampling
depends only on the privatized marginals F\j and correlation
matrix ﬁ, the inverse stage is a post-processing operation.
We now map the Gaussian samples Zsy, back to the orig-
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inal feature space to obtain Xgyn by reversing the forward
transformation:

1. Map to uniform domain via the standard normal CDF:
Usyn,j = ®(Zsyn,5)-

2. Apply inverse empirical CDF, Xgym,; = ﬁjfl(Usyn,]-),
using interpolation for continuous variables and bin
assignment for discrete types.

The generative process yields Xgn € R™*P. Marginals
are generated using empirical anchors stored during fitting:
sorted empirical values for numeric columns and (noisy)
category masses for categorical columns, applied through
inverse empirical CDF sampling. In contrast to standard
Gaussian copula models that assume parametric marginal
families, NPGC relies directly on empirical (and privatized)
marginal distributions while modeling dependencies solely
through the Gaussian copula correlation structure.

To simplify usage, NPGC is implemented as a synthesizer
class following a standard fit-sample paradigm. As shown
in Listing 1, the user fits the model to a tabular dataset.
The fit step estimates the empirical marginal distributions
and the Gaussian copula correlation matrix. After fitting,
the model can generate synthetic samples of arbitrary size,
and the trained instance can be saved to or loaded from
disk for reproducible generation. In practice, this follows a
straightforward workflow: fit the model to real data, then
generate synthetic samples from the learned distributions.

Listing 1: Example usage of the Non-Parametric Gaussian
Copula (NPGC) synthesizer.

# Instantiate the NPGC synthesizer
synthesizer = NPGC()

# Fit the model to the original dataset (pandas
DataFrame input)
synthesizer.fit(original_dataframe)

# Alternatively, load a previously trained model
synthesizer.load("models/synthetic_model.pkl")

# Generate synthetic samples (returned as a
pandas DataFrame)

synthetic_data = synthesizer.sample(num_rows
=1000)

# Save the fitted model for future reuse
synthesizer.save("models/synthetic_model.pkl")

An overview of the NPGC fit and sample procedures is
shown in Fig. 3. The model consists of two components:
privatized empirical marginals and a Gaussian copula cor-
relation matrix. The fit phase estimates these quantities in
a latent Gaussian space, and the sample phase generates
correlated Gaussian draws followed by inverse marginal re-
construction to produce synthetic data. Details of the com-
putational complexity for the fit and sample procedures are
provided in Appendix B.1.

4. EXPERIMENTAL SETUP

The datasets reflect heterogeneous tabular structure, vary-
ing in sample size from n = 649 to n > 45,000 and in dimen-
sionality from p = 4 to p = 36, with mixtures of continuous,



Table 1: Benchmark datasets used for evaluation, showing the
number of instances and features for each dataset.

Dataset Instances (n) Features (p)
Adult [2] 48,842 14
Balance Scale [43] 625 4
Nursery [32] 12,960 8
Student Dropout [30] 4,424 36
Student Performance [6] 649 33

discrete, and categorical variables and missing values in sev-
eral cases. We do not impose a theoretical minimum sample
size. Robustness to dataset size is assessed empirically across
benchmarks ranging from n = 625 to n > 45,000 (Table 1).
NPGC maintains stable performance across this range, in-
cluding the smallest dataset (n = 649), without dataset-
specific tuning. For each dataset, we generate a synthetic
dataset of size equal to the training partition (m = 0.8n).
Each dataset is split once into fixed 80/20 train—holdout
partitions, following standard practice, for fidelity and pri-
vacy evaluation. For utility, a separate 70/30 split is used
for Train-on-Synthetic, Test-on-Real (TSTR) evaluation, as
downstream classifier evaluation benefits from a larger test
partition; both partitions use a predefined random seed.
Synthetic samples are generated from the training split only.
The holdout set is never used for model fitting and remains
fixed across regeneration iterations.

We evaluate NPGC against four baseline models implemen-
ted using the Synthetic Data Vault (SDV) single-table syn-
thesizers [34], selected to represent the main classes in tab-
ular data synthesis: parametric copula models (PGC) [44],
deep generative models (CTGAN, TVAE) [54, 53], and hy-
brid approaches (Copula-GAN). Baselines provide a consis-
tent basis for comparison within the SDV framework, cov-
ering the main modeling paradigms used in tabular synthe-
sis and enabling evaluation across parametric, deep learn-
ing, and hybrid approaches. Future work may evaluate NP-
GC against more recent tabular synthesis methods. Exper-
iments are conducted on the benchmark datasets summa-
rized in Table 1, obtained from the UCI Machine Learning
Repository [11].

We evaluate synthetic data quality using three standard cri-
teria,fidelity, utility, and privacy, following established prac-
tice [49]. In addition, we introduce a regeneration stability
protocol that measures robustness under iterative synthetic
feedback.

Fidelity measures agreement between the statistical struc-
ture of real and synthetic data. It is quantified using the
SD Metrics single-table Quality Report [34], summarized
by the Overall Score, defined as the arithmetic mean of
the report’s univariate and bivariate components: Column
Shapes (univariate distribution agreement, including Kol-
mogorov—Smirnov comparisons for numerical variables) and
Column Pair Trends (pairwise relationship preservation).
These scores lie in [0, 1], with 1 indicating perfect agreement
under the SDMetrics definitions.

Privacy refers to protecting sensitive information in the orig-
inal dataset and preventing the synthetic output from en-

272

FIT SAMPLE
X e Rmxp Z € RmxP
Mixed types rows i.i.d. ~ N(0,Ip)

v

v

Marginal Estimation

Applying Correlation

Noisy empirical CDF F
Z = o (F(X))

LLT =R
Zsyn = ZiidL—r

v

v

Z € RnXP
marginals ~ N(0, 1)

Zegn € RMXP
rows ~ N(0, R)

v

v

Correlation Learning

Marginal Reconstruction

Usyn = ®(Zsyn)
Xsyn = Fﬁl(Usyn)
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Figure 3: Overview of NPGC. FIT: Empirical marginal es-
timation via empirical Cumulative Distribution Functions
(CDFs) with Gaussian projection, followed by correlation es-
timation R with positive semi-definite (PSD) correction; the
collection of marginals {ﬁ] }le, where p denotes the number

of features (shown as F in the figure for clarity), and R are
stored. SAMPLE: Independent Gaussian samples are cor-
related using Cholesky factorization LLT of R and mapped
back through inverse empirical CDF reconstruction.

abling re-identification attacks (e.g., linkage, inference, or
membership attacks). In this work, privacy is evaluated
using Discriminator AUC and Distance to Closest Record
(DCR) Share [34]. Discriminator AUC is computed by train-
ing a binary classifier solely for evaluation to distinguish real
from synthetic samples and measuring the area under the
receiver operating characteristic curve. DCR Share quan-
tifies proximity between synthetic and real records based
on nearest-neighbor distances. Both metrics are bounded in
[0, 1], and values closer to 0.5 indicate lower separability and
reduced memorization risk.

Utility refers to how fit for use the synthetic dataset is for the
intended analytic task. In this work, utility is evaluated us-
ing the Train-on-Synthetic, Test-on-Real (TSTR) protocol
together with runtime measurements. An XGBoost clas-
sifier [5] (fixed random seed, default hyperparameters) is
trained on synthetic data and evaluated on real data us-
ing classification accuracy. We select XGBOOST as a base-
line for TSTR due to its strong performance, robustness to
heterogeneous feature types, and widespread use in educa-
tional data mining. Future work may evaluate utility across
a broader set of predictive models. Accuracy is bounded in
[0, 1], with higher values indicating better predictive perfor-
mance. Performance is compared to a classifier trained on
real data under the same split, and relative degradation (Ac-
curacy Drop) is reported. Training time denotes synthesizer
fitting time, and evaluation time denotes synthetic sample
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Figure 4: Marginal density of the Admission grade variable in
the Student Dropout Success [30] dataset. The shaded region
denotes the empirical density of the real data. Curves cor-
respond to TGAN, TVAE, PGC, Copula-GAN, and the pro-
posed NPGC. Deep learning and parametric baselines distort
the marginal shape, while NPGC preserves it through empir-
ical anchoring.

generation time.

Regeneration stability measures preservation of fidelity un-
der repeated Synthetic Feedback Loop (SFL) iterations. It is
evaluated using a 10-step synthetic feedback protocol on the
Adult dataset [2]. At each iteration, the model is reinitial-
ized and retrained on the synthetic dataset generated at the
previous generation. Let S (%) denote the synthetic dataset
generated at iteration k under SFL. Regeneration stability
is defined as the preservation of the Overall Score between
S*) and the original real dataset across k =1,...,10.

5. RESULTS

We evaluate NPGC against four baseline models across the
five benchmark datasets described in Section 4. Results are
reported for fidelity, utility, privacy, and regeneration stabil-
ity and are averaged across all datasets (one aggregate score
per dataset).

5.1 Fidelity

Fidelity measures how closely the synthetic data matches
the statistical structure of the real data. In practice, higher
fidelity indicates that summary statistics and distributions
remain consistent between real and synthetic datasets. As
shown in Table 2, NPGC achieves the highest Overall Score
(0.962), as well as the highest Column Shapes score (0.985)
and Column Pair Trends score (0.939). These results indi-
cate that NPGC consistently outperforms all baselines in fi-
delity across both univariate and pairwise correlation preser-
vation.

Figure 4 compares the marginal distribution of the Admis-
sion grade variable in the Student Dropout Success [30]
dataset. The Copula-GAN collapses the distribution into
a narrow spike near x ~ 177.8, indicating incorrect assump-
tions. PGC produces a unimodal approximation that does
not capture the non-standard structure of the real data.
NPGC consistently reproduces the empirical marginal.
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Figure 5: Marginal density of the Education-num variable
in the Adult [2] dataset across three sequential regeneration
iterations of NPGC. The shaded region denotes the empirical
density of the original data, and purple curves (iterations 1-3)
represent synthetic samples generated under repeated regen-
eration. The overlap across iterations demonstrates stability
of the marginal distribution.

5.2 Privacy

Privacy measures the extent to which individual records
from the real dataset are protected. In practice, stronger
privacy indicates a lower risk of distinguishing or linking
synthetic samples to real individuals. As shown in Table 3,
NPGC achieves the lowest Discriminator AUC (0.801) and
DCR Share (0.527). Since values closer to 0.5 indicate lower
separability and memorization, NPGC provides the strong-
est privacy performance among all methods.

5.3 Utility

Utility measures how useful the synthetic data is for down-
stream tasks. In practice, this reflects whether models train-
ed on synthetic data behave similarly when applied to real
data. Tables 4 and 5 show that TVAE attains the lowest
accuracy drop (8.66%), while NPGC achieves a competitive
drop of 16.99%, outperforming CTGAN and Copula-GAN
and providing stronger privacy guarantees than TVAE.

Training times differ substantially: CTGAN and Copula-
GAN exceed 790 seconds, TVAE requires 268 seconds, PGC
11.86 seconds, and NPGC 0.65 seconds. Sampling times are
below 1.2 seconds for all methods. NPGC, as a non-deep-
learning model, achieves orders-of-magnitude speedups over
deep learning baselines and remains substantially faster than
the PGC baseline.

Table 2: Average fidelity metrics across datasets. Overall
Score reflects univariate (Column Shapes) and bivariate (Pair
Trends) agreement between synthetic and real data. NPGC
attains the highest fidelity across all metrics.

Model Overall Score  Column Shapes Pair Trends
NPGC 0.962 0.985 0.939
CTGAN 0.895 0.918 0.872
Copula-GAN 0.888 0.914 0.863
PGC 0.897 0.913 0.881
TVAE 0.832 0.883 0.781




Table 3: Average privacy metrics across datasets. Lower
values indicate reduced real-synthetic separability and lower
memorization risk. NPGC achieves the strongest privacy per-
formance.

Model Discriminator AUC DCR Share
NPGC 0.801 0.527
CTGAN 0.853 0.567
Copula-GAN 0.871 0.558
PGC 0.850 0.549
TVAE 0.910 0.545

5.4 Regeneration Stability

Regeneration stability measures how well the synthetic data
preserves its fidelity under repeated generation. In prac-
tice, this indicates whether the data maintains its variabil-
ity and distribution across iterations. Regeneration stabil-
ity is evaluated only on the Adult [2] dataset using the 10-
step synthetic feedback protocol described in Section 4. As
shown in Fig. 5, we observe the marginal distribution of
the Education-num variable across successive NPGC itera-
tions. NPGC correctly preserves the multi-modal empirical
marginal distribution across iterations with minimal drift
by construction, illustrating the absence of model collapse
under repeated regeneration.

This marginal stability is reflected in the aggregate fidelity
metric. As shown in Fig. 6, NPGC Overall Score decreases
from 96.43% at iteration 1 to 95.27% at iteration 10 (1.16
percentage points). Copula-GAN decreases from 88.93%
to 49.25%, CTGAN from 86.31% to 57.38%, TVAE from
89.33% to 65.56%, and PGC from 84.53% to 78.69%. These
results show that NPGC maintains marginal and bivariate
structure (as captured by the Overall Score) under repeated
regeneration, while alternative methods exhibit substantial
degradation.

6. EDUCATIONAL RESEARCH
APPLICATION

We evaluate NPGC in an applied setting using engineer-
generated test interaction logs from Assignable, the Open-
Stax homework platform that records student activity using
the Experience API (xAPI) standard. The platform orga-
nizes student work hierarchically: each assignment contains
several activities, and assessment activities contain individ-
ual assessment-questions. We analyze the activity layer only.

Table 4: Average Train-on-Synthetic, Test-on-Real (TSTR)
utility metrics across datasets using XGBoost. Synthetic
Score denotes classification accuracy when training on syn-
thetic data and testing on real data, and Accuracy Drop mea-
sures the relative decrease compared to training on real data.
NPGC achieves the second-highest utility.

Model Synthetic Score  Accuracy Drop (%)
NPGC 0.739 16.99
CTGAN 0.619 25.73
Copula-GAN 0.647 22.80
PGC 0.675 17.04
TVAE 0.797 8.66
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Table 5: Average computational runtimes across datasets.
Train Time denotes model fitting time, and Eval Time de-
notes sampling and evaluation time. NPGC achieves the low-
est training time.

Model Train Time (s) Eval Time (s)
NPGC 0.650 1.19
CTGAN 821.01 0.68
Copula-GAN 791.90 0.75
PGC 11.860 1.03
TVAE 268.46 0.34

Each Assessment is therefore counted as a single event, re-
gardless of how many questions it contains. This yields 1,509
test interactions spanning four activity types: Reading, As-
sessment, Ancillary, and AI Feature (see Appendix A for
definitions).

The empirical distribution is severely imbalanced: Assess-
ment events account for 72.1% of records, Reading for 26.0%,
Ancillary for 1.2%, and AI Feature for 0.7%. Such an imbal-
ance is characteristic of educational interaction data, where
dominant activity types vastly outnumber emerging or sup-
plementary ones. Standard synthesis methods often col-
lapse low-frequency categories under this regime, precisely
the ones most relevant for studying new or rare student be-
haviors. We apply NPGC to generate 1,982 augmented syn-
thetic records.

Figure 7 compares activity-type proportions between the
test and synthetic datasets. NPGC preserves all four propor-
tions to within roughly one percentage point, including Al
Feature at 0.81% in the synthetic data versus 0.73% in the
test data. The 11 test Al-Feature events are reflected as 16
synthetic events at matched relative frequency, demonstrat-
ing that empirical anchoring preserves rare-class structure
even under aggressive class imbalance.

7. DISCUSSION

Our results carry several implications for synthetic data prac-
tice in educational research. We organize this discussion
around three themes: what NPGC’s marginal preservation
means for analytic validity, what its limitations imply for
specific research designs, and what directions would most
benefit the EDM community.

Safeguarding Rare Educational Signals. When synthesizers
smooth multi-modal distributions or collapse low-frequency
categories, as Copula-GAN and CTGAN did across bench-
marks, the distortion is not evenly distributed. Rare sub-
groups are disproportionately affected: sparsely observed
demographic categories, low-frequency event types, and tail
behaviors are attenuated first. In educational datasets, these
are often the populations of greatest analytic interest: un-
derrepresented students, rare help-seeking behaviors, or a-
typical learning trajectories. NPGC’s empirical anchoring
preserves these distributional features by construction, re-
ducing the risk that synthetic data silently erases the stu-
dents/researchers who most need to study. Our case study
(Section 6) illustrates this concretely: NPGC maintained the
categorical proportions of a severely imbalanced activity-
type distribution, including Al-feature events occurring in
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Figure 7: Proportion of activity types in the test and syn-
thetic interaction dataset. The shaded bars represent empir-
ical proportions from 1,509 test interaction records from the
OpenStax platform. Synthetic proportions from 1,982 sam-
ples generated with NPGC closely match the empirical distri-
bution across the four activity types, including low-frequency
categories such as Ancillary and AI Feature. NPGC illus-
trates stable marginal preservation under deployment.

fewer than 1% of records.

The utility-fidelity tradeoff. NPGC achieves the highest fi-
delity but not the highest downstream classification accu-
racy; TVAE’s accuracy drop (8.66%) is lower than NPGC’s
(16.99%). This gap likely reflects a fundamental tension:
strict marginal anchoring constrains the joint distribution in
ways that can sacrifice cross-feature predictive signal, par-
ticularly nonlinear interactions that deep generators capture
through flexible function approximation. However, for many
EDM use cases such as population characterization, distri-
butional auditing, subgroup representation analysis, and de-
scriptive reporting, marginal fidelity matters more than pre-
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dictive utility. These differences have direct implications for
common EDM tasks. In descriptive analyses, higher fidelity
means that distributions of variables such as grades, activ-
ity counts, or demographic proportions remain consistent,
so reported statistics do not change when using synthetic
data. In predictive settings, comparable TSTR performance
means that models trained on synthetic data behave simi-
larly when evaluated on real data. For tasks such as dropout
prediction or early warning systems, this reduces the risk
that model outputs or intervention thresholds shift due to
artifacts introduced during synthesis. Researchers should
select their synthesizer based on their analytic objective.

Limitations and scope conditions. The Gaussian copula cap-
tures linear dependence structure in the latent space. Ed-
ucational data frequently exhibits threshold effects, ceiling
and floor artifacts, and nonlinear interactions (e.g., between
prior knowledge and intervention response) that this as-
sumption may not preserve. Additionally, our regeneration
stability analysis was conducted on a single dataset; whether
these properties generalize to high-cardinality educational
features (e.g., course IDs or learning objective codes) re-
mains an open question.

8. FUTURE DIRECTIONS

The most impactful extensions would address structures co-
mmon in educational research: longitudinal panel data with
temporal dependencies, multi-table relational schemas (stu-
dents X courses X assessments), and conditional distribu-
tions relevant to causal inference in platform A/B experi-
ments. Integrating flexible dependency models, such as vine
copulas [8] or neural spline flows [12], while retaining empir-
ical marginal anchoring could extend NPGC’s applicability
to these richer data structures without sacrificing its core
marginal stability and reproducibility guarantees. Future
work may also provide a more precise characterization of
the dependency structures captured by the model, evaluate
NPGC against more recent tabular synthesizers, and assess
utility across a broader range of predictive models.
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APPENDIX
A. OPENSTAX ONLINE INSTRUCTIONAL
SYSTEM

The OpenStax platform delivers digital instructional con-
tent and assessments to middle-school and post-secondary
learners, recording fine-grained student interactions as time-
stamped Experience API (xAPI) statements.

This paper uses full xAPI logs of example data generated
during quality assurance tests of the system containing 7,506
records at three levels: assignment (the top-level container),
activity (what the student engages with inside an assign-
ment), and assessment-question (an individual question in-
side an assessment). We analyze the activity level only,
yielding 1,509 records across four activity type categories:
Reading (reading), interaction with instructional content
such as textbook pages; Assessment (assessment), initiation
of a practice or formative evaluation; Ancillary (ancillary),
access to supplemental materials such as videos or external
references; and AI Feature (promptly:preset), an Al chat-
bot feature currently under development. Each Assessment
is counted as a single event; the questions inside it are not
counted separately. The empirical distribution is highly im-
balanced. Assessment accounts for ~72% of records and
Al-feature for under 1%, which poses challenges for gener-
ative methods that rely on parametric density assumptions
or adversarial training.

Using the dataset’s training split, we apply NPGC to gen-
erate 1,982 synthetic interaction records: 1,449 Assessment,
490 Reading, 27 Ancillary, and 16 Al-feature events, with
proportional agreement to the original distribution and pre-
servation of both dominant and low-frequency categories.
Because NPGC operates on an aggregated tabular structure
rather than reproducing individual-level sequences, the re-
leased synthetic data preserves categorical frequency struc-
ture while mitigating identity disclosure risk, supporting re-
lease for educational research under privacy constraints.

B. BASELINE HYPERPARAMETERS

All baseline models were implemented using the SDV single-
table synthesizers. Unless otherwise specified, default SDV
hyperparameters were used without additional tuning.

Parametric Gaussian Copula (PGC) models each numeric
column using a specified parametric family and couples vari-
ables through a Gaussian copula correlation structure. The
settings below indicate the default numeric marginal family
and two post-processing constraints: whether generated val-
ues are clipped to the observed range and whether numeric
outputs are rounded to match discrete-valued columns.

Copula-GAN applies a copula-based transformation and then
trains a GAN to model dependencies in the transformed
space. The hyperparameters below define the training bud-
get (epochs, batch size), representation size (embedding di-
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Table 6: Parametric Gaussian Copula (PGC) Hyperparame-
ters

Parameter Value

Default numerical distribution  beta
Enforce min/max values True
Enforce rounding True

mension), network capacity (hidden layer sizes), optimizer
step sizes (learning rates), discriminator update policy (ste-
ps), and the PAC setting (number of samples packed per dis-
criminator input). The last two options enforce range clip-
ping and rounding during post-processing to better match
the original data domain.

Table 7: Copula-GAN Hyperparameters

Parameter Value
Epochs 300
Batch size 500
Embedding dimension 128
Generator hidden dimensions (256, 256)
Discriminator hidden dimensions (256, 256)
Generator learning rate 2x 1074
Discriminator learning rate 2x 1074
Discriminator steps 1
PAC 10
Enforce min/max values True
Enforce rounding True

CTGAN is a conditional GAN designed for mixed contin-
uous and categorical tabular data. The hyperparameters
below specify the training budget (epochs, batch size), em-
bedding size for conditional vectors and categorical repre-
sentations, generator/discriminator capacity (hidden dimen-
sions), optimizer step sizes (learning rates), discriminator
update policy (steps per generator update), and PAC pack-
ing. As above, min/max enforcement clips generated values
to the observed range and rounding enforces discrete-valued
outputs where applicable.

TVAE is a variational autoencoder for tabular data. The hy-
perparameters below specify the training budget (epochs),
latent /embedding size, encoder (compression) and decoder
(decompression) layer widths, the strength of L2 regulariza-
tion, and the loss weighting factor used in SDV’s implemen-
tation. Min/max enforcement clips outputs to the observed
range, and rounding enforces discrete-valued outputs where

Table 8: CTGAN Hyperparameters

Parameter Value
Epochs 300
Batch size 500
Embedding dimension 128
Generator hidden dimensions (256, 256)
Discriminator hidden dimensions (256, 256)
Generator learning rate 2x 1074
Discriminator learning rate 2x 1074
Discriminator steps 1
PAC 10
Enforce min/max values True
Enforce rounding True




Table 9: TVAE Hyperparameters

Parameter Value
Epochs 300
Embedding dimension 128
Compression layers (128, 128)
Decompression layers (128, 128)
L2 regularization scale 1x107°

Loss factor 2
Enforce min/max values True
Enforce rounding True

applicable.

NPGC is a nonparametric Gaussian copula synthesizer. The
entries below summarize the privacy level used in exper-
iments (the DP budget €) and the modeling choices: no
neural optimization, empirical (nonparametric) marginal an-
choring, and dependence captured through a Gaussian cop-
ula correlation matrix.

B.1 Computational Complexity

Let n denote the number of rows in the training data and
p the number of columns. For sampling, let m denote the
number of generated rows. The computational cost of the
non-parametric Gaussian copula synthesizer can be sepa-
rated into the fitting stage and the sampling stage.

Fitting complexity. The algorithm learns the marginal dis-
tributions for each column and then estimates the latent
Gaussian correlation matrix. For each of the p columns, the
marginal-learning step requires sorting or equivalent rank-
ing/uniqueness operations on up to n observations, yielding
a cost of order O(nlogn) per column. Across all columns,
this contributes O(pnlogn). After transforming the data
into the latent Gaussian space, the empirical correlation ma-
trix is computed from a matrix of size n X p, which costs
O(np?). When differential privacy is enabled, the noisy cor-
relation matrix is projected onto the cone of valid correla-
tion matrices through an eigen-decomposition, which costs
O(p®). Therefore, the overall complexity of fit() is

O(pn logn + np® + ps)

when privacy is enabled, and O(pnlogn + np®) when the
correlation-repair step is skipped.

Sampling complexity. The algorithm first generates an in-
dependent Gaussian matrix of size m X p, which costs O(mp).
It then applies the learned correlation structure using a
Cholesky factorization of the p X p correlation matrix. Com-
puting the factorization costs O(p®), and multiplying the

Table 10: NPGC Hyperparameters

Parameter Value
Differential privacy parameter (€) 1.0
Neural optimization None
Marginal modeling Empirical

Dependency modeling Gaussian copula relation
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sampled Gaussian matrix by the Cholesky factor O(mp?).
Finally, each column is transformed back through its in-
verse empirical CDF. For continuous and categorical vari-
ables, this step is typically linear in the number of generated
samples, contributing approximately O(mp) overall. Hence,
the typical complexity of sample() is

O(mp2 —|—p3) .

There is, however, an important exception for integer-valued
variables when minimum and maximum values are enforced.
In that case, the inverse transformation compares each gen-
erated value against all unique observed integer levels. If
a column has u; unique integer values, then this step costs
O(muy). In the worst case, u; = O(n), so a single integer-
valued column may require O(mn). If m = n, this becomes
O(n?). Thus, while sampling is usually cheaper than fit-
ting, high-cardinality integer columns can make the sam-
pling stage substantially more expensive in the worst case.

Memory complexity. The memory requirements can also
be separated into the fitting and sampling stages. Dur-
ing fitting, the algorithm stores the latent Gaussian ma-
trix Z € R™P  which requires O(np) memory. It also
stores the correlation matrix, which requires O(p?), and the
learned marginal information. For numeric variables, the
fitted model stores the sorted observed values for each col-
umn; across all columns, this requires O(np) memory in the
worst, case. Categorical counts and metadata contribute at
most lower-order terms relative to this. Therefore, the over-
all memory complexity of £it() is

O(np +p*).

Sampling memory. During sampling, the algorithm stores
the independently generated Gaussian samples, the corre-
lated Gaussian samples, and the final synthetic table, each
of size m X p. Although these objects may coexist temporar-
ily, their combined memory usage remains O(mp) up to con-
stant factors. The learned correlation matrix again requires
O(p?) memory. Hence, the typical memory complexity of
sample() is O(mp + p?).

Integer-valued columns. As with runtime complexity, in-
teger-valued columns can increase memory usage. When
minimum and maximum values are enforced, the inverse
mapping step forms a temporary pairwise difference matrix
between the generated values and all unique observed inte-
ger levels. If column j has u; unique integer values, this
temporary array requires O(mu;) memory. In the worst
case, u; = O(n), so one such column may require O(mn)
additional memory. Therefore, the worst-case memory com-
plexity of sample() becomes

O(mp + p° + mn).
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