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ABSTRACT
With growing interest in applying artificially intelligent agents
to collaborative learning settings, we are challenged to iden-
tify meaningful moments for these agents to intervene. I
propose moments of disagreement within groups to be piv-
otal - that is, the interaction can lead to learning gains or
disruption depending on how they are handled. With that
in mind, I plan to run user studies over a short group task to
explore a baseline turn-based intervention policy compared
to a disagreement-driven intervention policy. While these
moments are nuanced, this study will provide some initial
insights into a specific, educationally grounded, and explain-
able intervention policy during a group task conflict.
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1. INTRODUCTION TO THE PROBLEM
Collaborative learning is a well-studied area in education,
with growing opportunity to apply artificially intelligent agents
as helpers [1, 6, 7, 19]. However, as we develop the neces-
sary architectures to handle multimodal, multiparty, and
in-person interactions, we are still left with a gap between
the technology and educationally grounded human-AI in-
teraction [6]. One question we must ground in the learn-
ing sciences is when to intervene, if at all. A closely re-
lated question is how conflict is handled in small groups.
In a previous article, Rummel et al. contrasted two pos-
sible extremes for the future of AI in collaborative work:
a dystopian future and a utopian future [17]. Notably, the
two paths both included group conflict and dialogue policies.
The dystopian scenerio described a pair with frequent con-
flict, frustrating interventions, and unexplainable outcomes
from the AI. In the utopian scenerio, however, the dialogue
policy was explainable, and conflict was treated as a nu-
anced situation, with helpful interventions aimed at produc-
tive conversation [17]. While both futures are still far off, I
aim to explore the intersection of dialogue policy and con-
flict management in small group tasks. Previous work has

explored human-centered dialogue policies for collaborative
learning [4, 6], including wizard-of-oz analysis to inform di-
alogue policy and real-time, state-based dialogue policies.
For example, in [6], group states were automatically clas-
sified and used to determine interventions. One outcome
of this study was showcasing that active negotiations could
contribute to unproductive perseverence; that is, when stu-
dents were addressing task conflict, they could get stuck.
While this was one consideration in their dialogue policy, I
am interested in isolating this aspect and diving deeper into
its impact on collaborative outcomes.

2. PROPOSED FRAMING AND SOLUTION
Collaborative work often requires progress toward common
ground [19, 26]. However, if task conflict arises, it can cre-
ate an obstacle which requires negotiation to resolve [7, 8].
While previous work has shown mixed outcomes, with task
conflict sometimes being a positive learning event [8] and
sometimes a negative learning event [9, 11], the literature
seems to indicate that the difference in these pivotal mo-
ments is how the conflict is handled [9, 12, 20, 23]. With
this in mind, I propose that disagreement can serve as a
signal to intervene. In particular, disagreements which are
not being resolved or are escalating may require assistance
from an external party [3, 6, 7]. Disagreement, for this pa-
per, refers to a conflict in which we cannot reach common
ground with the current task propositions [26]. For exam-
ple, if one student believes the answer is A, and another
student believes the answer is not A, they must resolve this
disagreement if common ground is needed for the task. To
explore this specific dialogue policy, I will implement user
studies with a real-time, multimodal common ground track-
ing system [21] with the addition of interventions.

DPIP Task. For this project, groups of four will complete a
Distributed Partial Information Puzzle (DPIP) [25], wherein
participants work together to recreate a target Lego struc-
ture. Following the jigsaw approach used in [6], three of
the participants have unique information and must work to-
gether to piece their knowledge into one combined solution
(in my case, the Lego structure). The remaining participant
acts as the builder, constructing the structure but without
any information to start with. This task requires collabo-
ration between each team member, as well as negotiating
unique perspectives to reach the final outcome. In this task,
disagreement naturally arises as participants attempt to ori-
ent together and give directions to the builder. An exam-
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ple of this can be seen in Fig 2. The group thought they
were correctly completing the task, but they came to an im-
pass when there was a conflict between two members’ views.
While one participant (P4) saw a red block in a specific loca-
tion, another participant (P2) believed it should have been
an orange block. The builder places a red, removes it, and
places an orange, at which point P4 rests her head in her
hands as a sign of confusion. At this point, the solution is
that the participants are actually referring to two separate
corners; each person is correct, but their beliefs about their
wall orientation needs to be adjusted. I propose moments
such as this one to be potentially helpful moments for an
agent to intervene.

Dialogue

P4 And there’s two of [red].
P2 I have orange on top of the red.
P4 Orange?
P4 Oh no.
P4 That’s not right for me.

Figure 1: Participants reach a disagreement while working
on the DPIP task. Participants are labeled P1, P2, P3, and
P4, from left to right. P4 sees a red square while P2 sees
an orange square, and the group must re-negotiate their task
beliefs before they can continue.

Intervention Agents. The interventions will be provided as
speech and on-screen text to the group. Interventions will
come from one of three fine-tuned versions of Meta-Llama-
3-8B-Instruct: Identity Preference Optimization (IPO) [2],
Proximal Policy Optimization (PPO) [18], or the Frictional
Agent Alignment Framework (FAAF) [15]. IPO and PPO
are well-known fine-tuning techniques; IPO is an offline con-
trastive approach, while PPO is an online reinforcement
learning approach. FAAF is a more recent approach which
fine-tunes the model to act as a collaborator in a frictive
state, which makes it more aligned with the goal of the in-
tervention.

Dialogue Policy Conditions. I will compare two dialogue
policies. My baseline condition is to provide an interven-
tion every seven utterances. This was based on a qual-
itative exploration between five and ten utterances, with
five being too frequent and ten being too far apart. This
baseline provides an explainable but naive comparison, with
no meaningful or education-based policy; it is simply rule-
based. The second condition provides an intervention when

a disagreement is detected in the dialogue by a large lan-
guage model. This condition explores the specific challenge
of conflict management in collaborative learning. It is also
grounded in existing literature on collaborative learning,
which has found conflict to be impactful - either positively
or negatively - on the group [8].

Evaluation. I will evaluate the outcomes based on three
dimensions; group speed, correctness of final structure, and
user experience. The group speed will simply consider the
time taken to complete the task. Correctness of the struc-
ture will compare the group’s final structure with the target
structure. User experience will include a self-report survey
[13, 14] after completing the task as well as behavioral sig-
nals for user engagement with the agent. Signals will include
verbal and nonverbal items such as visual attention toward
the agent and speaking over the agent [5].

LLM Disagreement Detection. Besides the user outcomes,
I also must evaluate the performance of the system on the
detection task. The task will be detecting disagreement in
small group dialogues. One additional challenge in this task
is that disagreements are often expressed implicitly through
contradiction rather than directly stating disagreement [24].
Because of this, I aim to leverage the interpretive power in
LLMs. To evaluate LLMs on this task, I will test multiple
models on various datasets. I will explore the model’s per-
formance on the Delidata dataset [10]. This is a dataset of
small groups performing the Wason card selection task, a
well-known reasoning task [22], and includes labels for ex-
plicit group disagreement. I will also label a subset of this
dataset for implicit disagreement in order to compare per-
formance on both types of expression. Further, I will use a
synthetic version of the DPIP task presented in [16]. These
provide some initial evaluation on the LLM performance of
detecting disagreement, which will serve as the gate for my
proposed dialogue policy exploration.

3. EXPECTED CONTRIBUTIONS
This research will offer insight into the impact of interven-
ing during disagreement as a dialogue policy. This builds off
of prior work exploring group state dialogue policy, which
considers unproductive negotiations as a group state [6], but
isolates this one aspect for further investigation. This also
provides a study outline for other specific rule-based and
educationally-grounded dialogue policy explorations. As we
move toward AI assistants in collaborative learning, it is crit-
ical to have explainable and grounded dialogue policy. Dis-
agreement is an especially interesting moment because of its
potential to negatively or positively impact the group; this
makes it worth investigating further on its own. It is also a
timely challenge, as we now have live multimodal and multi-
party systems. It’s important to bridge the gap between the
existence of the system and years of foundational learning
sciences outlining the challenges which arise in collaborative
settings. I propose a human-centered AI approach, which
focuses on one proposed moment of intervention known to
be pivotal in collaboration and tests it in a user study with
a live agent system.
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