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ABSTRACT

Video-LLMs hold significant potential for analyzing class-
room dynamics to inform pedagogy and drive educational
innovation. There is an urgent need to assess the capabil-
ity of Video-LLMs in educational applications to identify
their potential and limitations. Existing educational evalu-
ation datasets often suffer from three major shortcomings:
reliance on small-scale, single-label human annotations; a fo-
cus on unimodal analysis; and the absence of granular anno-
tations required for multi-step reasoning. To address these
gaps, we first introduce an efficient Human-LLM collabora-
tive pipeline for high-quality multimodal annotation. We
then propose MTBU-Bench, a comprehensive multimodal
benchmark designed to assess teacher behavior understand-
ing. It comprises over 300 classroom scenarios across 15
K-12 and higher education disciplines, organized into four
evaluation tasks: Action Recognition, Temporal Boundary
Extraction, Spatial Localization, and Behavioral Descrip-
tion. Extensive evaluations of twelve mainstream Video-
LLMs reveal critical shortcomings in fine-grained tempo-
ral understanding, specifically in the precise localization of
action boundaries and the discrimination of similar behav-
iors. Our benchmark and findings provide a foundation for
the targeted development and application of Video-LLMs
in educational research. The code and dataset are publicly
available at our project homepage: https://github.com/
271213/MTBU-Bench.

Keywords
Video-LLMs, Multimodal benchmark, Human-LLM collab-
orative annotation, Teacher Behavior Understanding

*Corresponding author.

Zhiyi Duan, Jiangshan Guan, Lei Gao, and Qianli Xing. MTBU-
Bench: a Multimodal Benchmark for Evaluating Video-LLMs in
Teacher Behavior Understanding. In Anthony Botelho, Maria Mer-
cedes T. Rodrigo, Adish Singla, Hiroaki Ogata, Hyojeong So, and
Young Hoan Cho (eds.) Proceedings of the 19th International Con-
ference on Educational Data Mining, Seoul, Republic of Korea, June,
2026, pp. 167-179. International Educational Data Mining Society
(2026).

© 2026 Copyright is held by the author(s). This work is distributed
under the Creative Commons Attribution NonCommercial NoDeriva-
tives 4.0 International (CC BY-NC-ND 4.0) license.
https://doi.org/10.5281/zenodo.21039705

167

Jiangshan Guan
Department of Computer Science
Inner Mongolia University
Hohhot 010021, China
32409140@mail.imu.edu.cn

*
Qianli Xing
College of Computer Science and Technology
Jilin University
Changchun, China
gianlixing@ijlu.edu.cn

1
T I T L L L L |
|
I |
i o) |
N |
| Prompt: You are a Teacher Behavior Analysis Assistant : user |
|| The teacher actions in the video may be, Write on the blackboard, Display teaching AIDS, Input |
| | Point to the podium, Patrol the classroom, Clean the blackboard, Multimedia teaching, |
| | Interact with students, Operating multimedia, Lecture, Make a bow. Tell me the
| | teacher's actions in the video and the start and end times of the actions. :
|
| Total video duration 30 seconds |
0.00-5.80 9.45-20.33 21.29-29.01 Timestamp |
|
| Multimedia teaching Interact with students Lecture Action |
|
| Action Start Time End Time
|
| Lecture 00:00.00 00:23.00
|
Iq 25Vt Interact with students 00:23.00 00:48.00 |
wen2.! . .
| Lecture 00:48.00 01:14.00 Model |
I Action Start Time End Time Output
|
| J Multimedia teaching 00:00.00 00:29.00 |
Gemini 2.5 Display te:'achlng AIDS 00:00.00 00:29.00 |
| Interact with students 00:00.00 00:29.00 I
|
—_——— e, e e, e e, e, e e, e e, e e, e e, e e — e — — ————— /

Figure 1: An example of the current Video-LLMs limitation
in temporal boundary extraction from videos.

1. INTRODUCTION

In recent years, Video large language models (Video-LLMs),
which integrate visual encoders with large-scale pre-trained
language models, have demonstrated remarkable performance
in video understanding tasks [17, 19, 16]. These models are
capable of jointly processing spatiotemporal visual features
and semantic reasoning tasks, unlocking new possibilities
for comprehending complex scenes [44, 14]. Among the do-
mains empowered by such advancements, education stands
out as a critical application area where video understand-
ing facilitates teaching assessment and instructional strat-
egy optimization [45]. In particular, through analyzing in-
structional actions, spatial positions, and interaction targets
within authentic classroom environments, teacher behav-
ior understanding not only provides an objective reflection
of teaching effectiveness but also fosters pedagogical self-
reflection and offers interpretable insights for professional
development [32, 1]. Consequently, evaluating the reason-
ing capabilities of Video-LLMs in educational settings has
become an essential research challenge.
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Mainstream Video-LLMs typically rely on static image-based
representations, extracting keyframes from input videos to
conduct semantic modeling and action recognition [9, 40].
However, such keyframe-driven paradigms pose inherent lim-
itations when applied to fine-grained analysis of teacher be-
havior in authentic classroom settings [37]. Specifically, the
omission of continuous temporal information compromises
the model’s ability to accurately delineate action bound-
aries, often leading to temporal ambiguity as shown in Fig-
ure 1. Moreover, for semantically similar behaviors such as
“write on the blackboard” versus ”clean the blackboard” ex-
isting models still struggle with disambiguation, resulting in
frequent semantic confusion. These challenges significantly
hinder the effectiveness of current Video-LLMs in educa-
tional behavior understanding tasks.

Although prior studies have explored video understanding
tasks within educational contexts [29, 35], existing bench-
marks remain inadequate for systematically evaluating the
reasoning capabilities of Video-LLMs. This inadequacy stems
from three primary limitations: 1) Current datasets predom-
inantly rely on manually annotated, single teacher action
labels, which are costly to produce and prone to annotator
bias. They are typically confined to small-scale instructional
videos [37, 23]; 2) Existing research is largely limited to uni-
modal video analysis [11, 12], failing to leverage the comple-
mentary strengths of multimodal data, thereby constraining
the comprehension of rich classroom interaction dynamics;
3) Present benchmarks tend to focus on coarse, single-label
descriptions of teacher action [6], lacking fine-grained an-
notations of behavior, interaction targets, and contextual
features, which are essential for aligning with the multi-step
reasoning processes of Video-LLMs.

To address the aforementioned challenges, we propose MTBU-
Bench, the first multimodal evaluation benchmark tailored
for assessing Video-LLMs on teacher behavior understand-
ing tasks. MTBU-Bench spans 15 academic disciplines (Math,
Physics, Biology, Chemistry, Science, Geography, History,
Chinese, English, Music; Higher education: Medicine, Polit-
ical - History, Engineering, Liberal Arts, Natural Sciences.)
across K-12 and higher education, comprising over 500 com-
plete, authentic classroom videos from more than 300 dis-
tinct teaching scenarios. As illustrated in Figure 2, each
instance includes multimodal representations of teacher be-
havior along with five annotated dimensions: behavior cat-
egory, spatial location, interaction target, video description,
and Question—answer (QA) pairs. To ensure both annota-
tion efficiency and multimodal consistency, we introduce a
multi-stage Human-LLM collaborative annotation pipeline.
This workflow integrates expert annotations, senior expert
validation, and LLM-assisted behavioral description gener-
ation. Based on this, we conduct a comprehensive evalua-
tion of ten mainstream Video-LLMs (e.g., GPT-4V, Gem-
ini 2.5 Pro), focusing on four core tasks: teacher action
recognition, teacher behavior temporal boundary extraction,
teacher behavior spatial localization, and teacher behavior
description. Experimental results reveal notable limitations
in current Video-LLMs, particularly in recognizing similar
behaviors, aligning interaction targets, and modeling envi-
ronmental context.
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Figure 2: Data composition of MTBU-Bench.

2.1 Video Understanding Dataset

Video understanding aims to automatically generate natu-
ral language descriptions of key events, human actions, and
scene contexts within videos, and has been widely applied
in educational analysis, video retrieval, and supplementary
instruction [27, 7, 38]. With the rapid development of multi-
modal understanding and generative models, video caption-
ing has evolved from single-sentence summaries to struc-
tured, hierarchical, and fine-grained representations. The
MiraData dataset, employing the GPT-4V model to gener-
ate detailed descriptions from six distinct perspectives [24].
The YouCooklIl dataset focuses on instructional videos in
cooking scenarios, providing temporal boundaries and En-
glish descriptions for each procedural step [49]. The ViTT
dataset further extends to multi-domain instructional videos,
offering short tags averaging three words per segment [21].
To pursue higher-quality and more detailed long-form de-
scriptions, the Koala-36M dataset provides 36 million fil-
tered video clips with detailed, structured captions averag-
ing 200 words [42]. Recent research has also pushed into
grounding these descriptions, with ViCaS linking captions
to pixel-level segmentation masks [3], and HD-EPIC further
grounding fine-grained actions and objects within 3D digital
twins from an egocentric perspective [34].

2.2 Datasets for Teacher Analysis

Compared to general video datasets, educational video data
place greater emphasis on multimodal alignment, authen-
tic instructional context, and structured annotations. The
EduNet dataset, encompassing 20 categories of teacher and
student behaviors across 7,851 video clips [37]. TBU is a
multi-task teacher behavior dataset that includes three kinds
of labels across 200 classroom videos [6]. TCDA focuses
on teacher dress code assessment containing 11,879 anno-
tated images with 25 attribute categories teacher dress [12].
TAQR is the benchmark dataset dedicated to teacher action
quality ranking, covering four core instructional behaviors
1,200 video clips [11]. However, all of these datasets are lim-
ited to manually annotated unimodal data and lack multi-



Table 1: Comparison of MTBU-Bench with existing teacher behavior datasets.

Dataset Modalities Scale Subject Ed. Stage Open Source Tasks
TAR [23] Visual 13,288 clips  N/A Vocational X Action Recognition
TAQR [11] Visual 1,200 clips 9 High School X Action Quality Ranking
EduNet [37] Visual, 7,851 clips N/A K-12 v Action Recognition
Audio
. Action Recognition,
TBU 6] Visual, Text 188873(?5:12?51; d N/A CIE)-llleQ’e X Location,
U & Human-base Behavior Description
. . Action Detection,
MM-TBA [20] V}sual, 4,839 videos 2 Ml(,idle School, 4 Teacher Lecture Evaluation,
Audio, Text High School . .
Instructional Design
Action Recognition,
Visual, 8,000 clips, K-12, Temporal Boundary Extraction,
MTBU(Ours) Audio, Text 500 untrimmed 15 Higher Education v Spatial Localization,

Behavior Description & QA

dimensional fine-grained video descriptions, making them
insufficient for directly evaluating the reasoning capabilities
of Video-LLMs. A detailed comparison of MTBU-Bench
with these existing teacher behavior datasets is summarized
in Table 1.

2.3 Evaluation of Video-LLMs

With the development of Video-LLMs, a series of evaluation
benchmarks has also emerged [47, 48], each with a distinct
focus. Video-MME [15] aims for comprehensive evaluation,
covering diverse video types, durations from 11 seconds to
1 hour. ALLVB [39] concentrates on ultra-long video un-
derstanding, using videos averaging nearly two hours to as-
sess long-sequence modeling capabilities [17]. Other bench-
marks focus on more fine-grained abilities[28], such as Mo-
tionBench [18], which specifically evaluates the understand-
ing of fine-grained motion. However, these general-purpose
benchmarks, despite their advancements in comprehensive-
ness, duration, and granularity, do not address the specific
needs of educational scenarios, such as the fine-grained un-
derstanding of teacher behavior[2, 30]. MTBU-Bench is the
first comprehensive multimodal benchmark designed to fill
the crucial gap of evaluating Video-LLMs understanding of
teacher multimodal behavior.

3. MTBU-BENCH

In this section, we introduce MTBU-Bench, the first compre-
hensive multimodal benchmark tailored for assessing Video-
LLMs on teacher behavior understanding tasks. Spanning
15 academic disciplines across K-12 and higher education,
the dataset comprises over 500 complete, authentic class-
room videos from more than 300 distinct teaching scenar-
ios. To ensure annotation quality and multimodal consis-
tency, we construct the benchmark through a Human-LLM
Collaborative Annotation pipeline that effectively integrates
expert knowledge with automated generation capabilities.
We organize the dataset into four core task subsets: Multi-
modal Teacher Action Recognition, Teacher Behavior Tem-
poral Boundary Extraction, Teacher Behavior Spatial Lo-
calization, and Teacher Behavior Description, designed to
systematically evaluate the fine-grained perception and rea-
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soning capabilities of large models in complex educational
environments.

3.1 Data Construction Workflow

As shown in Figure 3, we propose a Human-LLM Collab-
orative Annotation pipeline to construct MTBU-Bench, in-
cluding video collection, Annotation System Construction,
data segmentation and annotation, quality assurance, multi-
modal extraction and alignment, behavior description gener-
ation, question-answer pair generation, description and QA
Pair verification.

Video Collection. We collect 500 complete classroom teach-
ing videos spanning multiple educational levels from K-12
to higher education. It covers 15 academic subjects and in-
cludes both public lectures and competition-based lessons.
The recorded classroom scenarios exhibit diverse camera
perspectives, varied instructional formats, and heterogeneous
spatial layouts, totaling more than 300 distinct teaching
environments. These videos faithfully capture pedagogical
characteristics, teacher behaviors, and classroom interaction
patterns across different educational stages, offering strong
representativeness and practical applicability for multimodal
educational research.

Annotation System Construction. To support multimodal
reasoning and enable comprehensive modeling of teacher be-
haviors, we design a structured annotation system composed
of four key dimensions. First, we define a set of ten core
instructional actions based on their high frequency and se-
mantic distinctiveness in real-world classrooms. Second, we
annotate the spatial position of the teacher during action
execution to provide grounding for spatiotemporal localiza-
tion. Third, we annotate the primary interaction object to
reflect communicative targets and teaching intent. Finally,
we generate structured natural language descriptions that
integrate visual, auditory, and contextual cues, offering rich
semantic supervision for downstream Video-LLMs. This
four-dimensional annotation schema ensures interpretabil-
ity, consistency, and task alignment across the benchmark.
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Figure 3: Construction pipeline of MTBU-Bench.

Data Segmentation and Annotation. To construct a multi-
modal dataset tailored for teacher behavior understanding,
we adopt behavior segments as the fundamental annotation
unit. Raw instructional videos are temporally segmented
and annotated to ensure that each segment exhibits con-
tent completeness, clear temporal boundaries, and semantic
consistency with respect to the behavior it represents. The
segmentation is conducted using videoManager, with each
segment corresponding to the full execution of a distinct
teaching action. The start time is defined by the onset of an
observable behavioral cue, while the end time is marked by
the action’s completion or transition into the next behav-
ior. The granularity of segmentation follows the principle
of units of semantic behavior, balancing multimodal observ-
ability with the pedagogical coherence of instructional be-
haviors [25].

To ensure the high quality, accuracy, and pedagogical do-
main fidelity of the MTBU-Bench dataset, the annotation
process was driven by a highly qualified, cross-disciplinary
team. This team consisted of one primary researcher, three
experienced frontline teachers (each with over 10 years of
classroom teaching experience), and four graduate students
(two specializing in Education and two in Computer Sci-
ence).

The annotation process followed a rigorous collaborative
workflow. Initially, the primary researcher and the front-
line teachers collaboratively finalized the behavior labels to
ensure they accurately reflected authentic instructional dy-
namics. Subsequently, they conducted comprehensive train-
ing for the four graduate students. The annotators were pro-
vided with detailed annotation guidelines, which included
strict label definitions, concrete annotation examples, and
standardized operating procedures for the annotation tools.

During the execution phase, the annotation tasks were di-
vided into four subsets. Rather than being separated by ed-
ucational stages or subject areas, each subset encompassed
content from all disciplines and educational levels. All four
graduate students were jointly responsible for the data seg-
mentation and annotation tasks across all four subsets. Each
behavior instance was meticulously annotated with four key
attributes: teacher action, spatial position during the action,

170

interaction target, and start and end timestamps.

Quality Assurance. To guarantee the overall reliability of
the dataset, the three frontline teachers independently con-
ducted a Quality Assurance phase, rigorously reviewing and
validating the temporal boundaries and semantic labels of
the annotated clips. Furthermore, to evaluate inter-annotator
agreement, a 10% data overlap was maintained across the
subsets. Any discrepancies were resolved through group dis-
cussion and majority voting. The final annotation consis-
tency was quantitatively assessed using Fleiss’ Kappa, yield-
ing a score of 0.949, which indicates a ”high agreement” level
[13]. This review process focuses primarily on verifying and
harmonizing the temporal boundaries of annotated behav-
iors, and enhancing the overall consistency and scientific
rigor of the dataset.

Multimodal Extraction and Alignment. We employ a suite of
open-source tools including OpenCV!, Whisper?, and FFm-
peg® to automate the extraction and alignment of visual, au-
dio, and textual modalities from classroom videos. Through
a timestamp-based synchronization mechanism, teacher ac-
tions in the visual stream, spoken content in the audio stream,
and semantic information in the text stream are precisely
aligned to form temporally consistent multimodal behavior
segments. This stage ensures that each annotated teacher
behavior instance maintains high consistency and semantic
completeness across visual, auditory, and linguistic modali-
ties.

Behavior Description Generation. To enhance model under-
standing in classroom teacher behavior recognition tasks, we
construct a four-dimensional description for each annotated
video segment. Each dimension is designed to complement
behavior semantics from a distinct perspective, thereby im-
proving the model’s capability to recognize fine-grained in-
structional behaviors in complex classroom environments.
Building upon high-quality annotations, we leverage the
Video-LLMs to generate four types of structured natural
language descriptions for each behavior clip, as detailed be-
low:

e Fine-grained description of teacher actions. This di-
mension provides fine-grained descriptions of core in-
structional actions to distinguish semantically different
but visually similar behaviors. For example, ”clean
the blackboard” and "write on the blackboard” share
similar visual cues standing in front of the blackboard
and using hand gestures yet their pedagogical intents
diverge, often leading to misinterpretation by Video-
LLMs. By documenting micro-actions (e.g., hand-raising,
body-turning, or using teaching aids) and subtle tem-
poral patterns, this dimension enhances the model’s
capacity to disambiguate near-identical actions and
capture critical shifts in instructional orientation.

e Spatial location of behavior execution. This dimension
captures the teacher’s spatial position, which serves
as a critical indicator of instructional intent. For in-
stance, positions such as the classroom corners or the

"https://github.com/opency/opency
https://github.com/openai/whisper
S3https://github.com/FFmpeg/FFmpeg
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Figure 4: An example of Video-LLMs for teacher behavior description.

blackboard center correlate with specific actions like
“patrol the classroom” or ”lecture”. Explicitly encod-
ing spatial context enhances the model’s contextual
grounding and classification accuracy by leveraging the
strong spatial dependencies of instructional behaviors.
Ultimately, spatial location functions as a discrimina-
tive feature that significantly improves action recogni-
tion performance.

e Primary interaction target during behavior execution.
This dimension explicitly identifies interaction targets
such as students, blackboards, or multimedia devices
to clarify the object associated with each instructional
behavior. Distinguishing these targets is essential for
interpreting pedagogical intent and serves as a primary
criterion for differentiating between lecture driven ac-
tions and interactive driven actions. For instance, en-
gaging with students signifies interactive behavior, while
manipulating multimedia denotes a control action. Ul-
timately, these annotations support downstream tasks
like pedagogical strategy analysis and classroom struc-
ture modeling.

e Instructional environment context. This dimension cap-
tures environmental cues such as classroom layout,
teacher attire, and student status to provide essen-
tial context for interpreting instructional actions. For
example, laboratory settings with lab benches often
imply demonstrative actions, while traditional attire
combined with a projection screen aligns with "lec-
ture” or "multimedia teaching” scenarios. These cues
are pivotal for filtering non-instructional behaviors and
enhancing model precision and robustness. Ultimately,
these features ensure semantic coherence in behavioral
analysis and reinforce the reliability of multimodal align-
ment.

These structured descriptions provide rich semantic ground-
ing for subsequent behavior understanding and multimodal
evaluation tasks. Behavior description generation process is
shown in Figure 4.
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Question—Answer Pair Generation. Building upon the struc-
tured behavior descriptions, we further employed Video-
LLMs to generate QA pairs for each classroom behavior
segment. Each QA pair targets one of four key dimensions:
the teacher’s instructional action, spatial position, primary
interaction object, and the surrounding instructional envi-
ronment. The integration of QA pairs not only enriches the
semantic depth of the dataset enabling models to acquire
more fine-grained insights into teacher behaviors but also
strengthens cross-modal alignment ability. Moreover, this
QA-based design lays a high-quality foundation for down-
stream applications such as instructional question answering
systems and fine-tuning large models for classroom behavior
analysis and evaluation in educational settings [46, 36, 43].

Description and QA Pair Verification. Domain experts re-
view the model-generated descriptions and question—answer
pairs with respect to four key dimensions: instructional ac-
tions, spatial positioning, primary interaction targets, and
the surrounding classroom environment.

3.2 Dataset Subset Composition

As shown in Figure 5, MTBU-Bench comprises four distinct
subsets, each tailored to a specific evaluation objective: mul-
timodal teacher action recognition, teacher behavior tempo-
ral boundary extraction, teacher behavior spatial localiza-
tion, and teacher behavior description. These subsets are
designed with a clear structural organization, comprehen-
sive annotations, and a strong task-driven focus, making
the dataset well-suited for advancing research in educational
video understanding across multiple dimensions.

3.2.1 Multimodal Teacher Action Recognition Sub-

set
Teacher Action Labels. The Multimodal Teacher Action
Recognition Subset (MTAR Subset) is designed to provide
standardized data for instructional action recognition, focus-
ing on ten of the most frequently observed teacher actions
in classroom settings: Write on the blackboard: The teacher
uses chalk or a marker to write text, formulas, or draw dia-
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grams on the physical blackboard or whiteboard. Clean the
blackboard: The teacher uses an eraser or cloth to remove
content from the physical blackboard or whiteboard. Multi-
media teaching: The teacher utilizes digital platforms (e.g.,
presenting slides, playing videos) as the primary medium to
deliver instructional content. Operating multimedia: The
physical action of the teacher manipulating technological
devices (e.g., typing on keyboard, clicking mouse, adjust-
ing projector) to control the flow of digital content. Display
teaching aids: The teacher physically holds up or demon-
strates physical objects, models, or printed materials to the
students to facilitate understanding. Interact with students:
The teacher engages in direct, two-way communication with
students, including asking questions, answering queries, or
guiding group discussions. Lecture: The teacher delivers
verbal explanations of academic concepts to the entire class,
typically standing still without intense physical interactions
with props or the board. Patrol the classroom: The teacher
walks dynamically among the classroom to monitor progress,
observe independent work, or provide localized guidance.
Point to the podium: The teacher uses hand gestures or
a pointer to direct students’ visual attention to specific con-
tent on the blackboard or projection screen. Make a bow: A
formal, ritualistic action where the teacher bows to the stu-
dents, typically occurring at the very beginning or end of a
lesson. [22, 26, 5].The data distribution is shown in Table 2.

This subset contains a total of 8,000 multimodal samples,
covering the ten core instructional action. Each sample in-
cludes a high-quality video clip, synchronized audio, and its
transcribed text, ensuring precise alignment across the three
modalities. This subset is suitable for training and evaluat-
ing multimodal action recognition models and supports re-
search directions such as cross-modal retrieval, audio-visual
joint modeling, and multimodal feature fusion. It serves as
foundational training data for multimodal models in educa-
tional scenarios.

3.2.2 Teacher Behavior Temporal Boundary Extrac-
tion Subset

172

‘ 13131 Interact with students 143.32 ‘ ‘ 947.82 Patrol the classroom 959.97 ‘

‘ 1342.99 Write on the blackboard ~ 1362.75 ‘ ‘ 2362.84 Lecture 2379.19 ‘

Figure 6: Examples from the Teacher Behavior Boundary
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To address the bottlenecks of current Video-LLMs in long
video understanding and temporal localization, we construct
the Teacher Behavior Temporal Boundary Extraction Sub-
set. Unlike most existing benchmarks that rely on short
trimmed clips, this subset comprises 400 complete classroom
teaching videos, with an average duration exceeding 40 min-
utes per session.

These untrimmed videos fully preserve the continuity and
complexity of authentic instructional activities. We provide
dense, frame-level annotations, precisely marking the start
and end timestamps of every teacher action throughout the
entire lesson. This setup presents a significant challenge for
models: they are required not only to recognize specific ac-
tion categories but also to precisely delineate action bound-
aries within a long-horizon context, thereby testing their
capability to handle temporal redundancy and transition
ambiguity in real-world continuous video streams. Exam-
ples from the Teacher Spatiotemporal Behavior Localization
Subset are provided in Figure 6.

3.2.3 Teacher Behavior Spatial Localization Subset

To evaluate the fine-grained spatial reasoning capabilities
of Video-LLMs within complex classroom environments, we
construct the Teacher Behavior Spatial Localization Sub-
set (TBSL Subset). To ensure the reliability of spatial rea-
soning evaluation, this subset consists of 4,000 high-quality
short video clips carefully selected from the 8,000 clips in
the MTAR subset. We strictly filtered for instances where
the teacher’s spatial orientation and positional information
are highly discernible, and the continuous action duration
exceeds 10 seconds.

Teacher Spatial Position and Interaction Target Labels. Each
sample is annotated with a structured behavior triplet, com-
prising the teacher action, their spatial position relative to
the classroom layout, and the corresponding primary in-
teraction target. Spatial positions include being On the
podium: where the teacher is located in the defined in-
structional zone at the front of the classroom, typically near
the blackboard and main desk; Among students: where the
teacher is located within the student seating area, moving
through the aisles or standing next to desks; and Behind
the classroom: where the teacher is positioned at the very
back of the room, typically to observe the entire class’s sta-
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Video Description: The video is from a high school math lesson. The action of the teacher
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the words "Renjiao A version Selective Compulsory | Chapter 3 Equations of Conic
Curves" and "3.1.1 Ellipse and its Standard Equation (Lesson 1)", with the name of the
teacher next to it. The students were wearing uniform green jackets and sitting at their
desks, listening attentively to the lectures.

Question: The orientation
information for the
classroom in the video is?
Answer: the teacher's
position in the classroom is
from among students to
behind the classroom.

Video Description: The video is from a high school math lesson.

The action of the teacher in the video is patrol the classroom.

The teacher's position in the classroom is from among students to behind the classroom.
The teacher's eyes are interacting with the students.

The video shows a scene inside a classroom where students wearing uniform white
school uniforms sit at their desks and study carefully. A teacher walks back and forth in
front of the classroom, seemingly inspecting and guiding the students. The entire
classroom is simply decorated and well-lit, creating an atmosphere of focused learning.

Figure 7: Example data of Teacher Behavior Description Subset.

Table 2: Subset Data Distribution.
MTAR Subset TBSL Subset

Teacher actions Number Spatial positions Number
Clean the blackboard 500 On the podium 2,256
Operating multimedia 500 Among students 1,531
Display teaching aids 834 Behind the classroom 213
Lecture 790 R

Interact with students 954 Interaction target Number
Make a bow 682 Blackboard 1,073
Multimedia teaching 867 Multimedia 463
Patrol the classroom 796 Teaching aids 798
Point to the podium 873 Students 1,145
‘Write on the blackboard 1,204 Multimedia PPT 521

tus or during student-led presentations. Furthermore, pri-
mary interaction targets include the "Blackboard” for tradi-
tional physical writing surfaces; "Multimedia PPT” for dig-
ital slides or educational software interfaces displayed on a
screen; "Multimedia” for hardware devices such as comput-
ers, projectors, or interactive smartboards; "Teaching aids”
for physical objects, biological specimens, geometric mod-
els, or chemical apparatus; and ”Students” for individual
students or the class as a whole. The data distribution is
shown in Table 2. These triplets provide fine-grained and
semantically rich supervision for modeling spatial reasoning
in instructional scenarios. The teacher’s interaction target
offers implicit cues regarding their spatial orientation; this
correlation between interaction semantics and spatial posi-
tioning is critical for Video-LLMs to build accurate repre-
sentations of instructional context.

3.2.4 Teacher Behavior Description Subset

The Teacher Behavior Description Subset is dedicated to
supporting video-to-text generation and question answering
tasks within educational contexts. For each behavior seg-
ment, the subset provides a detailed natural language de-
scription that encapsulates semantic elements such as the
type of action, spatial location, and interaction target. To
further enhance the model’s reasoning capabilities in com-
plex instructional scenarios, each description is paired with
a corresponding video-based QA pair, enabling both gen-
erative and comprehension-based evaluations of multimodal
language models, example data is displayed in Figure 7.

In total, the subset contains 24,000 natural language de-
scriptions aligned with corresponding video segments, along
with 24,000 QA pairs grounded in the semantic content of
those segments. These 24,000 samples are directly derived
from the 8,000 MTAR clips by generating three distinct de-
scriptions and corresponding QA pairs from different seman-
tic perspectives for each clip. Each description averages 26
words in length and captures rich semantic dimensions, in-
cluding teacher actions, classroom environment, and inter-
active elements. This subset provides a standardized bench-
mark resource for fine-tuning and evaluating multimodal
large models in educational scenarios.

4. EXPERIMENTS
4.1 Experimental Setup

To evaluate the fundamental capabilities of mainstream Video-
LLMs on the teacher behavior understanding task, we con-
ducted a systematic zero-shot evaluation of ten represen-
tative models, including GPT-4V, Gemini 2.5 Pro, Video-
LLaVA, LLaMA 4-17B, Qwen2.5-Omni, Spark X1 (education-
oriented), Grok3, Qwen-QVQ, Claude 3.5 Sonnet, and Kimi-
latest. All experiments were conducted under a zero-shot in-
ference setting without any task-specific fine-tuning or train-
ing. The evaluation was performed on the four core sub-
tasks of MTBU-Bench Teacher Action Recognition, Teacher
Behavior Temporal Boundary Extraction, Teacher Behav-
ior Spatial Localization Subset , and Behavior Description,
using a unified standard to ensure comparability and repro-
ducibility of the results.

In terms of test scale, we constructed a comprehensive zero-
shot evaluation dataset tailored to the specific character-
istics of each task. For Teacher Action Recognition, Spa-
tial Localization, and Behavior Description, we utilized a
dataset comprising 4,000 samples, with 400 samples drawn
from each of the 10 core teacher action categories. For
Teacher Behavior Temporal Boundary Extraction, consid-
ering the current limitations of Video-LLMs in long-context
understanding, we curated a specialized test set of action-
intensive segments selected from the complete annotated
classroom videos. This set consists of 100 clips with a dura-
tion of 4 minutes and 100 clips with a duration of 8 minutes.
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Table 3: Model performance on teacher action recognition
performance. Bold values denote the best performance; Ital-
ics values indicate the second-best.

Model Accuracy Precision Recall F1 Score
Open-source LLM

Qwen2.5-Omni 0.5575 0.6425  0.5675  0.6030
Qwen2.5-Omni-Single 0.5150 0.6071  0.5225 0.5616
Qwen-QVQ 0.4925 0.6339  0.4925  0.4667
LLaMA4-17B 0.4675 0.6561  0.4675  0.4577
Video-LLaVA 0.0800 0.0146  0.0800  0.0245
Closed-source LLM

Gemini 2.5 Pro-Omni 0.5650 0.7363  0.5621 0.5606
Gemini 2.5 Pro 0.5325 0.5511  0.5325  0.5212
Claude 3.5 Sonnet 0.4800 0.6274  0.4800 0.4611
GPT-4V 0.4725 0.5737  0.4725  0.4602
Grok3 0.4100 0.6318 0.4100 0.3848
Kimi-latest 0.3775 0.6191  0.3775  0.3367
Education-oriented LLM

Spark X1 0.5125 0.5813  0.5075  0.4748

All models were evaluated on the same sampled data to en-
sure consistency and reliability of the experimental results.

4.2 Teacher Action Recognition

For this task, we specifically introduced two Omni-LLMs,
Qwen2.5-Omni and Gemini 2.5 Pro-Omni, to evaluate their
performance with full multimodal inputs (video, audio, and
text). To isolate and assess the specific contribution of the
auditory modality to classroom behavior understanding, we
also established a baseline vision-language setting for all ten
models. This comparative setup allows us to validate the
benefits of supplementary audio information.

We evaluate model performance on both overall accuracy
and individual instructional actions, using Accuracy, Preci-
sion, Recall, and F1 Score as the primary metrics. As sum-
marized in Table 3, the multimodal Gemini 2.5 Pro-Omni
(0.5650 Acc), Qwen2.5-Omni (0.5575 Acc) significantly out-
performs its unimodal variant, Gemini 2.5 Pro (0.5325 Acc),
Qwen2.5-Omni-Single (0.5150 Acc). This demonstrates that
inputs encompassing video, audio, and text enhance a model’s
ability to capture diverse cues from complex instructional
scenes. Furthermore, Gemini 2.5 Pro-Omni achieves the

best overall accuracy (0.5650) and a standout precision (0.7363).

Closely following are Qwen2.5-Omni and Spark X1. In con-
trast, LLaMA4-17B displays a high precision (0.6561) but
a comparatively low recall (0.4675), suggesting a more con-
servative prediction strategy.

For individual action categories. The results reveal that
actions with distinct and concrete visual features (such as
"Write on the blackboard” and ”Display teaching aids”) tend
to be recognized more reliably across models. Qwen2.5-
Omni and Spark X1 are particularly strong on such cate-
gories, achieving up to 100% accuracy. In contrast, abstract
or weakly visual actions such as "Point to the podium” and
"Make a bow” remain challenging across the board, often
exhibiting recognition accuracy below 10%, as presented in

174

Figure 8. These findings underscore the necessity of cross-
modal fusion to resolve visual ambiguity and to improve se-
mantic discrimination in fine-grained instructional behavior
understanding.

Clean the
blackboard

Display
teaching AIDS

Interact

Operatin
with students 0 i

multimedia

Make

2 bow Lecture
Multimedia Write on
teaching the blackboard
Patrol Point to
the classroom the podium
—— Claude 3.5 Sonnet Grok3 —— Kimi-latest
—— Qwen-QvVQ —— Spark X1 — GPT-4V
Gemini 2.5 Pro —— LLaMA4-17B Video-LLaVA Qwen2.5-Omni

Figure 8: Per-category model recognition accuracy.

Compared to unimodal video inputs, multimodal integration
demonstrates superior performance in teacher action recog-
nition tasks. Specifically, the audio modality contributes
linguistic content and ambient classroom cues, helping to
disambiguate semantically similar actions that are visually
confounded. For instance, "Write on the blackboard” and
”Clean the blackboard”, which appear visually alike but can
be distinguished through corresponding audio signals. When
writing on the blackboard, teachers often verbalize the con-
tent being written, whereas during clean the blackboard,
they typically remain silent. The textual modality further
enhances the model’s understanding of instructional goals
and behavioral intent, addressing the limitations of visual
data in modeling contextual dependencies.

4.3 Teacher Behavior Temporal Boundary Ex-

traction
To evaluate the temporal localization capabilities of Video-
LLMs in continuous video streams, we conducted specific
experiments on the Teacher Behavior Temporal Boundary
Extraction Subset (TBTB Subset). Although the TBTB
Subset provides complete classroom annotations with an av-
erage duration exceeding 40 minutes, current Video-LLMs
still suffer from significant computational bottlenecks and
reasoning deficiencies when processing ultra-long temporal
contexts (Long-context), making it difficult to effectively
comprehend the complexity of a full lesson. Therefore, we
curated a test set by extracting “action-intensive” segments
from the TBTB Subset, consisting of 100 clips with a dura-
tion of 4 minutes and 100 clips with a duration of 8 minutes.
This design aims to maximally test the models’ temporal



Table 4: Performance comparison of Teacher Behavior Temporal Boundary Extraction

on 4-minute and 8-minute clips. The

metrics include tIoU and mAP at different IoU thresholds (0.3 and 0.7).

4min 8min
Model
tIoU mAP@0.3 mAPQ@O.7 tloU mAP@O0.3 mAP@QOQ.7
Gemini 2.5 Pro 36.48% 48.89% 6.32% 23.12% 22.43% 0.00%
Qwen2.5-Omni 34.20% 39.67% 4.21% 20.32% 17.64% 0.00%
GPT-4V 29.32% 21.47% 0.00% 16.38% 15.52% 0.00%
Kimi-latest 32.57% 41.09% 3.33% 18.24% 19.73% 0.00%
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Figure 9: Comparison of Video-LLMs on Spatial Localization
and Interactive Object Recognition.

sensitivity within a range accessible to their current capa-
bilities. For evaluation metrics, we employ temporal Inter-
section over Union (tIoU) to measure the overlap between
predicted segments and ground truth annotations. Addi-
tionally, we use mAP@0.3 and mAP@O0.7 to assess model
performance under two distinct strictness levels: ”coarse lo-
calization” and "fine-grained localization,” respectively. The
experimental data is presented in Table 4.

The experimental results expose a ”Precision Bottleneck”
in temporal grounding among current models. While mod-
els demonstrate a degree of usability in coarse localization
(mAP@O0.3) on 4-minute videos (with Gemini 2.5 Pro reach-
ing up to 48.89%), indicating their ability to perceive the
approximate intervals of action occurrences; however, per-
formance drops precipitously once precise boundary regres-
sion (IoU=0.7) is required. Even the best-performing model
achieves an mAP@0.7 of only 6.32% in the shorter 4-minute
setting, while some models score 0. This reveals that ex-
isting Video-LLMs function more as ”"semantic event detec-
tors” rather than localizers with high-resolution temporal
regression capabilities, failing to meet the demand for pre-
cise timestamps in educational analysis.

4.4 Teacher Behavior Spatial Localization
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As video duration increases, models exhibit Catastrophic
Performance Decay. When the test video duration extends
from 4 minutes to 8 minutes, the average coarse localization
accuracy (mAP@Q.3) across all models drops by approxi-
mately 50%, highlighting the difficulty models face in main-
taining attention over longer contexts. Most critically, in the
8-minute setting, the mAP@0.7 scores for all tested models
fall to zero (0.00%). This ”zero-shot failure” phenomenon
indicates that as the temporal context expands, the redun-
dancy and accumulation of visual information completely
overwhelm the models’ fine-grained perception mechanisms,
resulting in a total loss of the ability to precisely delineate
action boundaries in long continuous streams.

The data reveals a severe Divergence between Semantic Re-
trieval and Temporal Alignment in Video-LLMs. Although
tIoU metrics maintain a range of 16%-37%, suggesting that
models can successfully comprehend and retrieve approxi-
mate content segments containing the target actions (i.e.,
“finding the content”), the extremely low mAP@O0.7 proves
that this semantic understanding does not translate into pre-
cise geometric or temporal alignment (i.e., "failing to localize
accurately”). This suggests that current architecture designs
may over-rely on semantic correlation calculations similar to
“image-text matching,” while lacking dedicated mechanisms
to explicitly model temporal boundary mutations and state
transitions.

This dimension measures the model’s ability to accurately
identify the spatial location and the interaction target of the
teacher while performing a specific instructional action.

As shown in Figure 9, all models achieved high performance
in the spatial localization task, with accuracy exceeding 70%.
This suggests a generalizable capability in recognizing stable
spatial configurations commonly found in classrooms. For
instance, the podium area is often characterized by frontal
blackboards and multimedia screens, while interactions among
students are typically associated with dense seating arrange-
ments and more dynamic visual contexts.

In terms of interactive object recognition, model perfor-
mance varied more significantly. Notably, Spark X1 achieved
the highest accuracy in this dimension (71.2%), substantially
outperforming other models. This can be attributed to its
education-oriented design, which enhances its capacity to at-
tend to pedagogically relevant visual cues and instructional
targets. Models such as Qwen2.5-Omni and Gemini 2.5 Pro
also demonstrated balanced performance across both spa-
tial and interaction-level reasoning, reflecting strong cross-
modal alignment.



Table 5: Text similarity evaluation of different models. Bold
values denote the best; Italics values indicate the second-best.

Model BLEU METEOR ROUGE CIDEr
Open-source LLM

Qwen2.5-Omni 0.2303  0.4773 0.4783  0.5097
Video-LLaVA 0.1939  0.4264 0.4330 0.3546
LLaMA4-17B 0.2171  0.4634 0.4639  0.4501
Qwen-QVQ 0.2231  0.4717 0.4706  0.4878
Closed-source LLM

Claude 3.5 Sonnet 0.2273  0.4753 0.4750 0.4874
Grok3 0.2193  0.4661 0.4653 0.4133
Kimi-latest 0.2141  0.4612 0.4593  0.3932
GPT-4V 0.2276 0.4701 0.4735 0.4555
Gemini 2.5 Pro 0.2327 0.4795 0.4810 0.4973
Education-oriented LLM

Spark X1 0.2251  0.4740 0.4737  0.5077

The two tasks are inherently interrelated: when teachers are
positioned on the podium, their interaction targets are pre-
dominantly the blackboard or multimedia devices; When
interacting with students, their spatial position typically
shifts among students seating area. This spatial-interaction
coupling provides mutual semantic cues that can reinforce
model prediction accuracy. Together, accurate recognition
of spatial positions and interaction targets offers deeper in-
sights into instructional intent and classroom orchestration
strategies.

4.5 Teacher Behavior Description

We further evaluate models’ ability of video understanding
by the teacher behavior description task, using two com-
plementary approaches: traditional textual similarity met-
rics and semantic scoring via LLM-as-a-judge. In traditional
metric-based evaluation, the evaluation results are shown in
Table 5 in terms of ROUGE [31], CIDEr [41], BLEU [33],
METEOR [4]. Qwen2.5-Omni achieves the highest CIDEr
score (0.5097), reflecting its superior ability to reproduce
fine-grained instructional details that align with expert ref-
erences. Gemini 2.5 Pro leads in BLEU (0.2327), METEOR
(0.4795), and ROUGE (0.4810), demonstrating a strong bal-
ance between surface-level lexical accuracy and semantic flu-
ency. GPT-4V and Claude 3.5 Sonnet exhibit relatively
balanced but slightly lower scores across all metrics, while
education-oriented model Spark X1 maintains competitive
performance, particularly in CIDEr (0.5077), which high-
lights its alignment with the educational domain.

To further enhance the objectivity and robustness of the
evaluation, we introduce the LLM-as-a-Judge [8, 10] mecha-
nism, employing DeepSeek-R1 to compute semantic align-
ment score for the model-generated teacher behavior de-
scriptions. To ensure the reliability of this automated scor-
ing mechanism, we further introduce GPT-5 to conduct an
independent re-check on all teacher behavior description sam-
ples and calculate the Pearson correlation coefficient (y) be-
tween its scores and the original scores from DeepSeek-R1.
The results show an overall correlation of vy = 0.87, indi-
cating a high consistency between the two scoring methods.

Gemini 2.5 Pro ] 70.9
Spark X1 ] 69.1
Qwen2.5-Omni ] 69.0
GPT-4V ] 67.2
Qwen-QVQ ] 66.2
Claude 3.5 Sonnet ] 66.1
Grok3 ] 62.8
Kimi-latest ] 62.0
LLaMA4-17B ] 59.5
Video-LLAVA [ 145.9

40 50 60 70

Figure 10: LLM-as-a-judge Evaluation Results for Teacher
Behavior Description.

For the samples where v < 0.8 (totaling 212 instances), we
further invited three experts in the field of education to per-
form a manual re-evaluation to verify the reasonableness of
the scores. This multi-layer evaluation mechanism ensures
that both lexical similarity and deep semantic consistency
are taken into account, thereby significantly increasing the
reliability of our benchmarking results.

Specifically, we design a rigorous 100-point weighted deduc-
tion scheme to quantify semantic fidelity, as detailed in Table
6. The scoring framework comprises six dimensions: Core
Action Accuracy (30%) serves as the primary metric, im-
posing the most severe penalties for action misclassification
to ensure fundamental validity. Spatiotemporal Localiza-
tion (15%) and Interactive Object Recognition (15%) jointly
evaluate the precision of spatial grounding and target align-
ment. Content Consistency (20%) strictly penalizes logical
contradictions and hallucinations, while Environmental De-
tail Fidelity (10%) and Linguistic Specification (10%) assess
the richness of contextual cues and terminological correct-
ness. This hierarchical weighting strategy ensures that the
evaluation prioritizes action-centric semantic precision while
maintaining the overall structural coherence of the generated
descriptions.

Evaluation scores are presented in Figure 10. Scoring re-
sults reveal that Gemini 2.5 Pro(70.9), Spark X1(69.1) and
Qwen2.5-Omni(69.0) achieve relatively high semantic align-
ment, indicating their strong capacity to model key instruc-
tional components such as action intent, spatial positioning,
and interaction targets. GPT-4V(67.2), Qwen-QVQ(66.2)
and Claude 3.5 Sonnet (66.1) followed closely, suggesting
a high degree of linguistic coherence, though it exhibited
occasional misinterpretations of behavioral details. As an
automated semantic evaluation framework, LLM-as-a-judge
provides interpretable and discriminative metrics that go be-
yond surface-level textual overlap, offering deeper insights
into whether large models truly comprehend instructional
behavior. Scoring examples from DeepSeek-R1 are provided
in Figure 11.

S. CONCLUSION

In this work, we addressed the critical need to evaluate
Video-LLMs in educational contexts, particularly for teacher
behavior understanding. We proposed a multi-stage Human-
LLM collaborative annotation pipeline that ensured anno-



(T T X _T T ) Youare a Teacher Behavior Description Evaluator.
| Compare the model-generated description with the reference description, and score it based on these 6 aspects (starting from 100 [e))
points):Core Action Accuracy (30%): Wrong action type - -30 ,Similar but incorrect action = -15 =+++* N
Output Format:Total score: 100 - (Deductions) = Final score User
- = - Rationale: Core Action Accuracy: ... Spatiotemporal Localization: ... Interaction Target: ... Environmental Details: ... Linguistic Input
11T 11— T Specification: ... Content Consistency: ...
Description: The video is from a high school . The action of the teacher in the video is clean the blackboard, the teacher's position in the classroom is
on the podium. The teacher's interaction object is the blackboard. The video shows a teacher explaining mathematical content. There are geometrically related
formulas and text written on the board, the screen shows Example 2, which involves solving for the fact that if the product xy is equal to the fixed value P or and x 0)
+y is equal to the fixed value S when x and y are positive, then the product xy has a minimum value of 2VP or a maximum value of 1/4S when x = y. The students N
are seated at their desks and listening attentively to the lecture. User
Gemini 2.5 Pro: The action of the teacher in the video is write on the blackboard, the teacher's position in the classroom is on the podium. The teacher's Input
interaction object is the blackboard. The teacher stands on the podium and writes "Example 2" on the blackboard, while the multimedia screen displays the
related

Gemini 2.5 Pro Scoring:
Position and interactive objects: all correct, no deduction.

Linguistic specification: correct terminology, no deduction.

N 4

Deepseek-R1 Total score: 100 - (15 + 6 + 5) = 74 points

Accuracy of core action: 15 points deducted for detail error (wiping blackboard -> writing blackboard).
Environmental Detail: the“xy polar problem”is not specified, partially missing, 6 points deducted (Lack of detail).
Content consistency integrity: 5 marks will be deducted for errors in movement leading to partial deviation.
Rationale: The description correctly captures the core message of the instructor interacting with the board from the podium position, but incorrectly replaces the

action of 'clean the blackboard' with 'writing on the board'. However, the board details and collaborative multimedia use scenarios in Example 2 are added, with
some semantic overlap with the geometric formula derivation scenario in the standardized description, and student focus is correctly preserved.

Figure 11: A scoring example of using DeepSeek-R1 to evaluate for teacher behavior description.

Table 6: Semantic evaluation criteria for LLM-as-a-judge (o« + 8+ v+ d + ¢ + ¢ = 100%).

Evaluation Dimension & Weight Deduction Rules

Example

Directional error: —a
Core Action Accuracy (a%)

Detail-level error: —a/2

Describing ”clean the blackboard” as "lecture”
Describing "lecture” as "multimedia teaching”

Spatiotemporal Localization (8%) Spatial location error:

-8

”on the podium” misjudged as "among students”

Interactive Object Recognition (v%)

Interaction target error: —vy

”blackboard” misjudged as "multimedia”

Environmental Detail Fidelity (6%)

Completely missing details: —4§
Partially missing details: —4/2

Missing all environmental cues

Teacher attire ”suit” misjudged as "sportswear”

Linguistic Specification (%)

Terminology error: —e/2 to —e
Logical inconsistency: —2/€ to —e

Describing ”podium” as ”desk”
Describe ”clean” and ”write” at the same time.

Content Consistency Integrity (¢%)

Completely off-topic: —¢

Misjudging a math lesson as historical lesson

tation efficiency and multimodal consistency. Through this
pipeline, we introduced MTBU-Bench, the first multimodal
benchmark tailored for this task, spanning 15 K-12 and
higher education disciplines across 300+ classroom scenar-
ios. Through large-scale evaluations of ten mainstream Video-
LLMs across action recognition, spatiotemporal localization
and behavior description, we uncovered key insights. Firstly,
audio and text modalities were critical for disambiguating
visually similar behaviors by incorporating verbal cues and
contextual intent. Secondly, abstract actions posed signifi-

cant challenges, highlighting limitations in interpreting weakly

visualized behaviors. Thirdly, all models struggled with
fine-grained distinctions in interaction targets and temporal
boundary extraction in long-form videos. Overall, MTBU-
Bench provided a rigorous framework for advancing Video-
LLMs in education, while our findings highlighted urgent
needs for improved temporal modeling, cross-modal align-
ment, and handling of abstract instructional behaviors. Fur-
thermore, we recognize that our current classroom videos
are predominantly sourced from mainland China, which in-
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troduces a limitation in cross-cultural generalization. Since
instructional norms and spatial layouts vary significantly
across cultures, scaling this benchmark to encompass global
diverse educational settings remains an important direction
for future research. We hope it will inspire further develop-
ments in instructional video understanding, MLLMs align-
ment, and behavior-aware educational applications.

Ethical Statement

The construction of MTBU-Bench was conducted in strict
adherence to ethical guidelines for human subjects research
and was formally approved by our Institutional Review Board
(Approval No. IMU20260402-0017). To safeguard the pri-
vacy of participating educators and K-12 students, all Per-
sonally Identifiable Information (PII) was systematically re-
moved, and robust facial blurring was applied to recogniz-
able individuals. The dataset is released exclusively for
non-commercial, academic research under a strict Data Use
Agreement to prevent misuse.
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