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ABSTRACT
This paper introduces a scalable causal inference framework
for estimating the immediate, session-level effects of on-
demand human tutoring embedded within adaptive learn-
ing systems. Because students seek assistance at moments
of difficulty, conventional evaluation is confounded by self-
selection and time-varying knowledge states. We address
these challenges by integrating principled analytic sample
construction with Deep Knowledge Tracing (DKT) to es-
timate latent mastery, followed by doubly robust estima-
tion using Causal Forests. Applying this framework to over
5,000 middle-school mathematics tutoring sessions, we find
that requesting human tutoring increases next-problem cor-
rectness by approximately 4 percentage points and accu-
racy on the subsequent skill encountered by approximately
3 percentage points, suggesting that the effects of tutor-
ing have proximal transfer across knowledge components.
These effects are robust to various forms of model specifica-
tion and potential unmeasured confounders. Notably, these
effects exhibit significant heterogeneity across sessions and
students, with session-level effect estimates ranging from
−20.58pp to +19.95pp. Our follow-up analyses suggest that
typical behavioral indicators, such as student talk time, do
not consistently correlate with high-impact sessions. Fur-
thermore, treatment effects are larger for students with lower
prior mastery, which was true for both higher and lower so-
cioeconomic status students. This framework offers a rig-
orous, practical template for the evaluation and continuous
improvement of on-demand human tutoring, with direct ap-
plications to other forms of on-demand assistance, including
emerging AI conversational tutoring interventions.

Keywords
Tutoring, Adaptive Learning Systems, Causal Inference.

1. INTRODUCTION

Tutoring is widely recognized as one of the most effective ed-
ucational interventions, particularly for students struggling
academically [10, 15, 23, 21]. However, recent large-scale
evidence suggests that the magnitude of K-12 tutoring ef-
fects varies widely across contexts, populations, and imple-
mentations, complicating efforts to generalize findings and
guide policy decisions [20]. Much prior work has focused
on “high-dosage” tutoring, which is typically defined as sus-
tained, scheduled sessions delivered multiple times per week
[33]. However, a growing class of interventions provides
on-demand tutoring: brief support intended to deliver in-
struction precisely at moments of student difficulty [9, 22].
These interventions are increasingly embedded within adap-
tive learning platforms and are delivered by human tutors
or AI-based agents [30, 22].

These embedded tutoring systems generate rich, fine-grained
interaction data, creating unprecedented opportunities for
continuous evaluation and improvement. However, they also
introduce a fundamental methodological problem: students
self-select into tutoring at moments of struggle, creating se-
vere time-varying confounding that undermines naive ob-
servational comparisons. As a result, despite the growth of
embedded tutoring systems, the field lacks scalable methods
for rigorously estimating the causal impact of individual tu-
toring interactions in real-world learning platforms.

This paper addresses this gap by introducing a scalable
causal inference framework for estimating the effect of on-
demand assistance – in this case, human tutoring – within an
adaptive mathematics learning platform. Rather than evalu-
ating entire programs or long-term interventions, the frame-
work is designed to estimate the immediate causal effect
of individual tutoring sessions on subsequent student per-
formance. Our proposed framework integrates three com-
ponents into a unified pipeline: (1) principled construc-
tion of analytic samples to approximate counterfactual com-
parisons, (2) latent knowledge state estimation using Deep
Knowledge Tracing (DKT; [29]) to address time-varying con-
founding, and (3) estimation of conditional average treat-
ment effects for local, individual tutoring sessions using Gen-
eralized Random Forests (Causal Forests; [3]). In combina-
tion, these components provide a practical template for es-
timating average treatment effects and effect heterogeneity
from large-scale learning interaction logs.
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We further demonstrate various robustness tests for this
framework, showing that with and without contextual vari-
ables from outside of the platform (e.g., standardized assess-
ments and demographic variables), this pipeline produced
consistent estimates of the tutoring effects. Our framework
addresses central challenges in observational studies of ed-
ucational interventions, including self-selection into treat-
ment, unmeasured baseline ability that changes as students
learn, and treatment effect heterogeneity. Furthermore,
it provides opportunities to better understand when, for
whom, and why tutoring is effective. Finally, this method
could be used to estimate outcomes for evaluating AI models
for tutoring.

Applying our framework to data from an embedded tutor-
ing system, we find that requesting tutoring has a positive
impact on immediate performance by increasing the likeli-
hood that students answer the next problem correctly by an
average of 4.01 percentage points (pp). We further find that
this affects near transfer across skills: tutoring increases the
probability of answering the first problem on the subsequent
skill correctly by 2.73pp. However, there is substantial vari-
ability in these effects, with local effect estimates ranging
from −20.58pp to 19.95pp for immediate performance cor-
rectness and from −23.25pp to +18.24pp for near transfer.
We find that these estimates are robust to potential con-
founding from sample selection or unmeasured confound-
ing. However, our marginally nonsignificant placebo sug-
gests that these effect estimates may be biased towards un-
derestimating the effect sizes. Students with lower estimated
prior knowledge tended to benefit more from tutoring, al-
though this relationship was slightly attenuated for lower-
income students. We conclude by discussing how causal ap-
proaches of this kind can help researchers and practitioners
better understand and evaluate the mechanisms that drive
effective on-demand tutoring, ultimately informing the de-
sign of improved human and AI tutoring systems.

2. BACKGROUND
2.1 Efficacy and Heterogeneity in Tutoring

Interventions
Tutoring is widely recognized as one of the most effective
academic interventions for improving student learning out-
comes [10, 15, 23]. Comprehensive meta-analyses have found
that tutoring consistently yields significant positive effects
on student learning [21, 23]. These effects are impactful
across grade levels and subject areas, often outperforming
other educational interventions such as class-size reduction
or extended school days [15, 23]. However, the efficacy of
tutoring is rarely uniform; effects are often heterogeneous
across different implementations [23]. Impact also varies sig-
nificantly according to characteristics such as prior achieve-
ment, socioeconomic status, and baseline achievement [10].
Although tutoring often targets lower-performing students
to close achievement gaps [15], other studies on voluntary,
on-demand models suggest that students with higher base-
line engagement or fewer structural barriers are sometimes
more likely to access and benefit from support [2, 9]. Under-
standing this heterogeneity is crucial to determine whether
specific tutoring interventions narrow achievement gaps or
inadvertently widen them due to differential uptake.

The magnitude of tutoring effects is also inextricably linked

to the implementation model. Much of the literature ad-
vocates for ”high-dosage” tutoring, typically defined as sus-
tained, scheduled sessions occurring three or more times per
week, as a primary driver of efficacy [21, 23]. However, scal-
ing such intensive models presents logistical and financial
challenges. Consequently, many Adaptive Learning Systems
(ALS) have adopted ”on-demand” or ”just-in-time” models,
where brief support is triggered by students making specific
errors rather than a fixed schedule [30, 38, 22]. Although
scalable, these embedded interactions complicate the tradi-
tional definition of dosage, as exposure to treatment becomes
a function of student agency and immediate need rather than
administrative assignment.

2.2 Integrating Human Tutoring in Adaptive
Learning Systems

To address the scalability and cost constraints of high-
dosage human tutoring, recent approaches have integrated
human support directly into ALS. “Hybrid” or ”human-in-
the-loop” models aim to combine the personalized, imme-
diate feedback of AI-driven software with the motivational
and complex pedagogical support of human tutors [6, 38].
Research suggests that human tutoring can enhance the
benefits of ALS [14]. For instance, human tutors—guided
by real-time dashboards to intervene when students strug-
gle—yields statistically significant additional boosts in time-
on-task and skill proficiency within an ALS, compared to
students working in an ALS alone [14]. These hybrid ap-
proaches seem to benefit lower-performing students more
than higher-performing ones, suggesting that human inter-
vention may most benefit students who most need it [38].

Integrated tutoring models often take the form of ”on-
demand” chat support embedded within the learning envi-
ronment. In these settings, the ALS identifies a knowledge
gap or a specific misconception, and a human tutor enters
the loop to provide targeted scaffolding [17]. Evaluations
of such systems have shown that students who engage with
this hybrid support demonstrate higher learning gains and
knowledge transfer than those using the ALS in isolation [17,
22]. Furthermore, interventions explicitly designed to com-
bine human tutoring with ALS personalization have been
shown to nearly double math learning gains compared to
control groups, providing a scalable mechanism to promote
educational equity for marginalized students [6]. By offload-
ing rote instruction to the ALS and reserving human capital
for high-value interactions, these systems offer a promising
pathway to deliver effective tutoring at scale [6, 38, 42].

2.3 Methodological Challenges in Estimating
On-Demand Effects

Although the efficacy of tutoring is well-documented, esti-
mating the causal impact of on-demand help within adap-
tive systems presents unique methodological hurdles. Unlike
scheduled ”high-dosage” tutoring, where attendance is often
mandated or fixed, ”on-demand” support is driven by stu-
dent agency. This introduces a specific form of confounding:
students are more likely to ask for help precisely when they
are least likely to succeed without it [2, 33]. Consequently,
naive comparisons between tutored and non-tutored prob-
lem attempts often yield negative correlations, reflecting the
student’s struggle rather than the intervention’s failure.
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To address this, prior EDM research has largely relied on
two approaches: experiments/randomized controlled trials
(RCTs) and observational matching strategies. While RCTs
remain the gold standard, they are often implemented at the
school or student level to evaluate general program access
rather than specific interactions [9, 34, 22]. Randomizing
individual help requests, which may require denying help to
a struggling student for the sake of experimental control,
is often ethically prohibitive and disruptive to the learning
experience (e.g., wait-list designs where students are ran-
domly assigned to get help right away or later are still dis-
ruptive). As a result, granular, problem-level insights must
often be derived from observational data. In observational
settings, researchers have traditionally employed propensity
score matching to balance treatment and control groups on
observed covariates such as prior achievement, demograph-
ics, and topic difficulty [6]. However, standard matching
approaches typically rely on static or slowly changing vari-
ables (e.g., pre-test scores, diagnostic assessments). These
measures fail to capture the highly dynamic, time-varying
nature of a student’s knowledge state during a learning ses-
sion. A student’s decision to ask for help is often a function
of immediate confusion or a specific misconception, which
static or slowly-changing covariates cannot detect.

More recent work has attempted to incorporate dynamic
measures of mastery into causal estimation. Approaches
such as the ”Rebar” and ”ReLOOP” method have demon-
strated that using predictions from high-dimensional models
as covariates can reinforce matching estimators and reduce
bias [36, 25]. These methods allow for more precise effect
estimation in the contexts of RCTs but are underutilized in
observational studies where conditions are not randomized.

A related significant yet underdeveloped area in Educational
Data Mining (EDM) is the integration of knowledge trac-
ing (KT) into observational causal inference frameworks to
account for time-varying confounding rooted in a student’s
historical performance [1, 24, 27]. In particular, DKT ex-
tends this by utilizing recurrent neural networks to generate
high-dimensional latent states that capture complex tem-
poral dependencies in student learning [29]. However, even
with these richer representations, standard regression or lin-
ear adjustments may not fully account for the complex, non-
linear heterogeneity in how different students respond to tu-
toring.

Finally, most causal studies in EDM and related fields focus
on average treatment effects [36, 25] or subgroup analyses
[18, 19, 28, 30]. A growing body of work also examines
heterogeneity by how students interact with learning envi-
ronments [37, 26, 39, 40]. However, the field would benefit
from methods that estimate local, session-level estimates of
effectiveness. These estimates could be leveraged to flexibly
explore the circumstances under which ALS elements, like
on-demand tutoring, are most effective, including elements
of heterogeneity based on how students respond.

3. CURRENT STUDY
The current study proposes an observational approach for
evaluating tutoring sessions embedded within digital learn-
ing platforms by estimating their impact on students’ sub-
sequent performance. The approach integrates DKT–based

estimates of students’ latent knowledge states into a causal
inference framework, based on the assumption of strong
ignorability, that combines causal forests for counterfac-
tual outcome estimation with augmented inverse probabil-
ity weighting to obtain doubly robust, session-level treat-
ment effects. Together, these methods yield estimates of
individual tutoring session effectiveness and enable down-
stream analyses that characterize heterogeneity in tutoring
impacts across students, contexts, and instructional condi-
tions. We use this framework on data from Eedi, an ALS
that focuses on helping students overcome math misconcep-
tions, during which students can access on-demand human
tutoring through brief text chats.

4. CONTEXT
4.1 Data
The data used for this analysis came from the treatment arm
of a multi-year randomized controlled trial (RCT) designed
to estimate the causal impact of Eedi on middle school math-
ematics achievement. Schools were randomly assigned to
treatment or control conditions at the school level, with the
treatment group receiving access to Eedi for two full aca-
demic years while control schools continued with business-
as-usual instruction. Our current sample only includes the
treatment arm of this RCT: the 12 schools and 2,585 stu-
dents who had access to and used Eedi during the two-year
study.

The original RCT was conducted by an independent pro-
fessional evaluation organization that was not involved in
the present study. The evaluation organization followed an
ethics protocol that included school consent, safeguards to
ensure that study procedures did not deviate from typical
daily instruction, and legally compliant data handling. All
data transferred from Eedi to the researchers were fully dei-
dentified. The current study was also approved by Cornell’s
institutional review board (IRB0149250).

4.2 Eedi
This study was run in Eedi, which is a digital mathemat-
ics platform designed to support middle school students
by identifying and addressing misconceptions in real time
through diagnostic assessment. Eedi uses a large bank of
carefully engineered multiple-choice questions, where each
incorrect option maps to a specific, well-documented math-
ematical misconception. This design allows Eedi to pin-
point gaps in understanding at a fine grain and respond with
targeted support, including short video explanations, struc-
tured practice, and follow-up diagnostic questions. Teachers
can deploy the system flexibly in lessons or as homework,
using its analytics dashboards to see patterns of misunder-
standing across individuals and classes and to adapt instruc-
tion accordingly. Students work independently on quizzes of
five questions assigned by their teachers. Based on their an-
swers, Eedi responds adaptively with a sequence of hints,
videos, and fluency practice to help students overcome mis-
conceptions. Evidence from a large, school-level random-
ized controlled trial suggests that the platform can produce
modest but meaningful improvements in mathematics at-
tainment when implemented over an academic year [17].

4.3 On-Demand Tutoring in Eedi.
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Within Eedi, human tutoring was implemented as on-
demand, synchronous, one-to-one chat-based support inte-
grated directly into students’ ongoing problem-solving ac-
tivity. At any point, students could initiate a live session
that immediately connected them with an expert tutor. Tu-
tors received structured context at the start of each ses-
sion—including the problem text, the student’s answer, and
the associated misconception, allowing them to provide tar-
geted, dialog-based support focused on diagnosing and re-
solving misunderstandings before students returned to inde-
pendent work.

The intervention involved seventeen tutors, each with at
least three years of teaching experience and specific training
in tutoring. Sessions were designed to be brief and task-
focused, enabling students to move fluidly between indepen-
dent practice and individualized help. Tutors communicated
exclusively through text chat and used a Socratic approach
that emphasized questioning and guided reasoning rather
than direct answer-giving. Sessions concluded once students
demonstrated sufficient understanding or chose to resume
their lesson, positioning tutoring as a scalable, just-in-time
complement to the broader Eedi’s learning environment.

Table 1 summarizes the characteristics of the tutoring ses-
sions. Tutoring sessions were relatively brief, with a median
duration of 4.2 minutes and 14 messages exchanged. Tutors
contributed approximately 60% of messages on average, con-
sistent with their role in guiding the dialogue.

Table 1: Tutoring Session Characteristics

Metric Mean Median Q25 Q75

Total Messages 17.7 14 9 23
Tutor Messages 10.5 8 5 14
Student Messages 7.2 6 3 9
Duration (minutes) 5.4 4.2 2.4 6.9

5. METHODS: CAUSAL FRAMEWORK
FOR LOCAL EFFECT ESTIMATION

Our causal inference framework consists of three intercon-
nected stages, illustrated in Figure 1. (1) First, we construct
an analytic dataset that links each tutoring intervention to
its immediate outcome while defining an appropriate con-
trol group. (2) Second, we train a DKT model on a held-
out sample of students to generate latent representations of
student knowledge for both the treatment and control sam-
ples. (3) Third, we apply a Causal Forest estimator that
jointly estimates propensity scores and treatment effects us-
ing the DKT-derived hidden states and predicted proba-
bilities as covariates. We validate our findings through a
series of robustness checks that incorporate contextual co-
variates (e.g., school assignment, standardized assessments,
and demographics), alternative sample configurations to ad-
dress potential participation bias, and a placebo outcome
test. This framework addresses three central challenges in
observational tutoring research: confounding from baseline
knowledge differences, self-selection into treatment, and het-
erogeneity in treatment effects across students.

5.1 Analytic Sample Construction
Our method requires three samples: treatment, control, and
hold-out. Table 2 presents the sample breakdown. When a

Table 2: Analytic Sample Construction from Raw Data to
Final Analytic Sample

Students
Problem
Attempts

Unique
Problems

Original Usage Data 2,585 852,274 8,540

Treatment Sample
All Treatment Usage 1,234 465,619 6,803

Excluded (13) (460,456) (5,337)
Final Analytic Treated 1,221 5,163 1,466

Control Sample
All Control Usage 1,351 386,655 8,017
DKT Training
Holdout

676 197,332 7,485

Control Analysis 675 189,323 5,884
Excluded (10) (97,874) (4,418)

Final Analytic Control 665 91,449 1,466

Total Analytic Sample 1,886 96,612 1,466

student received tutoring on a problem, that instance en-
tered the treatment sample. The next problem the stu-
dent attempted without help served as our immediate perfor-
mance outcome, and the next problem on a new skill served
as our near transfer outcome. To ensure comparability, only
problems for which at least one student received tutoring
were included in the causal analysis. In addition, problem
attempts from treated students in which they did not receive
tutoring were excluded from the primary analysis. Treated
observations were also excluded when no subsequent prob-
lem attempt was available to serve as an outcome.

To avoid potential Stable Unit Treatment Value Assumption
(SUTVA) violations [35], only students who never received
tutoring were eligible for the control sample, as prior expo-
sure to tutoring could influence later outcomes. We relax
this restriction in a robustness check to assess whether this
sample construction meaningfully affects results (see Section
5.4). Students who were never treated were randomly di-
vided between the control and hold-out samples. The hold-
out sample was used exclusively for DKT estimation (Sec-
tion 5.2), while the control sample was reserved for causal
effect estimation. The analytic control sample, therefore,
consisted of students who (a) never received tutoring and
(b) attempted at least one of the same problems as students
in the treatment sample. Because not all problems over-
lapped with tutoring interventions, control-group attempts
on non-overlapping problems were excluded. Students who
lacked any problem attempts overlapping with the treatment
sample were removed from the final analytic control sample.

5.2 Knowledge State Estimation
We implemented a DKT model using a Long Short-Term
Memory (LSTM) architecture to generate student knowl-
edge estimates used as pre-treatment covariates in the causal
analysis [29]. The model uses a student’s sequential history
of question attempts to predict the probability of correctly
answering subsequent questions. Critically, the model main-
tains a latent hidden state that encodes information from
prior performance across time, allowing it to summarize a
student’s evolving knowledge state even when past interac-
tions involve different constructs than the one being pre-
dicted.
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Figure 1: Causal Framework for Estimating Heterogeneous Effects of On-Demand Tutoring. The pipeline integrates ALS and
tutor interaction logs to estimate student knowledge states and causal effects. These estimates drive downstream insights into
effect variability. While the framework functions independently of contextual data, we incorporate it here to test robustness and
identify variables for heterogeneity analysis.

The use of DKT serves a substantive causal purpose. Stu-
dent knowledge is a key confounder in this setting: students
are more likely to seek or be offered tutoring when they are
struggling, and baseline knowledge strongly predicts future
performance. By conditioning on a rich, multidimensional
representation of students’ latent knowledge states, we aim
to reduce bias arising from time-varying confounding in tu-
toring assignment and outcome generation. Furthermore,
DKT can provide specific point-in-time estimates of base-
line knowledge that account for recent learning, which may
be more robust than global pretest measures.

We implemented the DKT model in PyTorch following the
architecture first introduced by Piech et al. [29]. The train-
ing data included 197,332 problem attempts across 7,485
problems representing 1,598 distinct knowledge components.
Item embeddings were passed to an LSTM with a hidden
dimension of 50, which updated its hidden state ht at each
time step. The resulting 50-dimensional hidden state vector
(H1, . . . , H50) was used as the primary knowledge represen-
tation in our causal analysis. The output layer applied a
sigmoid activation function to produce probability estimates
for the next construct. The model achieved an acceptable
AUC of 0.72 on the analytic control sample (which was not
used for training), consistent with typical performance re-
ported for DKT models [1].

5.2.1 Feature Extraction.
For each observation in the treatment and control samples,
we extracted the 50-dimensional LSTM hidden state cal-

culated just prior to the intervention. We also included
the predicted performance on the current problem, in which
the student could receive tutoring support, and the subse-
quent problem, which serves as an outcome. Including these
as covariates in causal analysis is modeled after the Rebar
method, which has been shown to produce precise, unbiased
effect estimates by applying models generated from data out-
side of the treatment and control sample to those samples
[36].

5.3 Causal Forest Estimation
We estimated treatment effects using Generalized Random
Forests (GRF) as implemented in the grf R package [4]. We
chose to incorporate causal forests into the pipeline because
of their nonparametric flexibility and their ability to model
high-dimensional treatment effect heterogeneity [3].

Furthermore, causal forests offer three other advantages that
are particularly relevant in our setting. First, they have
been shown to perform well under targeted selection, when
treatment assignment depends on predictors of the outcome
itself [16, 3]. In the context of on-demand tutoring, stu-
dents are more likely to seek or receive tutoring precisely
when they anticipate poor performance absent intervention,
rendering treatment assignment endogenous and outcome-
driven. Causal forests are explicitly designed to accommo-
date this form of selection. Second, a key feature is honesty,
in which separate subsamples are used for tree construction
and treatment effect estimation. This sample-splitting re-
duces adaptive overfitting and supports valid inference by
producing out-of-sample counterfactual predictions analo-
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gous to leave-one-out estimation [43]. Third, causal forests
directly estimate Conditional Average Treatment Effects
(CATEs) as flexible functions of a high-dimensional covari-
ate space. Given the richness of our covariates—including
the 50-dimensional DKT hidden state representation—this
approach enables estimation of fine-grained, unit-specific
conditional effects and supports downstream analyses of
treatment effect heterogeneity across students and contexts.

5.3.1 Model Specification.
The covariate matrix X included 50 DKT hidden state di-
mensions, cumulative historical accuracy, and DKT-based
probability estimates of correct responses. The forest was
trained with 500 trees, honesty enabled, and hyperparame-
ters selected via cross-validation. We specified students as
clusters in the causal forest, implementing cluster-robust es-
timation such that all observations from a given student are
assigned to the same subsample during tree construction.
As a result, treatment effect estimates account for within-
student dependence, and predictions for each student are
generated without using that student’s own data.

5.3.2 Estimation Engine: Robinson Decomposition
and Propensity Modeling

We estimate heterogeneous treatment effects using Causal
Forests, which rely on the Robinson decomposition (also
known as a residual-on-residual or orthogonalization strat-
egy). Let Yi denote the observed outcome for unit i,
Zi ∈ {0, 1} the treatment indicator, and Xi the vector of
pre-treatment covariates. For each outcome definition (next-
problem correctness and next-skill correctness), the proce-
dure first fits two functions using separate regression forests:
the conditional mean outcome model

m̂(X) = E[Y | X]

and the propensity score model

ê(X) = P(Z = 1 | X).

These estimates are then used to construct orthogonalized
(residualized) variables:

Ỹi = Yi − m̂(Xi), Z̃i = Zi − ê(Xi), (1)

where Ỹi represents the deviation of the observed outcome
from its covariate-expected value, and Z̃i represents the de-
viation of the observed treatment assignment from its pre-
dicted probability. This transformation removes outcome
variation explained by baseline covariates and treatment
variation explained by selection on observables, yielding
Neyman-orthogonal signals for effect estimation.

The Causal Forest is then trained to model the relationship
between Ỹi and Z̃i as a function of Xi, which isolates the
causal signal after adjusting for baseline outcome differences
(m̂) and treatment selection (ê).

Propensity scores are therefore estimated internally as part
of the Causal Forest procedure via a regression forest for
ê(X). Valid estimation requires overlap (positivity), mean-
ing each unit must have a non-negligible probability of both
treatment and control conditional on X. In our analytic
sample, estimated propensity scores ranged from 0.03 to

0.89, with most observations falling between 0.05 and 0.20.
Appendix A.1 presents the full propensity score distribution
and associated overlap and robustness diagnostics.

5.3.3 Effect Estimates.
We report three types of effects. The Conditional Average
Treatment Effect (CATE) provides unit-level predictions,
where τ(x) represents the difference in expected potential
outcomes for an individual with covariates x. Specifically, it
captures the contrast between the expected outcome if the
student receives tutoring, Y (1), and the expected outcome if
the student does not receive tutoring, Y (0):

τ(x) = E[Y (1) − Y (0)|X = x] (2)

The Average Treatment Effect (ATE) is the population-
level effect, computed using Augmented Inverse Probability
Weighting (AIPW) scores:

τ̂ATE =
1

n

n∑

i=1

[
τ̂(Xi) +

Zi − ê(Xi)

ê(Xi)(1− ê(Xi))

(
Yi − m̂Zi(Xi)

)]

(3)
The Average Treatment Effect on the Treated (ATT) is de-
termined by restricting this calculation to treated units and
represents the average effects for those who chose the treat-
ment. The use of AIPW makes the ATE and ATT ’dou-
bly robust,’ as they combine the outcome predictions with
propensity weighting to correct for bias [12]. Thus, if ei-
ther the outcome model or the propensity score model is
misspecified, the estimates remain consistent and asymptot-
ically unbiased.

5.3.4 Heterogeneity Analysis.
To test for moderators of the treatment effect, we treat the
estimated unit-level CATEs (τ̂i) as the outcome variable in
a Linear Mixed Model (MLM):

τ̂i = β0 + β1 ·Moderator + µs + ϵi (4)

where µs accounts for student-level clustering. This allows
us to determine (via significance testing) which moderators
explain the variability in treatment effects. Notably, we do
not rely on more standard causal-forest heterogeneity sum-
maries such as best linear projection, because our substan-
tive interest extends to moderators that are not included in
the causal forest itself, including variables derived from the
tutoring sessions. Instead, we use the estimated CATEs as
outcomes in follow-up analyses to examine how these exter-
nal variables relate to treatment effect variation.

5.4 Robustness and Sensitivity Checks
To assess whether the model is robust to misspecification
and potential unobserved confounders, we conducted a se-
ries of robustness checks. Our first sets of robustness checks
determine whether adding different variables or sample con-
figurations influences the results.

5.4.1 External Variables Added
First, we incorporated additional covariates not derived from
platform usage. These included standardized pretest scores
of mathematical knowledge (NWEA MAP RIT), which pro-
vide an external measure of baseline ability independent of
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Table 3: Average treatment effect estimates in percentage points across different model specifications.

Model Specification ATE (95% CI) ATT (95% CI)

Primary Specification
Immediate Performance (Next Problem) 4.01*** (2.51, 5.51) 3.98*** (2.43, 5.54)
Near Transfer (Next Skill) 2.73** (1.12, 4.35) 2.65* (0.99, 4.31)

Robustness Checks
External Variables Added (Next Problem) 3.93*** (2.49, 5.37) 4.71*** (2.92, 6.50)
Washout Sample Included (Next Problem) 2.17*** (1.17, 3.16) 2.76*** (1.91, 3.61)
Placebo Test (Pre-Intervention) -1.67 (-3.10, -0.24) -0.71 (-2.15, 0.74)

Bonferroni-corrected significance: ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

platform performance; a gender indicator with three cate-
gories (male, female, or neither); and Pupil Premium Fund-
ing (PPF) eligibility, a government designation for students
from disadvantaged backgrounds that serves as a proxy for
socioeconomic status. We also included school identifiers.
The goal of this analysis was to test whether the estimated
Average Treatment Effect (ATE) remains stable after adding
external covariates, which would suggest that the DKT-
based features may adequately capture relevant confound-
ing and that the estimated treatment effect is not driven by
unobserved demographic or institutional factors.

5.4.2 Washout Sample Included
The second robustness test evaluates potential selection bias
arising from defining the control group as students who have
never requested tutoring. These students may differ from
treated students in ways not fully captured by DKT features
or other observed covariates. Although restricting the con-
trol group in this way helps prevent SUTVA violations (see
Section 5.1), it may introduce confounding if never-treated
students are fundamentally different from those who seek tu-
toring. To examine this possibility, we re-estimate the model
using an expanded control group that includes students who
previously received tutoring, provided that the prior session
did not occur within the previous two skills (i.e., a washout
sample). This specification allows us to account for potential
carryover effects while reducing selection bias by increasing
overlap between treatment and control observations.

5.4.3 Pre-Intervention Placebo Test
Next, we conducted a placebo test using an outcome for
which no causal effect is possible: student performance
on a problem that occurs before the tutoring intervention.
Placebo or “negative control” outcomes are widely used in
causal inference as a diagnostic tool for detecting residual
confounding or model misspecification. If the identification
strategy is valid, estimated treatment effects on such out-
comes should be null, since they temporally precede treat-
ment and cannot be causally influenced by it [11]. We chose
a problem three items before the intervention as our placebo
outcome to avoid any interference with the intervention.
Finding no significant effect on this pre-treatment outcome
would therefore provide additional evidence that the method
is not simply capturing baseline differences between students
who choose tutoring and those who do not, but is instead
identifying a genuine causal effect of tutoring.

5.4.4 Additional Checks

Finally, we employ two additional robustness checks that are
common in quasi-experimental analyses. We present these in
detail in Appendix A. We tested the sensitivity of our results
to propensity score model specification and trimming of the
distribution tails to ensure common support [8]. To quantify
the robustness of our estimates to unmeasured confounding
(i.e., omitted variable bias), we calculate the Robustness
Value (RV). The RV represents the minimum strength of
association that an unobserved confounder would need to
have with both the treatment and the outcome (measured in
terms of partial R2) to reduce the estimated treatment effect
to zero. This allows us to benchmark the required strength
of an unmeasured confounder against observed covariates
like prior mastery or student SES.

6. RESULTS
6.1 Treatment Effect Estimates
Table 3 presents the doubly robust average treatment effect
estimates from the Causal Forest analysis, with p-values ad-
justed for multiple comparisons. We find a statistically sig-
nificant positive effect of tutoring on immediate performance
and near transfer. The estimated average treatment effect
(ATE) of tutoring on next problem correctness was 4.01 per-
centage points (pp) (CI = [2.51, 5.51]), p < 0.001) and ac-
curacy on the first attempt at a problem on the next skill
was 2.73pp (CI = [1.12, 4.35]). The effects on the treatment
group (ATT) were also significant and similar in magnitude.

6.1.1 Robustness and Sensitivity.
Table 3 presents results from several robustness checks de-
signed to evaluate whether specific modeling choices, such
as covariate selection and sample construction, influence the
stability of the effect estimates. The inclusion of exter-
nal demographic covariates yielded a nearly identical ATE
of 3.93pp (CI = [2.73, 5.51]). This stability suggests that
our Deep Knowledge Tracing (DKT)-derived features suc-
cessfully capture the requisite student heterogeneity, ren-
dering additional demographic data redundant for the pur-
poses of confounding control. In the model specification
that included the washout sample (the control included stu-
dents who have been treated in the past, but not within
two skills), students within the control group produced a
lower but still statistically significant estimate of 2.17pp
(CI = [1.17, 6.16]). The convergence and overlapping con-
fidence intervals across these disparate design assumptions
provide robust evidence for a consistent causal effect. These
checks were replicated for the near-transfer outcome with
similarly significant results.
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Figure 2: Effect Sizes on Immediate Performance by Tutoring Session Characteristics. Each effect is decomposed by quartiles
of the characteristics. Quartile ranges are presented in brackets.

The effect estimate for the placebo outcome—a measure the-
oretically unaffected by the treatment—was negative and
non-significant; however, this is only after applying a Bon-
ferroni correction to account for family-wise error. This re-
sult suggests that, if anything, students in the treatment
group may actually be biased toward lower baseline per-
formance consistent with targeted selection into treatment;
consequently, the observed positive treatment effects are un-
likely to be artifacts of model-driven upward bias.

Two additional robustness tests are detailed in Appendix
A.1. We utilized paired matching as a diagnostic tool for
propensity score estimation, finding that a Random Forest
propensity model achieved superior covariate balance com-
pared to linear specifications. Furthermore, we confirmed
that trimming the tails of the propensity distribution to en-
sure stricter overlap did not significantly alter the treatment
effect estimates.

Unmeasured Confounding. Finally, as discussed above, the
framework depends on a strong ignorability assumption: af-
ter conditioning on observed covariates, there are no sub-
stantial unmeasured factors that jointly influence tutoring
usage and outcomes. This matters here because plausible
confounders, such as student motivation, are not directly ob-
served. We assume that some of their influence is expressed
through prior performance and interaction histories and is
therefore partially captured by the DKT-based covariates,
though residual unmeasured confounding may still remain.
To test this assumption, we conducted a formal sensitivity
analysis [7] by calculating the Robustness Value (RVq=1)
required to fully explain away the estimated effect.1 Our
results indicate that an unmeasured confounder would need
to be at least three times as predictive of both treatment
assignment and the outcome as the stroungest predictors
(DKT outcome prediction, average accuracy, or cumulative
attempts) to nullify the current findings. This level of con-
founding is unlikely in practice, suggesting the results are
robust to plausible omitted variables.

1See Appendix A.2

6.2 Treatment Effect Heterogeneity
While the average effects are positive, we observe substan-
tial heterogeneity in local treatment effects across interven-
tion sessions. The CATE for immediate performance has a
standard deviation of 3.53pp, and ranges from −20.58pp to
19.95pp. The CATE for near transfer has a standard devi-
ation of 3.61pp, and ranges from −23.25pp to 18.24pp. No-
tably, there is a moderate correlation between these effects
(r = 0.46, p < 0.001), suggesting that the immediate perfor-
mance CATE may be a good, however imperfect, surrogate
measure for near transfer; if a tutoring session has a posi-
tive effect on next problem correctness, it is likely to have a
positive effect on the students’ ability to solve problems on
other similar skills as well.

6.2.1 Heterogeneity by Tutoring Session Character-
istics

To illustrate how this method can be used to examine why
some tutoring sessions are more effective than others, we
analyzed three potential moderators: session length, pro-
portion of student talk, and the number of prior tutoring
sessions. We chose these moderators because each of them
has been studied in more traditional tutoring environments.
Longer and more frequent sessions are consistently pointed
to as hallmarks of high-impact tutoring [33]. Eliciting stu-
dent talk is often associated with higher quality tutoring
sessions [5]. Notably, we view this as a preliminary anal-
ysis into understanding what might drive effectiveness in
on-demand tutoring, which will lead to future directions for
this line of work.

Because these variables were non-normally distributed, each
was divided into quartiles and compared using the hetero-
geneity model (Section 5.3.4) with Tukey HSD post-hoc
tests.2 Figure 2 presents the differences in effect size on im-
mediate performance by quartile (quartile descriptive statis-
tics and results tables are presented in Appendix C).

2We also ran the models with transformed variables and
found similar results, but chose to present the results in
terms of quartiles to ease interpretation.
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Figure 3: Interactions between prior knowledge in terms of predicted mastery (A) or standardized test scores (B) and socio-
economic status (SES) based on Pupil Premium Funding (PPF) eligibility.

Session length was measured by the number of messages
sent between the tutors and students that showed the clear-
est and most consistent pattern. Moderately long sessions
(Q3) produced significantly larger effects than shorter ses-
sions (Q1 and Q2; p < 0.001), indicating that brief inter-
actions are often insufficient to support learning. Sessions
in the longest quartile (Q4) also outperformed the shortest
sessions (Q1, p < 0.05), but did not yield reliably greater
benefits than moderately long sessions, suggesting diminish-
ing returns beyond a certain point.

As a proxy for student talk, we used the percentage of total
words in the session that were sent by the student. This
measure of the proportion of student talk exhibited min-
imal and inconsistent associations with tutoring effective-
ness. Only one comparison reached significance, indicating
slightly lower effects in sessions with the highest levels of
student talk (Q4 vs. Q2; p < 0.05), with all other con-
trasts non-significant. Students who sent between 14% and
20% of the words during the session had higher estimated
effects than those who sent between 29.8% and 85.7%. This
contrasts with much of the work on student talk in tutor-
ing, which often finds that getting students to engage is an
important part of tutoring [5]. However, this analysis sug-
gests that student talk may be less important in on-demand
sessions that focus on specific problems.

The number of tutoring sessions that preceded the inter-
vention session was strongly and positively associated with
impact. Almost all comparisons show that students with
more previous sessions experienced substantially larger gains
than first-time or infrequent users, with effect sizes increas-
ing monotonically across quartiles. Taken together, these
results suggest that tutoring is most effective when sessions
are of at least moderate length and when students have prior
experience engaging with on-demand support, whereas sim-
ply increasing the amount of student talk does not reliably
translate into greater effects on proximal performance.

6.2.2 Heterogeneity by Student Characteristics
The CATE estimations also provide opportunities to evalu-
ate which students benefit more from this form of tutoring.

To assess this variability, we estimated a series of regres-
sion models predicting session-level CATEs (the full table
of the model output can be found in Appendix B). Stu-
dents with lower baseline ability exhibited larger treatment
effects, with DKT mastery showing the strongest associa-
tion (β = −1.87, p < 0.001), indicating that a one standard
deviation decrease in predicted mastery corresponded to a
1.87 percentage point increase in effect size. Once DKT was
included, NWEA RIT scores showed only a small positive
association (β = 0.08), suggesting that the more proximal
DKT-based measure of knowledge was the primary driver of
heterogeneity. This pattern is consistent with both a ceiling
effect—where higher-performing students have less room to
improve—and the hypothesis that just-in-time tutoring is
most valuable for students who are struggling.

Overall, low-SES students benefited from tutoring, but to a
slightly lesser extent than their peers (β = −0.21, p < 0.05)
and interaction terms revealed that the relationship between
prior knowledge and treatment effects was weaker for these
students (DKT × PPF: β = 0.14, p < 0.001; RIT × PPF:
β = 0.33, p < 0.001). Figure 3 presents a visualization of
this interaction. While lower-performing students generally
benefited more from tutoring, this gradient was attenuated
among low-SES students. However, as the figure shows, tu-
toring effects remain strongly related to prior knowledge: on
average, lower-performing, low-SES students still appear to
benefit more from tutoring than higher-performing, higher-
SES students.

7. DISCUSSION & CONCLUSION
This paper introduces a scalable causal framework for esti-
mating problem-level effects of on-demand human tutoring
embedded in an adaptive learning system. Across specifi-
cations, requesting tutoring produces modest but reliable
gains in immediate performance and near transfer.

One central contribution of this work is methodological. We
show that time-varying knowledge representations derived
from platform logs can be used as pretreatment covariates
to address confounding driven by evolving mastery and task
difficulty in observational studies of an opt-in feature. By in-
tegrating Deep Knowledge Tracing features [29] into a dou-
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bly robust causal forest estimator [41, 3, 12], the frame-
work targets the core selection problem that tutoring is typ-
ically requested when students anticipate poor performance.
The stability of ATE estimates after adding external covari-
ates (test scores, SES proxy, school identifiers) suggests that
platform-derived learning traces capture much of the rele-
vant confounding structure. However, the marginally non-
significant negative placebo effect may suggest some bias in
the approach, but, in this application, that bias is likely an
underestimation of the effect.

A key substantive result is that the ATE alone masks
wide heterogeneity, including strongly positive and negative
session-level effects. Although the average tutoring effect is
comparable to lower-cost ALS features such as on-demand
hints [13, 32, 31], individual effects range from roughly +20
to −20 percentage points. This indicates that some tutor-
ing sessions are highly effective while others are neutral or
counterproductive.

Our analysis of this heterogeneity provides a preliminary,
though not comprehensive, attempt to identify the factors
associated with higher-impact tutoring. Evaluating session
characteristics highlights several potential drivers of effec-
tiveness. Session length exhibits the clearest pattern: mod-
erately long sessions (outperform very short sessions, while
the longest sessions do not reliably improve upon moderately
long ones. This suggests a diminishing marginal return on
tutor time beyond a certain threshold. It is also possible
that longer conversations indicated the need for additional
remediation beyond what can be provided through a chat
interface.

Furthermore, prior intervention experience is strongly and
monotonically associated with larger impacts, indicating
that students may ’learn how to use’ tutoring more effec-
tively over time. Alternatively, students who access tutoring
more frequently may possess inherent characteristics, such as
higher baseline engagement, that render the tutoring more
beneficial. In contrast, the proportion of student talk shows
minimal associations with impact. This finding is direc-
tionally inconsistent with classic tutoring accounts that em-
phasize student explanation and constructive engagement as
drivers of learning [5], and suggests that, in brief, problem-
focused, on-demand chats, the quantity of student talk may
be less informative than the specificity, timing, and instruc-
tional content of tutor moves. However, the crude metric of
the proportion of words used by students vs. teachers does
not capture the quality of the conversation; more work can
be conducted in this area using the effect estimates from our
framework. Together, these patterns point to a practical im-
plication for embedded systems: effectiveness may depend
less on maximizing interaction volume and more on ensuring
sessions are long enough to resolve a misconception while
supporting students in developing productive help-seeking
routines.

Student-level heterogeneity shows larger benefits for learn-
ers with lower prior mastery, consistent with just-in-time
support models and prior tutoring evidence [23]. However,
low-SES students benefit slightly less on average and show
a weaker mastery–impact gradient, aligning with prior work
suggesting that on-demand tutoring may require comple-

mentary design supports to ensure equitable benefit [21, 9].

Finally, the robustness checks show both the value and the
limits of using observational data to evaluate embedded tu-
toring interventions. When we used a broader control group,
the estimated effects became smaller, but remained positive.
This pattern suggests that the results are not driven by one
specific control-group definition. At the same time, it shows
how difficult it is to identify the right comparison group
when tutoring happens at different moments over time and
when earlier tutoring may affect later performance. These
challenges underscore the importance of methods that ac-
count for students’ changing knowledge states and include
diagnostic checks, such as overlap and placebo tests, to as-
sess possible remaining bias [35, 12].

8. LIMITATIONS & FUTURE WORK
Several limitations suggest directions for future research.
First, although our identification strategy relies on condi-
tional ignorability, sensitivity analyses indicate that unmea-
sured factors such as student motivation or teacher practices
would need to be substantially stronger than our platform-
derived measures to overturn the findings. Second, treat-
ing tutoring as a binary exposure masks variation in in-
structional quality and conversational strategy. Future work
should use process-level data, such as transcripts or instruc-
tional moves, to identify the mechanisms driving effective-
ness. Third, our proximal outcomes capture immediate im-
pact and near transfer but not long-term learning gains. Fu-
ture studies should examine whether session-level effects ac-
cumulate over time. Finally, because this study focuses on
a single platform, future research should test the framework
across domains, platforms, and designs that more directly
examine equity and pedagogical mechanisms.
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ABSTRACT
Accurately tracing a learner’s knowledge state is a central
challenge in many applications as it directly impacts educa-
tional downstream tasks such as recommendation, dropout
prediction, and next-question correctness prediction. Prior re-
search in learner modeling and knowledge tracing has shown
that incorporating domain structure leads to more accu-
rate estimates of learner knowledge, while parallel work has
demonstrated that explicitly modeling epistemic uncertainty
improves performance on these tasks. However, these two
research directions have largely been explored independently.
In particular, existing approaches rarely propagate uncer-
tainty beyond the level at which learner evidence is directly
observed, and domain-informed propagation strategies typi-
cally ignore uncertainty altogether. In this paper, we propose
KT-DUSL, an uncertainty-aware learner model that jointly
represents knowledge mastery, epistemic uncertainty, and
domain structure within a unified framework. Building on
subjective logic, we introduce a novel propagation policy
that diffuses both mastery and uncertainty across the do-
main structure. This policy enables the model to better
handle sparse interaction data. We evaluate KT-DUSL on
large-scale datasets and show that propagating uncertainty
through the domain structure yields improvements in next-
question correctness prediction over uncertainty-agnostic and
non-propagation-based baselines.

Keywords
knowledge tracing, learner modeling, uncertainty, mastery
propagation, personal knowledge graphs

1. INTRODUCTION
A learner model aims at tracing learners’ knowledge and can
be understood as an explicit, machine-interpretable repre-
sentation of an individual learner within an online learning
environment [6]. The content of a learner model consists of a

structured combination of learner data and inferred character-
istics. Learner data includes relatively static attributes—such
as demographic and educational background—as well as dy-
namic data derived from interactions with learning systems.
Among the various learner characteristics that can be in-
ferred from such data, the learner’s knowledge state is the
most commonly modelled, typically referred to as a knowl-
edge model [30]. Learner models can be used as an internal
component of an Intelligent Tutoring System (ITS) to trace
the learners’ knowledge, and to support downstream tasks
such as recommendation, adaptive learning, and personalised
feedback [32], or as a resource that can be exposed to the
learner, for example through open learner models [9].

Learner models have recently come to include information
about the domain as well, referred to as a domain model [30].
Concretely, the learning domain model includes learning
items (exercises), knowledge components (KCs), and the
relations between them [30]. While most early learner mod-
els assumed KCs to be independent, more recent work has
increasingly explored structured representations of KCs and
their relations, e.g. hierarchical or prerequisite relations [26].
This evolution reflects the intrinsic nature of educational
domains, in which KCs are rarely isolated but are instead
meaningfully connected. Incorporating domain structure nat-
urally raises the question of propagating knowledge estimates
within this structure. Since KCs are connected, evidence ob-
served on one KC may carry implications for related KCs [36].
Existing approaches differ in how they address this propaga-
tion problem, ranging from expert-defined propagation rules
to probabilistic propagation policies and, more recently, to
neural network–based latent propagation [36, 20, 23]. Over-
all, taking domain structure into account has significantly
improved the quality of knowledge models and, consequently,
learner models [11].

In educational settings, learner interaction data are often
sparse and unevenly distributed across KCs, leading to in-
creased uncertainty—specifically, epistemic uncertainty—in
knowledge estimates [13]. Throughout this paper, the term
uncertainty is used to refer to epistemic uncertainty, i.e.,
uncertainty arising from limited evidence about a learner’s
mastery of a KC. It reflects how strongly a mastery estimate is
supported by observations, and is reducible as more learner–
KC interactions are collected. Prior work suggests that
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quantifying uncertainty improves next-question correctness
prediction by mitigating overconfident predictions, particu-
larly when evidence is sparse [13, 25, 3]. In learner models,
this uncertainty is rarely considered. Yet, some approaches
quantify uncertainty when predicting the correctness of the
next learner interaction [14, 25]. However, these approaches
typically provide uncertainty estimates on unstructured sets
of KCs.

In parallel, research on open learner models emphasises the
importance of transparency and explainability in learner
modeling by making aspects of the learner model explicit
and consultable by the learner [9, 8]. Providing uncertainty
estimates alongside mastery estimates further supports the
idea of opening the learner model to the learner, as it enables
her to better interpret, reflect on, and trust the information
presented in the learner model.

In this context, our work aims to build a unified learner model
that incorporates not only the domain structure, but also the
learner’s knowledge and associated uncertainty throughout
this structure. We hypothesize that estimating uncertainty
throughout the domain structure can improve the quality of
the learner model. We raise the following research question:
RQ: Does incorporating the domain structure impact the
learner model?
To answer this question, we raise two sub-research questions:
S-RQ1: How to propagate uncertainty alongside knowledge
mastery within the domain structure?
S-RQ2: Under which settings does the domain structure
provide the greatest benefits?

The rest of the paper is organized as follows. Section 2
reviews related work, with a particular focus on learner
and domain modeling, the use of knowledge graphs in ed-
ucation, and mastery propagation within graph-structured
representations. Section 3 presents KT-DUSL, a learner
model that uses subjective logic to model knowledge mas-
tery and uncertainty in a hierarchical domain structure.
Section 4 describes the experimental setup, and Section
5 discusses the results. The code is publicly available at
https://github.com/anonymousreseach/KT-DUSL.git.

2. RELATED WORK
This section reviews prior work related to our contribution.
We first discuss learner and domain modeling approaches in
ITSs. We then review the use of knowledge graphs in educa-
tion. Finally, we examine existing approaches to knowledge
mastery propagation and the quantification of uncertainty
in learner models.

2.1 Learner and Domain Modeling
Learner modeling represents learners’ abilities and behavior
through interaction data [30, 19]. It supports personalization
and instructional decision-making in ITSs [19].

Learner models may also capture affect, motivation, metacog-
nition, or preferences [18, 32]. However, the dominant line
of work focuses on modeling learners’ mastery of knowledge
concepts [16, 30]. This problem is commonly framed as
knowledge tracing, which tracks latent knowledge over time
to predict future performance [16, 31, 30].

Learner modeling is related to, but distinct from, domain
modeling [18, 30]. Learner models encode the learner’s cur-
rent and evolving knowledge with respect to a domain, while
domain models specify the content structure (items, knowl-
edge components and relations) [27]. Domain models are
often treated as relatively stable, but they can be refined
from data when the initial structure is imperfect [10, 29].
In contrast, learner models are inherently dynamic, as each
interaction updates knowledge mastery estimates and can
incorporate learning and forgetting processes [16, 30].

Prior work varies in how domain and learner models are
represented and coupled [18, 30]. Many systems keep the
domain structure fixed (e.g., a predefined KCs mapping) and
infer learner mastery on top of it [16, 15]. Other approaches
learn or exploit dependencies between KCs to propagate
learner-specific evidence or mastery estimates across related
KCs [10, 26].

Beyond predictive accuracy, learner models also play an im-
portant role in explainability. In this context, research on
open learner models emphasizes the importance of representa-
tions that make learner knowledge states explainable to both
learners and instructors [9, 8]. Building on this principle, we
adopt a learner model that explicitly represents both knowl-
edge mastery and epistemic uncertainty within the domain
structure. Such structured representations can, in principle,
be exposed to learners to support reflection, self-regulated
learning, and trust [9, 21]. In practice, KT-DUSL supports
this by maintaining explicit, interpretable KC-level estimates
of both mastery and uncertainty within the learner’s PKG,
which can be visualized (e.g., as a concept-level dashboard)
or queried to provide feedback on uncertain areas. This
allows learners and instructors to inspect not only what is
known, but also where knowledge estimates remain uncertain,
thereby supporting informed decision-making and targeted
learning.

2.2 Knowledge Graphs
Knowledge graphs (KGs) are a widely used formalism for
representing structured knowledge, where concepts are mod-
eled as nodes and semantic relations between them as edges
[1]. In educational systems, KGs have been extensively used
to represent domain knowledge—often referred to as domain
knowledge graphs, i.e., graph-based representations of do-
main models—in the form of concept maps, prerequisite
graphs, or hierarchical concept structures [1]. Such a repre-
sentation makes explicit the relationships between knowledge
components and can be used to support curriculum design,
content sequencing, and learner assessment [18].

In most educational applications, domain knowledge graphs
are shared across learners and capture expert-defined domain
structure [17]. Learner modeling is then performed on top
of this structure by associating learner-specific information
-such as knowledge mastery estimates- with individual knowl-
edge components. While effective, this separation typically
treats the domain structure as static and limits the extent to
which learner knowledge can be jointly reasoned about and
updated across the graph, as learner evidence is incorporated
locally rather than being propagated through the domain
structure [34].
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More recently, knowledge graphs have been extended toward
learner-centered representations, giving rise to the notions of
personalized and personal knowledge graphs. Personalized
knowledge graphs typically adapt an existing general-purpose
or domain-level KG by filtering, weighting, or annotating
entities and relations according to a user’s preferences or
profile [5]. In contrast, personal knowledge graphs (PKGs)
exist alongside other KGs and contain a disjoint set of entities
that are of direct relevance to a single individual, while
optionally linking to external knowledge graphs [33].

Different definitions of PKGs emphasize complementary as-
pects of the concept. From an ownership and access-control
perspective, a PKG is a knowledge graph fully controlled
by an individual, with the primary goal of supporting per-
sonalized services [33]. From a semantic perspective, PKGs
represent structured knowledge about entities and relations of
personal relevance, organized around a central user node [5].

In educational contexts, PKGs provide a natural foundation
for learner-centered modeling, as they allow domain knowl-
edge to be explicitly organized around the learner. Ain et
al. [2] propose a PKG-based learner modeling approach in
which learners construct their own PKGs by marking con-
cepts they did not understand while interacting with learning
items. More recently, Alatrash et al. [4] leverage PKGs in
combination with graph neural networks to model learner
knowledge mastery in a transparent manner, demonstrat-
ing the potential of graph-based representations for learner
modeling.

Despite these advances, most PKG-based educational ap-
proaches attach learner state to graph nodes in a static or
ad-hoc manner, typically as scalar mastery values or latent
embeddings, offering limited support for principled propaga-
tion of learner knowledge and uncertainty across the graph.

2.3 Mastery Propagation through the Domain
Structure

A substantial body of work goes beyond estimating mas-
tery independently per KC and instead propagates learner
evidence through a domain structure.

Early educational systems commonly relied on learner models
coupled to concept networks, in which prerequisite or seman-
tic links define hand-crafted propagation rules: evidence of
mastery or failure on one KC is deterministically or heuristi-
cally propagated to related KCs. Such approaches rely on
expert-defined rules and propagation strengths, resulting in
transparent but largely fixed propagation behavior [7].

A second line of work embeds the domain structure directly
into probabilistic graphical models, where KC mastery vari-
ables are treated as latent states and evidence is propagated
through structured dependencies. Under tree-structured hi-
erarchies, Gao et al. [20] propose KT2, which models concept
mastery using a Hidden Markov Tree to propagate evidence
along parent-child relations. Beyond trees, Bayesian networks
and dynamic Bayesian networks represent more general KC
topologies, allowing updates on one KC to influence related
prerequisites or successors [22]. Related formulations further
introduce learner-specific factors or jointly infer prerequisite
structure from interaction data [28, 12].

More broadly, probabilistic approaches to learner modeling
have long leveraged Bayesian networks to represent depen-
dencies between KCs and to reason under uncertainty [15].
Millán et al. [24] provide a general framework for engineering
Bayesian student models, illustrating how conditional depen-
dencies between concepts enable evidence propagation and
learner knowledge mastery updates.

Finally, some deep knowledge tracing models incorporate
domain structure using graph neural networks and perform
inference through message passing on KC graphs or question-
KC bipartite graphs [26, 34]. GIKT further leverages graph
convolution to exploit higher-order question-KC relations
and mitigate data sparsity [35]. While effective in terms of
predictive performance, these approaches operate on latent
embeddings and generally lack explicit, interpretable KC-
level mastery estimates.

Uncertainty Modeling and Propagation. Although many
learner models rely on probabilistic formulations, uncertainty
is typically treated implicitly rather than explicitly repre-
sented in the learner model. As a result, mastery estimates
are often reduced to point values, conflating low mastery
due to consistent failure with low mastery arising from lim-
ited evidence. Moreover, most propagation policies focus on
transferring mastery alone, without modeling how epistemic
uncertainty should evolve across structured representations.
These limitations are particularly problematic in sparse set-
tings, motivating learner models that jointly represent and
propagate both knowledge mastery and uncertainty.

3. INTEGRATING THE DOMAIN STRUC-
TURE IN A LEARNER MODEL

In this work, we introduce KT-DUSL, a new learner model
that explicitly leverages the domain structure, and relies on
a dedicated propagation policy to quantify both knowledge
mastery and uncertainty throughout this structure. Before
presenting the KT-DUSL model, we first recall propagation
policies commonly used in the literature.

3.1 Propagation in a Domain Structure
Learner models that manage a domain structure rely on
propagation policies. Most works in the literature aim at
propagating knowledge mastery throughout the knowledge
components (KCs) of the domain. Two general principles
govern such a propagation: (i) information should be attenu-
ated as it moves away from its source, and (ii) information
originating from multiple sources should be combined coher-
ently. These principles are commonly implemented through
a discount operator and a consensus operator. We intro-
duce these operators in a general setting. They will then be
instantiated in KT-DUSL.

Discount Operator. The discount operator models the atten-
uation of information during propagation across the domain
structure. A discount factor ri,j ∈ [0, 1] controls the strength
of propagation from a KC ci to another KC cj .

Consensus Operator. When a KC receives information from
multiple related KCs, these sources of information must be
aggregated in a principled manner. The consensus operator
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defines how multiple propagated pieces of information are
combined.

3.2 The KT-DUSL Learner Model
KT-DUSL is a learner model that is designed to manage si-
multaneously the domain structure and the learner’s mastery
and associated uncertainty throughout this structure. KT-
DUSL relies on two core elements: (i) a Personal Knowledge
Graph (PKG), instantiated for each learner, (ii) subjective
logic to estimate knowledge mastery and associated uncer-
tainty. The originality of KT-DUSL lies in the propagation
policy used to propagate these quantities throughout the
domain structure. KT-DUSL also supports explainability
by maintaining explicit KC-level knowledge mastery and
uncertainty estimates within the PKG, whose updates can
be made visible to the learner.

From now on, the general term exercise will be used to refer
to a learning item.

3.2.1 Personal Knowledge Graph Structure
KT-DUSL relies on a dedicated Personal Knowledge Graph
(PKG), constructed for each learner, that jointly represents
(i) the domain structure, made up of both a hierarchy of
knowledge components (KCs) where higher-level KCs corre-
spond to broader concepts and leaf-level KCs capture more
fine-grained concepts, and the set of exercises linked to leaf-
level KCs, (ii) learner–exercise interactions, and (iii) learner-
specific estimates of knowledge mastery and uncertainty on
the KCs of the domain structure.

Let PKGl = (V,E) denote the personal knowledge graph of
learner l. The set of nodes is defined as V = C ∪X ∪ {l},
where C is the set of knowledge components, X is the set
of exercises, and l denotes the node that represents the
learner. E represents the set of edges. Each (cp, cc) ∈
E encodes hierarchical membership relations between KCs.
Each exercise x ∈ X is associated with a set of KCs C(x) ⊆ C.
The learner node is connected to each exercise node through
the observed interaction outcome, and to each KC through
the learner’s current knowledge mastery and uncertainty
estimates for that KC.

3.2.2 Subjective Logic to Estimate Mastery and Un-
certainty of KCs

In the recent literature, the KT-USL learner model [3], has
proposed to use subjective logic to trace learners’ knowledge
mastery and uncertainty on KCs.

At time t, the knowledge state of learner l on ci ∈ C, is
represented by ωt(l, ci), a subjective logic (SL) opinion:

ωt(l, ci) =
(
bt(l, ci), dt(l, ci), ut(l, ci), a

)
, (1)

where bt(l, ci), dt(l, ci), and ut(l, ci) denote belief in mas-
tery, disbelief, and epistemic uncertainty, respectively, with
bt(l, ci) + dt(l, ci) + ut(l, ci) = 1 and a is a base-rate prior.

Opinions are grounded in accumulated interaction evidence
(rt(l, ci), st(l, ci)), corresponding to the number of correct
and incorrect responses observed for learner l on ci. Fol-
lowing subjective logic, belief, disbelief, and uncertainty are

computed as:

b =
r

r + s + W
, d =

s

r + s + W
, u =

W

r + s + W
,

where W > 0 is a prior weight that controls the contribution
of epistemic uncertainty under sparse evidence. The knowl-
edge mastery estimate mt(l, ci) is defined as the expected
value of the opinion and ranges between 0 and 1.

mt(l, ci) = bt(l, ci) + a · ut(l, ci), (2)

This formulation explicitly distinguishes between low mas-
tery supported by substantial evidence and low mastery
arising from insufficient information, while remaining local
to individual (learner, concept) pairs.

It is important to note that this formulation captures epis-
temic uncertainty arising from limited learner–KC evidence.
Other sources of uncertainty may also affect learner modeling,
including noisy or incomplete exercise–KC mappings, rarely
accessed concepts, or inaccuracies in the domain structure.
These sources are not explicitly modeled in KT-DUSL, which
assumes a fixed and reliable domain structure. Therefore,
the uncertainty quantified in this work should be interpreted
as evidence-based epistemic uncertainty rather than a com-
prehensive account of all uncertainty sources.

3.2.3 Mastery and Uncertainty Propagation in KT-
DUSL

KT-DUSL extends the KT-USL model, by explicitly leverag-
ing the domain structure. KT-DUSL relies on a propagation
policy for both mastery and uncertainty across KCs of the
structure. More precisely, KT-DUSL propagates information
between hierarchically related KCs. This propagation al-
lows the learner model to compensate for sparse or unevenly
distributed evidence.

Figure 1: Overview of an example PKG and the KT-DUSL
updating process.

KT-DUSL relies on PKGl, the Personal Knowledge Graph
of a learner l, where the nodes of PKGl represent the KCs
of the domain, the exercises and the learner l. Figure 1
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represents an example of PKGl, where blue nodes represent
the KCs of the domain, orange nodes represent the exercises
and the pink node represents the learner. The edges of the
PKG encode three types of relations: hierarchical relations
between KCs, relations between exercises and leaf-level KCs
and relations between the learner and the exercises.

KT-DUSL operates in an online setting. First, at time t,
a learner-exercise interaction generates new evidence that
updates learner-exercise links (lower part of Figure 1).
Second, KT-DUSL relies on the KT-USL model [3] to update
the subjective logic opinion of leaf-level KCs ci, denoted
ωt(l, ci), from the previous opinion ωt−1(l, ci). Recall that
from this opinion, the learner’s mastery and uncertainty on
these leaf-level KCs can be inferred (see Equation 2). When
a KC is associated with multiple exercises (in the case of
batch processing of interactions), evidence is extracted from
all associated exercises. The opinion on this KC is then
calculated using this evidence.
Third, a specific propagation policy is performed across the
hierarchy (relations between blue nodes in Figure 1). The
main contribution of KT-DUSL lies in this propagation policy.
It relies on the discount and consensus operators presented
in Section 3.1. KT-DUSL instantiates these operators using
subjective logic.

In KT-DUSL we propose to distinguish between two prop-
agation directions: upward propagation, i.e., from a KC to
hierarchically higher KCs, and downward propagation, i.e.,
from a KC to hierarchically lower KCs. Upward propagation
is performed first, then downward propagation is performed.
These two directions are governed by distinct discount rates,
r↑ and r↓. In KT-DUSL an opinion on ci can be propagated
only from ci to a directly related KC cj . This opinion is first
discounted as follows:

ωt(l, ci → cj) = ωt−1(l, ci)⊗ ri,j . (3)

where ri,j denotes the discount rate associated with the
hierarchical relation from ci to cj (ri,j takes one of the two
values among r↑ and r↓), and controls how much belief and
disbelief are transferred, with the remaining mass assigned
to epistemic uncertainty.

Considering recipient KCs, a KC ci may receive multiple
discounted opinions. In KT-DUSL, these opinions come from
its related KCs in the hierarchy. Let Ωt(l, ci) denote the set
of all opinions propagated to ci at time t. Second, the opinion
is updated using the subjective logic consensus operator:

ωprop
t (l, ci) =

⊕

s∈Ωt(l,ci)

s. (4)

The choice of this consensus operator comes from its ability
to weight the contribution of different opinions according
to their uncertainty. It ensures that opinions supported by
stronger evidence exert greater influence on ci.

To summarize, after each learner-exercise interaction, KT-
DUSL performs: (i) a local update of the opinions of the leaf-
level KCs associated with the exercise of the newly observed
evidence using KT-USL; and (ii) a propagation step that
diffuses mastery and uncertainty throughout the domain
hierarchy (up and down). Propagation relies on both discount
and consensus operators. As a result, the learner’s PKG

evolves over time to reflect both accumulated evidence and
structural relations between concepts.

Algorithm: KT-DUSL update
Input: Learner-exercise interaction (l, x), PKGl

Output: Updated opinions {ω(l, c)} in the learner’s
PKG

Identify the set C(x) of leaf-level KCs of exercise x
Extract evidence from the interaction (l, x)

// leaf-level KC mastery and uncertainty evaluation
for each c ∈ C(x) do

Update the observed opinion ωobs
c using KT-USL

end for

// discount, upward propagation
for each c ∈ C(x) do

Propagate ωobs
ci upward to higher-level KCs using

r↑

Update ωt(l, c) with opinion from t−1 via consensus
end for

// discount, downward propagation
for each KC updated by upward propagation do

Propagate opinion downward to lower-level KCs
using r↓

Update ωt(l, c) via consensus
end for

4. EXPERIMENTAL SETUP
4.1 Datasets
To evaluate KT-DUSL, we perform experiments on two
datasets from the literature. Both datasets are related to
mathematics.

Junyi. The Junyi dataset is derived from an online edu-
cational platform that provides large-scale logs of student
interactions with mathematical questions.1

EEDI (Task 1-2). EEDI is an online mathematics learning
platform that provides interaction logs together with rich
metadata describing questions, learners, and answers.2

Table 1 summarizes the main characteristics of the two
datasets. A key structural difference between them has
motivated their choice: in Junyi, each exercise is associated
with a single KC, whereas in EEDI each exercise is associ-
ated to multiple KCs, with an average of 4.17 concepts per
question. As a result, EEDI is denser than Junyi with on
average about twice as many interactions per concept. We in-
vestigate if these differences affect the impact on the mastery
and uncertainty, as well as the performance on downstream
tasks.

4.2 Metrics
We quantify the impact of the dedicated domain-informed
propagation on the learner model. Concretely, we measure

1https://www.kaggle.com/datasets/junyiacademy/
learning-activity-public-dataset-by-junyi-academy
2https://www.kaggle.com/datasets/alejopaullier/
eedi-external-dataset
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Table 1: Characteristics of the Junyi and EEDI datasets.

Statistic Junyi EEDI

Interaction data
# Learners (unique) 72,758 118,971
# Exercises 1,330 27,613
# Learner–exercise interact. 16,217,311 15,867,850

KCs
# Number of KCs 224 388
Average # KCs per exercise 1.00 4.17
Average # interact. per KC 94.8k 200k

Hierarchy structure
Max depth 3 3
# levels 4 4
# KCs at depth 1/2/3 10/42/171 9/69/308

the absolute change in knowledge mastery and uncertainty,
induced by propagation on leaf-level KCs, defined as |∆| =
|xwith domain − xwithout domain|. Absolute deltas are reported
for mastery (KT-A → KT-DA and KT-USL → KT-DUSL)
and for uncertainty (KT-USL → KT-DUSL).

In line with the literature, we also evaluate KT-DUSL on the
traditional next-question correctness prediction task, using
the following standard metrics:

• AUC (Area Under the ROC Curve), which measures
the quality of probabilistic ranking independent of a
fixed decision threshold.

• Accuracy@0.5, computed by thresholding predicted cor-
rectness probabilities at 0.5.

• LogLoss, which assesses the calibration and sharpness
of predicted probabilities. The lower, the better.

4.3 Baseline Models
To address the RQ raised in the introduction, we empirically
evaluate KT-DUSL, and compare it against a set of baseline
models. This evaluation will contribute to quantifying the
effects of both uncertainty modeling and propagation policy.

KT-A is a deterministic baseline model that estimates learner
mastery for leaf-level KCs by averaging observed correctness
outcomes. It does not quantify uncertainty and does not
exploit domain structure.

KT-DA extends KT-A by propagating average mastery esti-
mates across the KC hierarchy using mean-based instantia-
tions of the discount and consensus operators.

KT-USL (see Section 3.2.2) models learner mastery for leaf-
level KCs only, and quantifies uncertainty using subjective
logic. KT-USL treats each KC independently, so does not
propagate information across the domain structure.

4.3.1 Parameter Initialization and Control
KT-DUSL introduces parameters governing both propagation
and subjective logic. The coefficients r↑ and r↓ control
the strength of upward and downward propagation in the

domain hierarchy, while the subjective logic formulation
relies on the base rate a and the non-informative prior weight
W . Although several parameter settings were explored on a
validation set, we report results for fixed values due to space
constraints: r↑ = r↓ = 0.8, a = 0.5, and W = 2.0, which
corresponds to the best-performing configuration.

5. EVALUATION OF THE IMPACT OF THE
DOMAIN STRUCTURE

In this section we evaluate the impact of the domain struc-
ture on the learner model, and on the performance of a
downstream task, including in high uncertainty settings.

5.1 Impact on the Learner Model
We start by analyzing the impact of domain-informed propa-
gation on both knowledge mastery and uncertainty. Table 2
reports the median and quartiles of the absolute changes in-
duced across different datasets. Recall that Junyi and EEDI
mainly differ in the average number of KCs per exercise. To
make the datasets more comparable, we construct a third
dataset, which is a mono-concept version of the EEDI dataset,
by retaining a single leaf concept per exercise. This concept
is selected deterministically by first choosing the deepest as-
sociated KC in the hierarchy (i.e., the most specific concept),
and mapping it to a leaf node when necessary.

Table 2: Median and quartiles of the absolute changes induced
by domain-informed propagation.

Absolute Delta Q1 Median Q3

Junyi dataset

|∆| Mastery (mt(l, c))
(KT-A → KT-DA) 0.053 0.107 0.164
|∆| Mastery
(KT-USL → KT-DUSL) 0.001 0.004 0.015
|∆| Uncertainty
(KT-USL → KT-DUSL) 0.002 0.008 0.034

EEDI mono-concept dataset

|∆| Mastery
(KT-A → KT-DA) 0.032 0.107 0.204
|∆| Mastery
(KT-USL → KT-DUSL) 0.007 0.032 0.064
|∆| Uncertainty
(KT-USL → KT-DUSL) 0.036 0.095 0.192

EEDI multi-concept dataset

|∆| Mastery
(KT-A → KT-DA) 0.022 0.050 0.084
|∆| Mastery
(KT-USL → KT-DUSL) 0.009 0.023 0.052
|∆| Uncertainty
(KT-USL → KT-DUSL) 0.055 0.124 0.241

Let us first consider the impact of integrating the domain
structure, on the knowledge mastery. Recall that knowledge
mastery ranges between 0 and 1, hence also the impact.
Integrating the domain structure in a model that does not
manage uncertainty (KT-DA vs. KT-A), has a significant
impact on the knowledge mastery in a mono-concept setting,
with a median of impact equal to 0.107. On EEDI, Q3 is
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equal to 0.204, which means that the impact is larger than
20 points of percentage for 25% of the concepts. Yet, this
impact is twice lower in a multi-concept setting. Managing
domain structure on uncertainty-aware learner models (KT-
DUSL vs. KT-USL) impacts the knowledge mastery to a
lower extent (median around 0.03 on all datasets).

Focusing on the change in uncertainty on the KCs, the impact
is larger on EEDI (both settings) than on Junyi. The highest
impact is obtained on the multi-concept setting (median
equal to 0.124 and Q3 is equal to 0.241). Recall that this
large impact on uncertainty occurs in a context of small
impact on knowledge mastery.

We can conclude that on a mono-concept setting, KT-DA
impacts significantly more the knowledge mastery than KT-
DUSL. Besides, KT-DUSL impacts more uncertainty in multi-
concept settings.

Based on these conclusions we wonder if these significant
changes in knowledge mastery and uncertainty translate into
improved performance on a downstream task.

5.2 Impact on the Next-Question Correctness
Prediction Task

In this section, we aim at evaluating the impact of the domain
structure on a downstream task. In particular, we choose to
evaluate on the next-question correctness prediction task.

5.2.1 Overall Impact
To evaluate the overall impact of the domain structure on the
next-question correctness prediction task, we use the three
metrics introduced in section 4.2, namely AUC, ACC@0.5
and LogLoss.

We first consider Junyi dataset. Evaluation metrics values
are displayed in Table 3.

Table 3: AUC, ACC@0.5 and LogLoss on Junyi dataset.

Model AUC ACC@0.5 LogLoss

KT-A 0.702 0.728 1.178
KT-USL 0.705 0.728 0.556
KT-DA 0.702 0.728 0.575
KT-DUSL 0.710 0.729 0.551

The impact of the exploitation of the domain structure can
be evaluated by comparing two pairs of models. First, we
compare models that manage KC knowledge mastery only,
concretely KT-A and KT-DA. The domain structure has no
effect on AUC or accuracy but improves LogLoss significantly.
The effect on AUC is thus not related to the significant im-
pact on knowledge mastery (see Section 5.1). Second, we
compare models that quantify and manage uncertainty, con-
cretely KT-USL and KT-DUSL. KT-DUSL achieves slightly
higher performance, particularly in AUC (0.705 to 0.710)
and LogLoss (0.556 to 0.551). Here again, the impact on
knowledge mastery was null. Overall, we can say that ex-
ploiting the domain structure and propagating mastery and
uncertainty through this structure remains beneficial when
used with an uncertainty-aware model, although the impact
on the learner model is limited.

Let us now examine whether these conclusions hold on the
EEDI dataset, in which each exercise is associated with
multiple KCs. Performance is displayed in Table 4.

Table 4: AUC, ACC@0.5 and LogLoss on EEDI dataset.

Model AUC ACC@0.50 LogLoss

KT-A 0.723 0.693 0.620
KT-USL 0.730 0.696 0.578
KT-DA 0.722 0.692 0.587
KT-DUSL 0.729 0.695 0.576

On this dataset, the domain structure does not consistently
improve these metrics. Indeed, KT-DUSL does not improve
AUC and accuracy, and only slightly improves LogLoss. We
hypothesize that this is due to the multi-concept setting, in
which much of the relational information between concepts is
implicitly captured through the exercise-KC associations. As
a consequence, the explicit relation provided by the domain
structure is already present in the data. This is in line with
the limited impact on knowledge mastery from the previous
section.

To test this hypothesis, we perform similar evaluation on the
mono-concept version of the EEDI dataset, The associated
performance is reported in Table 5.

Table 5: AUC, ACC@0.5 and LogLoss on mono-concept EEDI
dataset.

Model AUC ACC@0.50 LogLoss

KT-A 0.667 0.676 3.043
KT-USL 0.680 0.676 0.616
KT-DA 0.686 0.680 0.620
KT-DUSL 0.702 0.683 0.601

We can see that, as on Junyi, considering the domain struc-
ture improves performance. KT-DUSL consistently out-
performs all baseline models across AUC, ACC@0.50, and
LogLoss, with particularly large gains over KT-USL (AUC
0.680 to 0.702; LogLoss 0.616 to 0.601). This tends to show
that, in the context of mono-concept datasets, that can be
associated to sparse data, the domain structure contributes
to the quality of the learner model. More precisely, the qual-
ity of downstream next-question correctness prediction task
is increased. This thus supports our hypothesis.

These experiments highlight two important conclusions: 1)
quantifying uncertainty is broadly beneficial across datasets,
2) considering the domain structure has a context-dependent
impact. If the relations between KCs are already implicitly
encoded in the dataset (such as multiple KCs per exercise),
domain-informed propagation does not provide additional in-
formation, so does not improve the performance. In contrast,
in the context of sparse data (single concept per exercise), the
domain structure contributes to improve the performance.

These findings lead us to investigate deeper the relation be-
tween the amount of data available, the uncertainty and
performance. Concretely, we wonder if 1) the domain struc-
ture is more beneficial in the context of limited information
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about the learner, 2) the domain structure is more beneficial
in high uncertainty settings.

5.2.2 Limited Evidence Settings
In this section, we analyze the benefits of incorporating the
domain structure under different levels of available evidence
per learner-concept pair by comparing KT-USL and KT-
DUSL. The amount of evidence is quantified by k, the number
of past interactions a learner had with a given KC. Concretely,
k denotes the interaction index for a learner-KC pair: k = 1
corresponds to the learner’s first encounter with the KC,
k = 2 to the second interaction, and so on.

Table 6: Performance by evidence count k on Junyi (P1, exact
mode, global).

k Method n AUC ACC@0.50 LogLoss

1 Leaf-SL 484,455 0.500 0.676 0.693
Prop-SL 484,455 0.557 0.676 0.656

3 Leaf-SL 449,388 0.655 0.743 0.588
Prop-SL 449,388 0.674 0.741 0.569

5 Leaf-SL 425,942 0.689 0.759 0.543
Prop-SL 425,942 0.700 0.760 0.532

10 Leaf-SL 340,884 0.707 0.740 0.538
Prop-SL 340,884 0.711 0.742 0.535

20 Leaf-SL 241,172 0.716 0.737 0.539
Prop-SL 241,172 0.718 0.738 0.537

Table 6 reports AUC, ACC@0.5 and LogLoss for different
values of k. Higher values of k correspond to smaller dataset
sizes. We can see that KT-DUSL consistently outperforms
KT-USL on the three metrics, whatever is the value of k.
The largest gains are observed with low values of k, i.e. with
little evidence.

For k = 1, incorporating domain structure yields a substan-
tial improvement in AUC (11% improvement, from 0.500 to
0.557) and a notable reduction in LogLoss (5.3% improve-
ment, from 0.693 to 0.656). This indicates that when little
information about the learner is available, better discrimi-
nation and probability calibration are reached. As evidence
accumulates (k = 3 and k = 5), the performance gap narrows
but remains consistent, suggesting that the domain structure
continues to provide complementary information beyond lo-
cal evidence. For larger values of k (k ≥ 10), difference in
performance between the two models is almost null, reflecting
the fact that the structure becomes marginal as evidence
increases.

Overall, these results indicate that domain-informed propaga-
tion is most beneficial in the context of low evidence, where it
contributes to effectively compensate for sparse learner–KC
interactions. Its impact attenuates as evidence increases.

Let us now study to what extent these conclusions hold
on EEDI dataset (mono-concept and multi-concept). Ta-
ble 7 shows performance on the mono-concept EEDI dataset.
As on Junyi, domain-informed propagation is consistently
beneficial across all evidence levels. For small values of k,
KT-DUSL yields large gains over KT-USL, particularly in
AUC (19% improvement, from 0.500 to 0.594 for k = 1)
and LogLoss (4% improvement, from 0.693 to 0.666). As

on Junyi, as k increases, improvements decrease for all met-
rics. This confirms the importance of domain structure when
evidence is low and becomes useless when evidence increases.

Table 7: AUC, ACC@0.5 and LogLoss according to the amount
of evidence per (learner, concept) pair on EEDI (mono-
concept) dataset.

k Method n AUC ACC@0.50 LogLoss

1 KT-USL 461,224 0.500 0.619 0.693
KT-DUSL 461,224 0.594 0.630 0.666

3 KT-USL 216,016 0.670 0.671 0.624
KT-DUSL 216,016 0.704 0.681 0.609

5 KT-USL 131,670 0.711 0.691 0.593
KT-DUSL 131,670 0.730 0.698 0.582

10 KT-USL 48,739 0.751 0.716 0.559
KT-DUSL 48,739 0.759 0.719 0.553

20 KT-USL 8,037 0.757 0.725 0.538
KT-DUSL 8,037 0.761 0.727 0.535

On the multi-concept EEDI dataset, we observe a markedly
different behavior. The benefits of domain-informed propa-
gation are almost null, whatever is the amount of evidence.
We choose to not show values here. This confirms again the
hypothesis drawn in section 5.2.1, the multi-concept setting
implicitly encodes the domain structure, making the explicit
domain structure useless. This is true even when evidence is
low.

5.2.3 High Uncertainty Settings
We now intend to evaluate the benefits of incorporating the
domain structure considering different uncertainty values.
To this aim, we evaluate the impact of uncertainty on pre-
dictive performance, and in particular on AUC. Figures 2
and 3 show the AUC computed over sliding windows of
200,000 interactions, where each point corresponds to the
average uncertainty of leaf KCs within a window, for the
Junyi and mono-concept EEDI datasets. In both datasets,
performance is consistently lower with high uncertainty val-
ues (30% decrease when uncertainty equals 1.0 compared
to the case where uncertainty equals 0.0). This reflects the
intrinsic difficulty of the prediction task in high uncertainty
settings. However, in both datasets, KT-DUSL outperforms
KT-USL when uncertainty is larger than 0.3. The higher
the uncertainty, the larger the increase. When uncertainty is
maximal (1.0), this increase reaches 12% and 18% on Junyi
and EEDI respectively. This confirms the relevance of man-
aging domain structure in uncertainty-aware models in the
context of high uncertainty.

The previous two sections have highlighted the fact that the
domain structure contributes to improve the performance on
the next-question correctness prediction downstream task.
This effect is particularly pronounced in low-evidence and
high-uncertainty settings, where the domain structure con-
tributes the most. The strong relation between evidence and
uncertainty values is clearly stated thanks to these experi-
ments.

These results allow us to answer the research questions in-
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Figure 2: Sliding-window AUC of KT-USL and KT-DUSL as
a function of uncertainty on the Junyi dataset.

Figure 3: Sliding-window AUC of KT-USL and KT-DUSL as a
function of uncertainty on the EEDI (mono-concept) dataset.

troduced in Section 1. Incorporating the domain structure
actually impacts both the learner model and downstream
prediction performance, thereby addressing S-RQ1. In par-
ticular, domain-informed propagation is most beneficial in
settings characterized by high uncertainty or limited evi-
dence, while its contribution becomes marginal when suffi-
cient learner-KC information is available, thus addressing
S-RQ2.

6. CONCLUSION
In this work, we studied the relevance of managing domain
structure in learner models and associated downstream tasks.
To this aim, we introduced KT-DUSL, a domain-informed
learner model that jointly represents and propagates knowl-
edge mastery and associated uncertainty in a learner model.
Building on subjective logic, KT-DUSL performs local evi-
dence updates and then propagates the resulting opinions
through the domain structure, using discounting and con-
sensus operators, thereby preserving uncertainty throughout

the process.

Experiments on two mathematics-related datasets: Junyi and
EEDI show that explicit uncertainty modeling consistently
improves next-question correctness prediction, especially in
AUC and LogLoss. We further find that, in the context
of mono-concept exercises, domain-informed propagation
provides the largest gains in high-uncertainty and low evi-
dence per learner-concept pair settings. In contrast, in the
multi-concept EEDI setting, hierarchical propagation brings
limited benefit, suggesting that rich exercise-concept informa-
tion encodes substantial relational information, and provides
as much information as the domain structure.

Future work will leverage the joint propagation of knowledge
mastery and epistemic uncertainty to develop an adaptive
learning system that is guided by both estimated mastery
and uncertainty within the domain structure. We also plan
to investigate privacy-preserving deployments, in particular
through federated learning, where learners’ personal knowl-
edge graphs are maintained locally and only a limited set of
shared parameters is exchanged, thereby enabling collabora-
tive learning.
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ABSTRACT
LLM-based chatbots are increasingly used as on-demand tu-
tors in computer science education, yet evaluating pedagog-
ical effectiveness remains difficult because rubric scoring is
costly and raw aggregates confound response quality with
rater severity, criterion difficulty, and student-query con-
text. We propose a Bayesian explanatory many-facet Rasch
model (MFRM) that places rubric-criterion endorsements
on a common logit scale and decomposes ratings into latent
response quality, criterion difficulty, and rater severity, while
incorporating query-level covariates as criterion-specific ef-
fects. Applied to 249 CodeHelp exchanges from a large un-
dergraduate C++ course, double-coded by two experts on
mistake identification, mistake location, guidance, accuracy
of guidance, and correctness of next steps, the model indi-
cates minimal systematic rater differences and pronounced
criterion-difficulty gaps. Diagnosis criteria are the most
difficult to satisfy, whereas accuracy and next-step criteria
are the easiest. Input sufficiency yields modest, criterion-
dependent shifts in endorsement probability, and topic pat-
terns are explored descriptively, underscoring that observed
tutoring quality depends on what students provide and the
type of help they request.

Keywords
educational chatbots; large language models; pedagogical
effectiveness; Many-facet Rasch Model

1. INTRODUCTION
LLM-based chatbots, also referred to as conversational agents,
are increasingly deployed as on-demand tutors across K–12
and higher education in a wide range of domains [28, 33].
In computer science education in particular, a growing body
of work reports benefits for programming-focused learning
tasks, including answering students’ questions [36], support-
ing learning of core programming concepts [32], and assist-
ing with assessment or performance feedback [12, 49]. Un-
like earlier chatbots that relied on scripted rules or narrow
task-specific models, LLM-based chatbots are generative,

with an enhanced capacity to produce open-ended, context-
sensitive explanations and guidance specific to a learner’s
prompt. Recent studies have therefore examined a range of
LLM-powered tools, including general-purpose models (e.g.,
GPTs) and code-specialized assistants (e.g., Codex- and Copi-
lot style systems), with emerging evidence that these tools
can reshape both pedagogical interactions (e.g., debugging
support, conceptual explanation) and assessment-related prac-
tices (e.g., feedback generation and evaluation) [55, 19].

At the same time, rapid adoption has intensified the need for
rigorous evaluation frameworks that can determine not only
whether these systems work, but also how, for whom, and
under what conditions they support learning and meaning-
ful educational interactions [21, 1, 28]. To date, evaluation
evidence is often assembled by triangulating quantitative
outcomes, ranging from proximal indicators such as student
completion or engagement [41, 17] to more distal outcomes
such as learning gains, together with qualitative analyses in-
cluding error coding, interaction reviews, and feedback from
students and instructors [62, 8, 53]. Complementing these
outcome-focused approaches, studies increasingly emphasize
pedagogically grounded indicators such as alignment with
curriculum standards [3], adaptability to individual learner
needs [27], and support for higher-order thinking [14, 57, 8].
Collectively, this literature underscores that chatbot effec-
tiveness is multi-dimensional and should not be reduced to
a single score or outcome [31].

However, translating this multi-dimensional view into scal-
able measurement at the level where tutoring actually oc-
curs, namely, the response and interaction level, remains
challenging. In practice, pedagogical effectiveness is still
most often judged through expert human annotation, typ-
ically via rubric-based scoring of chatbot responses or full
interaction transcripts [61, 20, 37]. To improve scalability,
recent computational work has explored automated prox-
ies, including reference-based overlap measures (e.g., BLEU,
METEOR, ROUGE) and reference-free confidence and sim-
ilarity scores [10]. However, there is growing concern that
these metrics provide limited pedagogical insight [37]. Al-
though they can capture surface properties such as fluency or
lexical overlap, they do not directly assess whether a chatbot
adapts instruction to a learner’s needs, detects misconcep-
tions, or supports conceptual understanding. This creates
a practical tension: expert evaluation remains necessary for
pedagogically consequential judgments, yet it is costly and
difficult to interpret at scale.
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Recent work has also begun to apply Rasch-family models
to structure LLM evaluation. Some studies treat chatbots
as “examinees” and use Rasch analysis to benchmark model
performance relative to item difficulty in test-like formats
[7]. Other work uses many-facet Rasch models in human rat-
ing systems, often to quantify severity, consistency, or bias
when LLMs act as automated scorers or raters [59, 23, 26,
34]. While valuable, these applications do not directly ad-
dress the most common educational tutoring evaluation set-
ting, in which experts apply pedagogically grounded rubrics
to open-ended responses and scores must be interpreted un-
der rater variability, uneven criterion difficulty, and system-
atic differences in query context.

Against this backdrop, even when pedagogically grounded
rubrics are applied by experts, results are often summa-
rized using coarse aggregates such as mean rubric scores,
percent endorsement by criterion, or composite ratings [37,
46]. These summaries implicitly treat observed ratings as
direct measurements of pedagogical effectiveness, which is
problematic for at least three reasons. First, human judg-
ments can vary systematically with rater severity or leniency,
producing shifts in scores that are unrelated to the chatbot’s
underlying instructional quality [4, 54]. Second, rubric cri-
teria are rarely equally difficult to satisfy, particularly for
tutoring behaviors that require diagnosis and targeted re-
mediation, so aggregation can mask which instructional ca-
pabilities are genuinely challenging for the system [31, 40,
38]. Third, many evaluations use cost-constrained annota-
tion designs in which different raters score different subsets
of responses, creating partially crossed designs where rater
severity can become confounded with the specific responses
and query contexts being scored [42]. Together, these lim-
itations motivate a psychometric evaluation layer that can
separate response quality from rater effects and criterion
difficulty, and support context-conditional interpretation of
rubric-based tutoring performance.

These limitations are especially consequential in program-
ming support settings. Pedagogical effectiveness depends
not only on producing a fluent response, but on accurately
diagnosing student errors (e.g., identifying and localizing
mistakes), providing conceptually sound guidance, and offer-
ing actionable next steps while respecting constraints that
discourage directly revealing solutions. At the same time,
the learner’s query context strongly conditions what the
chatbot can infer and how its response is judged. Students
may provide complete code and error traces, partial snip-
pets, or only a high-level description of confusion. Likewise,
the requested assistance may range from debugging and er-
ror localization to conceptual explanations or strategy-level
guidance. Without modeling query sufficiency and question
type, it is difficult to determine whether observed rubric
scores reflect the chatbot’s underlying instructional capabil-
ity or systematic variation in the interaction context that
shapes both response generation and human judgment.

To address these gaps, we propose a Bayesian explanatory
Many-Facet Rasch Model (MFRM) as a psychometric eval-
uation layer for rubric-based assessment of LLM tutoring
responses in authentic programming help interactions. Our
approach places rubric-criterion endorsements on a common
logit scale and separates observed ratings into (i) latent

response-level pedagogical quality, (ii) criterion difficulty,
and (iii) rater severity, enabling uncertainty-aware inference
even under human-annotation designs where rater sever-
ity and criterion difficulty would otherwise be confounded
in simple aggregates. We further incorporate interaction-
context information, most notably whether the student pro-
vided sufficient inputs (e.g., code and error traces), as criterion-
specific explanatory effects, so that tutoring quality can be
interpreted conditional on the help-seeking context rather
than as a single global average.

This framework yields criterion-level diagnostics that are
not available from raw endorsement rates or standard au-
tomated metrics and supports more actionable conclusions
about where LLM tutors succeed and where they break
down. In this study, we focus on mistake-remediation tu-
toring behaviors in a C++ debugging task and use a rubric
that explicitly distinguishes mistake location from mistake
identification and isolates accuracy of guidance to capture
potentially harmful hallucinated or misapplied recommen-
dations. Guided by this evaluation framework, we address
the following research questions:

RQ1. Which pedagogical rubric criteria are easiest versus
most difficult for an LLM-based programming tutor
to satisfy, after accounting for rater severity?

RQ2. How does student-query sufficiency shift the probabil-
ity that the chatbot satisfies each pedagogical criterion
in a programming task?

RQ3. How does student question content relate to criterion-
level pedagogical effectiveness in a programming task?
(exploratory)

We make three contributions. First, we operationalize mistake-
remediation tutoring quality for programming support with
a rubric and annotation protocol that separates diagnosis
(identifying and locating mistakes) from downstream guid-
ance and correctness. Second, we introduce a Bayesian ex-
planatory MFRM that converts rubric-based human judg-
ments into facet-adjusted, uncertainty-aware estimates of
pedagogical effectiveness and quantifies how evaluation shifts
with query sufficiency. Third, we provide empirical evidence
that diagnosis is the limiting capability for the studied tutor
and that commonly used reference-free automated metrics
capture only a weak proxy for correctness-focused outcomes.

2. RELATED WORK
2.1 LLM Chatbots as Instructional Agents
LLM-based chatbots have emerged in recent years, advanc-
ing beyond traditional rule-based algorithms, which have
been limited in language understanding. Additionally, re-
sponses from rule-based algorithms are planned and pre-
defined [48], which pose challenges regarding unexpected in-
puts by learners. In contrast, LLM-based chatbots directly
address this constraint by training on large-scale datasets,
allowing it to capture more contextual and semantic under-
standing [61], forgoing the need for rigid pre-planning for
every potential input. Furthermore, its generative ability to
produce natural language supports student learning experi-
ences. Interactions with LLM-based instructional agents are
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adaptive, provide timely feedback, and serve as an effective
resource for on-demand information [2, 45, 43, 44].

LLM-based chatbots are rapidly reshaping programming ed-
ucation by providing on-demand, natural-language tutoring
that can explain concepts, diagnose errors, and support de-
bugging workflows in ways that earlier pre-defined rules or
narrowly trained course chatbots struggled to achieve [56].
In authentic course settings, students use LLM tutors for
a wide range of needs, but the dominant pattern is highly
task-proximal help on assignments (e.g., fixing code, inter-
preting errors), with comparatively fewer interactions aimed
at deeper conceptual inquiry, which raises both opportunity
and risk for learning [47]. Recent systems for computing ed-
ucation have introduced instructional guardrails that avoid
revealing complete solutions while still offering actionable,
context-aware guidance, demonstrating that LLM chatbots
can be intentionally shaped toward pedagogically meaning-
ful behaviors [29, 25].

At the same time, evidence from programming courses sug-
gests that students’ use of general-purpose chatbots (e.g.,
ChatGPT) often concentrates on error checking and debug-
ging and may be perceived as helpful for understanding and
productivity, yet it can also introduce concerns about code
quality, learning, and collaboration practices such as pair
programming [18]. Alongside these classroom deployments,
research prototypes increasingly combine LLM generation
with program-analysis constraints to deliver finer-grained
“next-step” hints, aiming to preserve learner agency while
improving technical correctness and usefulness [5]. Collec-
tively, this literature motivates treating LLM-based pro-
gramming tutors not as monolithic tools but as designable
instructional systems whose pedagogical value depends on
their guardrails, the kinds of help students seek, and the
learning context in which they are embedded [25, 47, 18].

2.2 Chatbot Pedagogical Efficacy Evaluation
Approaches to evaluating chatbots vary widely depending on
the evaluation goal and the construct of interest. Prior re-
views highlight that chatbot evaluation spans multiple per-
spectives, including user experience, information retrieval,
linguistic quality, technical performance, and business out-
comes, each emphasizing different attributes and metrics
[39]. For instance, linguistic evaluations emphasize response
correctness and coherence, whereas user-experience evalua-
tions focus on usability and task completion. Within ed-
ucation, commonly reported objectives include acceptance
and adoption, learning outcomes, motivation and affect, us-
ability, technical correctness, and other psychological factors
[21]. In this study, we focus specifically on pedagogical effi-
cacy, which is define as the extent to which a chatbot sup-
ports learning through instructionally appropriate behaviors
(e.g., promoting active learning, adapting support to learner
needs, managing cognitive load) [24, 31].

Given these objectives, chatbot evaluations are typically
conducted through Wizard-of-Oz studies, controlled labo-
ratory experiments, field deployments, or technical valida-
tion studies [39]. Measurement within these designs most
often relies on human judgments or user-reported instru-
ments (e.g., rubrics, rating scales, surveys), sometimes com-
plemented by behavioral indicators such as task success or

learning gains. For example, to operationalize pedagogical
ability, Maurya et al. propose eight rubric dimensions rated
by human annotators on a 3-point scale [31]. More recently,
automated evaluation has also been explored, particularly
through lexical-overlap or classification metrics (e.g., BLEU,
accuracy, F1, precision/recall) and related reference-based
similarity measures (e.g., METEOR, ROUGE, CIDEr), which
assume the availability of ground-truth target responses [13,
10, 35]. However, because pedagogical efficacy depends on
context-sensitive instructional moves rather than surface sim-
ilarity to a single reference, these automated metrics are of-
ten insufficient on their own, which helps explain why human
judgment remains the dominant evidence source for peda-
gogical evaluation.

Consequently, the empirical literature most often reports ef-
fectiveness through aggregated human ratings or rankings.
This spans the broader scope of the effectiveness of con-
versational agents, including educational chatbots. For ex-
ample, the BEA 2023 shared task evaluated candidate AI-
teacher responses using 298 crowd raters from Prolific [50],
where each interaction was judged by multiple raters and
systems were primarily compared via average ranks (1=best
to 4=worst) and aggregate leaderboard scores. Similar ag-
gregation based reporting is also common in the broader
conversational-systems literature, where small panels of an-
notators or crowd workers rate responses on a handful of
quality dimensions and results are reported as mean or com-
posite scores [22, 16]. For instance, Jiang and Ahuja [22]
collected three assessors’ judgments per response on infor-
mativeness, fluency, and human-likeness and used the mean
rating as the primary quality measure. Gao and Jiang [16]
similarly recruited crowd workers to rate responses on mul-
tiple attributes (e.g., usefulness, accuracy, fluency, human-
likeness) and reported performance via aggregated scores
across conditions.

More education-focused LLM-tutor evaluations also follow
this pattern, but with limited crossing and sparse overlap
for reliability estimation. For instance, Daheim et al. [11]
annotated a random set of 40 conversations and computed
inter-rater reliability using only a small overlapping subset
(9 conversations annotated by at least two raters), while
still presenting results as criterion-level or overall aggre-
gates. Even when evaluation is framed as comparative judg-
ment, the reporting often remains rank- or mean-based. A
few studies proposed to use pairwise comparative judgments
and a probabilistic ranking model to infer pedagogical abil-
ity, yielding system-level scores and rankings rather than
rater- and criterion-adjusted measures [51]. Collectively,
this literature provides clear evidence that (a) evaluation
commonly depends on human labels collected under par-
tial crossing (different raters score different subsets), (b)
outcomes are typically communicated as means, ranks, or
composites, and (c) rater disagreement is acknowledged via
inter-rater reliability but rarely incorporated into the final
scoring model, thus, motivating measurement-model-based
approaches that explicitly separate latent pedagogical qual-
ity from rater severity and criterion difficulty.

2.3 Bayesian explanatory MFRM
The LLM-based chatbot response to a student’s single query
is identified as a pair of Chatbot response and student query
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that are rated by multiple raters. A Bayesian explanatory
many-facet Rasch model (MFRM) is a Rasch-family model
that decomposes the score or rating into multiple additive
facets on a common logit scale. These typically involve cri-
terion or item difficulty, response quality, and rater severity,
while also allowing other covariates to explain systematic
variation in ratings. This study showcases a novel applica-
tion of MFRM by allowing the quality of chatbot’s response
as an evaluation target, and introducing other critical covari-
ates that can systematically influence pedagogical quality.

Specifically, let i ∈ {1, . . . , I} index student–chatbot ex-
changes (responses), j ∈ {1, . . . , J} index rubric criteria,
and r ∈ {1, . . . , R} index human raters. Let yijr ∈ {0, 1} de-
note a binary endorsement indicating whether rater r judged
response i as satisfying criterion j (1=endorsed, 0=not en-
dorsed). We analyze the data in long format and index
each observed rating by n ∈ {1, . . . , N} with mappings i(n),
j(n), and r(n). The model decomposes endorsements into
(i) response-level latent pedagogical quality θi (higher values
imply higher endorsement probability across criteria), (ii)
criterion difficulty bj (larger values indicate harder-to-satisfy
criteria), and (iii) rater severity sr (larger values indicate
stricter raters, reducing endorsement probability), while al-
lowing criterion-specific effects of query context covariates.

yn | pn ∼ Bernoulli(pn), logit(pn) = ηn,

ηn = θi(n) − bj(n) − sr(n) + γj(n)vn +
K∑

k=1

βj(n)k xnk.

(1)

To characterize how the help-seeking context conditions rubric
endorsement, we included two sets of query-level covari-
ates. First, input sufficiency was encoded as a binary in-
dicator vn ∈ {0, 1}, where vn = 1 denotes that the stu-
dent query provided sufficient information (e.g., code, error
traces, and/or descriptive context) for a meaningful diag-
nosis and response.1 Second, we represented the CS topic
content of each student query using K multi-label binary in-
dicators {xnk}Kk=1, where xnk = 1 if topic k is present in the
query and xnk = 0 otherwise (multiple topics may be active
for the same query). Under this specification, γj captures
the criterion-specific shift in endorsement associated with
sufficient inputs, and βjk captures the criterion-specific as-
sociation between topic k and endorsement.

Because the logistic Rasch family is location-invariant, we
imposed sum-to-zero constraints on additive facets via cen-
tering. Operationally, we sampled unconstrained raw pa-
rameters and applied mean-centering transformations: θi =
θrawi − θraw and sr = srawr − sraw. For the topic coefficients,
we imposed a within-criterion sum-to-zero constraint across
the K topic effects,

∑K
k=1 βjk = 0 for each criterion j, imple-

mented as βjk = βraw
jk − βraw

j· , where βraw
j· = 1

K

∑K
k=1 β

raw
jk .

This constraint is compatible with multi-label topic coding
because it centers the criterion-specific topic coefficients, not
the observations.

1If input sufficiency was coded separately by each rater, then
vn is indexed by the rater in observation n; otherwise, vn is
treated as an exchange-level label shared across ratings for
the exchange.

We used weakly informative Normal priors: θrawi , bj , s
raw
r ∼

N (0, 1) and γj , β
raw
jk ∼ N (0, 0.52). Posterior inference tar-

geted p(Θ,b, s,γ,B | y), where Θ = {θi}Ii=1, b = {bj}Jj=1,

s = {sr}Rr=1, γ = {γj}Jj=1, and B = {βjk}J,Kj=1,k=1.

p(Θ,b, s,γ,B | y) ∝
N∏

n=1

Bernoulli
(
yn | logit−1(ηn)

)

× p(Θ) p(b) p(s) p(γ) p(B).

(2)

We used Hamiltonian Monte Carlo with the No-U-Turn Sam-
pler (NUTS), running 4 chains with 1,000 warmup iterations
and 1,000 retained posterior draws per chain. Convergence
was assessed using R̂ and effective sample size.

For interpretable effect sizes, we translated selected effects
into probability changes as the coefficients were estimated
on the log-odds scale. For instance, for input sufficiency
effect, for each rubric criteria j, we defined a baseline linear
predictor at a reference point θ∗, s∗,x∗ = 0 as follows:

η0j = θ∗ − bj − s∗ (3)

Then, the probability shift induced by input sufficiency
is expressed as follows, where ∆P

(suff)
j was computed for

each posterior draw to obtain a posterior distribution over
probability-scale effects, summarized by posterior mean and
94% HDI.

∆P
(suff)
j = σ(η0j + γj)− σ(η0j), σ(t) =

1

1 + e−t
(4)

3. METHODS
3.1 Participants and Data Collection
This study was conducted in a large-enrollment undergrad-
uate computer science course at a public, research-intensive
university in the southern United States (Spring 2024; N =
669)2. The course emphasized object-oriented programming
in C++, and students could voluntarily use CodeHelp [29],
which is an LLM-based programming tutor designed to pro-
vide debugging-oriented guidance while discouraging solu-
tion revealing, during a course assignment. We analyzed 249
unique, single-turn student-chatbot exchanges (one per stu-
dent), each pairing a student query (including any provided
code/error context captured by the platform) with the cor-
responding chatbot response. We excluded attempted sub-
missions that CodeHelp flagged as insufficient and for which
no response was returned.

3.2 Programming Task and Interaction Inputs
Students completed a C++ programming task targeting an
intermediate object-oriented programming concept commonly
referred to as the “Big Three” implementation (Fig. 4). The
task required implementing a destructor, copy constructor,

2This study was conducted in accordance with institutional
ethical guidelines for research involving human participants.
The research protocol was reviewed and approved by the
Institutional Review Board (IRB) RB202400344. All data
involving human participants were handled in compliance
with relevant privacy and ethical standards.
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Figure 1: Programming Task Description

and copy assignment operator for a class that manages dy-
namically allocated memory and resources. The program-
ming environment integrated Valgrind to detect runtime mem-
ory errors and memory leaks to support debugging. When
interacting with CodeHelp, students could provide informa-
tion via one or more fields: (1) Code (a snippet of their im-
plementation), (2) Error (compiler output or Valgrind mes-
sages), and (3) User Input (a natural-language description
of the issue). For each exchange, we logged the contents of
these fields and the chatbot response.

3.3 Chatbot Evaluation
3.3.1 Rubric Development and Query Labels

To evaluate the pedagogical quality of chatbot responses in a
mistake-remediation programming context, we adapted the
unifying framework for mistake-remediation tasks [31, 24,
38]. The framework emphasizes core dimensions of tutoring
quality (e.g., mistake remediation and guidance/actionability).
Because our task required assessing whether the chatbot
could pinpoint where an error occurred in student code, we
introduced a dedicated Mistake Location dimension. To dis-
tinguish helpful guidance from potentially harmful or hallu-
cinated recommendations, we additionally included an Accu-
racy of Guidance dimension. Table 1 summarizes all rubric
dimensions. Detailed decision rules and benchmark exam-
ples used in annotator training are provided in Appendix A.

For modeling, we used a binary endorsement format. For di-
mensions i1–i4, raters initially assigned yes/partial/no, and
we recoded partial as no (i.e., Yes= 1, Partial/No= 0). In
this study, we treated partial as not-fully-met to target a
conservative mastery-like endorsement. Dimension i5 was
coded as Yes/No. In addition to rubric-based response-
quality criteria, raters also coded two auxiliary query-level
labels: Input Sufficiency (S; whether the student provided
enough information for a meaningful response) and CS topic
categories describing the content of the student query. Topic
codes were multi-label (a single exchange could receive mul-
tiple topic categories). Table 2 summarizes the distribution
of topic labels across exchanges.

3.3.2 Annotator Training and Coding Procedure

Table 1: Rubric Dimensions for Chatbot Evaluation
ID Dimension Scale Description
Rubric dimensions (chatbot response quality)
i1 Mistake

Identifica-
tion

yes
partial
no

Does the chatbot accurately rec-
ognize a mistake in the student’s
input?

i2 Mistake Lo-
cation

yes
partial
no

Does the chatbot correctly iden-
tify the location/aspect of the stu-
dent’s mistake?

i3 Providing
Guidance

yes
partial
no

Does the chatbot offer guidance
relevant to the identified issue?

i4 Accuracy of
Guidance

yes
partial
no

Is the guidance factually and con-
ceptually correct?

i5 Correctness
of Next Step

yes
no

Are the suggested next steps and
corrections accurate and appro-
priate?

Auxiliary query-level labels
S Input Suffi-

ciency
yes
no

Did the student provide enough
information (e.g., code, error, con-
text) for a meaningful response?

Table 2: Student Queries by Relevant CS Topics (multi-label)

Category Description Freq
Topic 1 Programming Fundamentals 146
Topic 2 Data Management and Processing 130
Topic 3 Object-Oriented Programming (OOP) 176
Topic 4 Code Construction 216
Topic 5 Language Unique Programming Concepts 239

Two subject matter experts independently coded all 249
student–chatbot exchanges. Before full coding, raters re-
viewed the task description, rubric definitions, and bench-
mark examples, and completed a structured training session
to align decision rules. Raters then double-coded a random
set of 20 exchanges and participated in a calibration meet-
ing to resolve ambiguities and refine guidelines. A midpoint
check-in was conducted to reinforce decision rules and ensure
continued consistency. Disputed training cases were resolved
by consensus and incorporated into an updated benchmark
set used for ongoing reference during coding. Unless oth-
erwise noted, analyses used both raters’ original codes to
estimate and adjust for rater severity within the many-facet
Rasch framework.
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Table 3: Model comparison using PSIS-LOO

Model elpdloo SE ∆elpd ploo Wt. Rank
M1suff -1419.00 22.23 2.45 135.55 1.00 0
M0baseline -1421.45 22.18 0.00 135.20 0.00 1
M3both -1428.32 22.72 -6.87 153.87 0.00 2
M2topics -1430.19 22.69 -8.74 153.42 0.00 3

Note. Higher elpdloo indicates better expected out-of-sample
predictive fit. ∆elpd is relative to M0baseline.

Table 4: Observed endorsement rates by raters

Rater i1 i2 i3 i4 i5
Rater 1 0.530 0.542 0.406 0.892 0.827
Rater 2 0.510 0.482 0.394 0.880 0.867

4. RESULTS
All models were fit to a long-format dataset with N = 2,490
binary observations (249 exchanges × 5 rubric criteria ×
2 raters). Submissions flagged by our LLM-based chatbot,
CodeHelp, as insufficient were excluded prior to annotation
because no response was returned in such cases; SMEs la-
beled 5% as insufficient on the Input Sufficiency label (S).
For modeling, partial ratings were recoded as 0 (not en-
dorsed) to yield binary endorsements..

We evaluated out-of-sample predictive performance using
PSIS-LOO computed from 4,000 posterior draws and the
pointwise log-likelihood matrix. For the facets-only baseline
model (M0baseline), PSIS-LOO indicated stable importance
sampling with all Pareto-k values ≤ 0.70 (100%“good”). We
then compared four nested specifications (Table 3): a facets-
only baseline (M0baseline), a primary explanatory model adding
criterion-specific input-sufficiency effects (M1suff), and ex-
tended models that additionally included multi-label topic
indicators (M2topics) or both covariate sets (M3both). Adding
input sufficiency produced a small improvement in expected
out-of-sample fit relative to the baseline (∆elpdloo = +2.45),
whereas including topic indicators increased effective model
complexity (ploo ≈ 153) without improving PSIS-LOO, where
∆elpdloo < 0 for M2topics and M3both. Accordingly, we use
M1suff as the primary model for inference in RQ1–RQ2 (cri-
terion difficulty and input sufficiency effects) and treat topic-
based analyses (RQ3) as exploratory. We summarize poste-
rior uncertainty using 94% highest-density intervals (HDIs).

Across the 249 exchanges, the two raters showed broadly
similar endorsement patterns across criteria (Table 4). Here,
we use endorsement to denote cases in which a criterion was
judged as met (i.e., rated yes; see rubric in Table 1). Both
raters endorsed the chatbot most frequently on Accuracy of
Guidance (i4) and correctness of next steps (i5), and least
frequently on Providing Guidance (i3), with intermediate
endorsement for mistake identification and localization (i1–
i2). This suggests that the chatbot more often produced
factually correct and actionable guidance once it engaged
with the problem, but struggled more consistently with di-
agnosing and responding to the student’s specific error.

Table 5: Posterior mean rater severity estimates

Rater s̄r
Rater 1 −0.036
Rater 2 +0.036

Figure 2: Posterior parameter map for the primary MFRM
model (M1suff).

We then fit a Bayesian explanatory Many-Facet Rasch Model
(MFRM) to disentangle rater severity, criterion difficulty,
and response-level pedagogical quality. Posterior mean rater
severities were near zero and symmetric (srater1 = −0.036,
srater2 = +0.036), indicating minimal systematic differences
in endorsement tendency after accounting for criterion dif-
ficulty and response quality (Table 5). Response-level ped-
agogical quality estimates (θi; I = 249) were centered near
zero by model identification (θ̄ ≈ 0, SD ≈ 1) and spanned a
broad range (min = −2.45, max = 1.60), indicating substan-
tial heterogeneity in the chatbot’s pedagogical effectiveness
across student queries and underscoring the need to model
response quality beyond raw aggregate endorsement rates.

4.1 Rubric criterion difficulty (RQ1)
Using the primary model M1suff (facets + input sufficiency),
criterion difficulty estimates (bj) indicated substantial differ-
ences in how challenging each pedagogical criterion was for
the chatbot to satisfy. Larger bj corresponds to a lower
probability of endorsement, holding response quality and
rater severity constant. The mistake diagnosis criteria were
most difficult: Mistake Identification (i1) and Mistake Lo-
cation (i2) had the largest positive posterior mean difficul-
ties (b̄i1 = 1.517, b̄i2 = 1.553). Providing Guidance (i3)
was close to the reference point (b̄i3 ≈ 0). In contrast, the
accuracy-oriented criteria were easiest: Accuracy of Guid-
ance (i4) and Correctness of next steps (i5) had negative
difficulty estimates (b̄i4 = −1.577, b̄i5 = −1.493), indicat-
ing these behaviors were endorsed more readily. For inter-
pretability, we also report baseline endorsement probabil-
ities at a common reference setting (θ = 0, s = 0, and
v = 0). Baseline endorsement was lowest for i1 (0.188) and
i2 (0.183), moderate for i3 (0.500), and high for i4 (0.819)
and i5 (0.807) (Table 6). Together, these results suggest that
the primary difficulty for the chatbot lies in diagnosing and
localizing student errors, rather than in producing generally
accurate or actionable guidance once an issue is addressed.
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Table 6: Rubric criterion difficulty and baseline endorsement probability at the reference point

ID Criterion b̄j 94% HDI p̄base 94% HDI

i1 Mistake identification 1.517 [0.820, 2.451] 0.188 [0.079, 0.306]

i2 Mistake location 1.553 [0.835, 2.516] 0.183 [0.075, 0.303]

i3 Providing guidance -0.000 [-0.773, 0.768] 0.500 [0.317, 0.684]

i4 Accuracy of guidance -1.577 [-2.666, -0.812] 0.819 [0.693, 0.935]

i5 correctness of next steps -1.493 [-2.481, -0.724] 0.807 [0.674, 0.923]

Table 7: Input sufficiency effects by criterion.

ID γ̄j 94% HDI p̄base ∆P 94% HDI

i1 0.242 [-0.384, 0.908] 0.188 0.037 [-0.067, 0.143]

i2 0.237 [-0.403, 0.871] 0.183 0.035 [-0.069, 0.135]

i3 0.169 [-0.451, 0.867] 0.500 0.041 [-0.109, 0.209]

i4 0.596 [-0.107, 1.278] 0.819 0.072 [-0.015, 0.169]

i5 0.672 [-0.007, 1.371] 0.807 0.083 [-0.008, 0.188]

Note. ∆P summarizes the probability change induced by suf-
ficiency at the reference point (θ = 0, s = 0, covariates = 0).

4.2 Effects of input sufficiency (RQ2)
Using the primary model M1suff (facets + input sufficiency),
we examined whether rater-judged input sufficiency (i.e.,
whether the student query contained enough information to
diagnose and address the issue) was associated with higher
endorsement probabilities via criterion-specific effects (γj).
Posterior mean sufficiency effects were positive across all cri-
teria (Table 7), with larger mean shifts for the accuracy-
oriented criteria (i4, i5). On the probability scale, the es-
timated mean changes were modest for the diagnosis and
guidance criteria (∆P ≈ 0.037–0.041 for i1–i3) and larger
for the accuracy-oriented criteria (∆P ≈ 0.072–0.083 for
i4–i5). However, the 94% HDIs indicate substantial uncer-
tainty, consistent with the small proportion of exchanges
labeled as insufficient (5%) in the current dataset.

Figure 2 visualizes posterior parameter estimates from M1suff,
with all panels plotted on a common logit scale for com-
parison. The response-quality distribution (θ, left) shows
substantial heterogeneity across student–chatbot exchanges.
Rater severity estimates (s, second) are centered near zero
for both raters, indicating minimal systematic differences in
endorsement tendency. Criterion difficulty (b, third) differ-
entiates the rubric criteria, with mistake diagnosis (i1–i2)
the most difficult and the accuracy-oriented criteria (i4–i5)
the easiest. Finally, the input-sufficiency effects (γ, right)
are generally positive but imprecisely estimated, suggesting
that more sufficient student queries may increase endorse-
ment probabilities, with the largest expected gains for the
accuracy-related criteria.

4.3 Exploratory Analysis for Effects of student
query topic (RQ3)

We conducted an exploratory analysis of whether student
question content was associated with criterion-level rubric
outcomes. Specifically, we used multi-label indicators for
five CS topic categories (Table 2) to summarize topic-conditional
differences in endorsement and to estimate topic-augmented
MFRM specifications (Figure 3; Table 8). Because adding
topic indicators did not improve PSIS-LOO relative to the

Figure 3: Topic effects by rubric criterion

primary model and increased effective complexity (Table 3),
we interpret topic patterns as descriptive and hypothesis-
generating rather than confirmatory effects.

Overall, topic-related variation was most apparent for the
diagnosis-related criteria, Mistake Identification (i1) and Mis-
take Location (i2), and for Providing Guidance (i3). In con-
trast, topic associations for the accuracy-oriented criteria
(i4–i5) were smaller and more uncertain, with 94% HDIs
often spanning zero. In the topic-augmented model, topic
effects are summarized as posterior mean probability shifts
(∆P ) at a common reference point (θ = 0, s = 0, input suf-
ficiency v = 0, and other topic indicators set to 0), enabling
criterion-by-topic comparisons on the probability scale.

For mistake diagnosis, the largest positive associations were
observed for Code Construction (Topic 4) and Language-
Unique Programming Concepts (Topic 5). For i1, Topic 4
and Topic 5 were associated with increases of approximately
∆P ≈ +0.14, with 94% HDIs excluding zero; a similar
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Table 8: Exploratory topic associations with criterion endorsement (topic-augmented model).

Topic β̄ 94% HDI ∆P 94% HDI Topic β̄ 94% HDI ∆P 94% HDI

i1 1 0.103 [-0.390, 0.666] 0.019 [-0.057, 0.119] i1 2 -0.308 [-0.827, 0.226] -0.039 [-0.111, 0.036]

i1 3 0.113 [-0.324, 0.555] 0.019 [-0.047, 0.098] i1 4 0.774 [0.209, 1.308] 0.142 [0.028, 0.268]

i1 5 0.768 [0.068, 1.450] 0.139 [0.015, 0.275] i2 1 0.320 [-0.238, 0.875] 0.055 [-0.034, 0.165]

i2 2 -0.390 [-0.958, 0.131] -0.047 [-0.128, 0.017] i2 3 0.062 [-0.365, 0.486] 0.011 [-0.056, 0.079]

i2 4 0.777 [0.236, 1.333] 0.140 [0.023, 0.257] i2 5 0.713 [0.022, 1.401] 0.125 [-0.005, 0.247]

i3 1 0.049 [-0.539, 0.633] 0.012 [-0.129, 0.146] i3 2 -0.170 [-0.780, 0.413] -0.040 [-0.190, 0.095]

i3 3 0.050 [-0.395, 0.506] 0.012 [-0.097, 0.117] i3 4 -0.807 [-1.396, -0.247] -0.185 [-0.316, -0.059]

i3 5 0.014 [-0.682, 0.711] 0.003 [-0.165, 0.169] i4 1 -0.035 [-0.652, 0.598] -0.010 [-0.106, 0.087]

i4 2 -0.096 [-0.783, 0.539] -0.019 [-0.126, 0.078] i4 3 0.369 [-0.145, 0.914] 0.045 [-0.028, 0.118]

i4 4 -0.274 [-0.986, 0.401] -0.045 [-0.165, 0.064] i4 5 0.376 [-0.414, 1.189] 0.047 [-0.056, 0.157]

i5 1 -0.111 [-0.753, 0.503] -0.020 [-0.128, 0.078] i5 2 0.093 [-0.562, 0.717] 0.010 [-0.091, 0.099]

i5 3 -0.060 [-0.591, 0.489] -0.011 [-0.106, 0.067] i5 4 -0.307 [-0.983, 0.344] -0.053 [-0.180, 0.055]

i5 5 0.292 [-0.427, 1.039] 0.041 [-0.066, 0.151]

Note. Each row reports the criterion–topic effect βj,k and the corresponding probability shift ∆P at the reference
point (θ = 0, s = 0, and other topic indicators set to 0). 94% HDIs are computed from the posterior.

Figure 4: Spearman’s correlations between the evaluation metrics and target rubric

pattern emerged for i2 (Topic 4: ∆P ≈ +0.14; Topic 5:
∆P ≈ +0.12). By comparison, Programming Fundamen-
tals (Topic 1), Data Management and Processing (Topic 2),
and Object-Oriented Programming (Topic 3) showed smaller
shifts for i1 and i2 (typically |∆P | ≤ 0.05) with uncertainty
intervals overlapping zero.

Providing Guidance (i3) exhibited an asymmetric pattern:
most topics were near zero, whereas Code Construction (Topic 4)
was associated with a notable decrease in endorsement (∆P ≈
−0.18; 94% HDI excluding zero). Taken together, this pat-
tern suggests that topic differences may be most consequen-
tial for upstream diagnosis and for translating diagnosis into
actionable guidance. However, given the lack of PSIS-LOO
improvement for topic-augmented models, these results should
be interpreted cautiously and motivate future work with
larger or more balanced samples to test topic moderation
more decisively.

4.4 Comparisons to Automated Metrics
To contextualize our rubric-based evaluation and provide
convergent and discriminant validity evidence for the ped-
agogical constructs targeted by i1–i5, we compared rubric
outcomes against a set of automated, reference-free metrics
computed from each student–chatbot exchange. These in-
cluded (a) surface length and structure (response character
length, word length, sentence count, and the response-to-

prompt length ratio), (b) lexical diversity and redundancy
(type–token ratio; distinct-n for n ∈ 1, 2, 3; normalized n-
gram entropy for n ∈ 1, 2; and repetition rates for unigram
and bigram reuse), (c) prompt–response overlap (unigram
and bigram Jaccard overlap; prompt containment in the re-
sponse and vice versa), and (d) readability (Flesch Reading
Ease and Flesch–Kincaid Grade). To approximate semantic
relatedness without an external reference, we additionally
computed embedding-based similarity between the prompt
and response (mean-pooled cosine similarity, vector-extrema
cosine similarity, and greedy token-level matching) and lay-
erwise synchrony scores, defined as the cosine similarity be-
tween mean-pooled transformer representations across layers
and summarized by the minimum, mean, maximum, mid-
layer, and last-layer similarity. For each metric, we com-
puted Spearman rank correlations (ρ) with (a) criterion-
level endorsements (i1–i5) and (b) the response-level latent
pedagogical quality estimate (θ) from the MFRM, and we
summarize the correlation pattern in Figure 4. These corre-
lations provide convergent evidence when rubric scores align
with the signal captured by a specific class of metrics.

Overall, the correlation coefficients between automated met-
rics and rubric-based outcomes were generally modest (typ-
ically |ρ| ≤ .30), indicating that commonly used reference-
free metrics capture only partial information about pedagog-
ical response quality. The MFRM latent quality estimate
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