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ABSTRACT
Receiving formative feedback about open-ended responses
can facilitate the progression of learning. However, educators cannot often provide immediate feedback and thus for
students, learning may be slowed. In this paper, we will explore how an automatic grading model can be coupled with
deep Reinforcement Learning (RL) to create a system of
automatic formative feedback on students’ open-ended responses. We use batch (offline) learning with a double Deep
Q Network (DQN) to simulate a learning environment, such
as an open-source, online tutoring system, where students
are prompted to answer open-ended questions. An autograder is used to provide a rating of the student’s response,
and until the response is scored at the highest category, an
RL agent iteratively provides suggestions to the student to
revise the previous version of their answer. The automated
suggestion can include either a key idea to consider adding
to the response, or a recommendation to delete a specific
part of the response. Our experiments are based on a simulated environment, within which we anticipate a how a real
student might revise their answer based on the agent’s chosen hint. Preliminary results show that in such environment,
the agent is able to learn the best suggestions to provide a
student in order to improve the student’s response in the
least number of revisions.
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1.

INTRODUCTION

It has been shown that the use of open-ended (OE) items is
beneficial for student learning by self-explanation [2], or information recall [1]. Additionally, receiving formative feedback – information communicated to the learner intended
to modify his or her thinking/behavior to improve learning
- about OE responses may also contribute to the progression
of learning for students [16]. However, assessing OE items
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and subsequently providing formative feedback is time consuming for teachers [6] and consequently, feedback to students can be delayed.
We suggest the use of educational technology to help mitigate this issue. Technologies like online learning platforms
or intelligent tutoring systems can enable students to take
a proactive role in assessing their own abilities. In addition, they can help promote equitable learning for students
who do not have the resources to receive quick and individualized feedback from a human tutor, parent, or private
educator. Such platforms have the capability to provide instant feedback, allowing for students, of all types, to take
control of their own learning through real-time formative
self-assessment [11]. However, items that elicit instant feedback necessitate a structure for automatic grading, and the
creation of useful feedback. While implementing automatic
grading and producing related feedback for multiple choice
items is seamless, as a student’s response is limited to a
small number of choices, it is not so simple for OE questions
that elicit an infinite number of potential student responses.
In this paper, we explore how an Automatic Short Answer
Grading (ASAG) model can be coupled with deep Reinforcement Learning (RL) to create a system that provides automatic formative feedback for students’ OE responses. We
will use batch (offline) learning to simulate an environment,
such as an open source tutoring system, where students are
prompted to answer OE questions. Once the ASAG model
provides a rating of the response, the RL agent will give a
hint to the user by suggesting either a key phrase that the
user might consider adding to the response, or a portion of
the response that the user might want to delete when revising their answer. The student’s revision will be simulated
by either the key phrase being added to the previous response at the agent’s chosen index within the response, or
the portion to consider removing deleted completely. The
new response will be once again sent to the auto grader to
be classified. This process will continue until the automated
rating has reached some defined threshold (as a function of
the reward), or a maximum number of hints has been provided.
The key idea of our work is to train an RL agent to choose
the best sequence of revisions for an OE response, in order to arrive at an exemplary response in the least number
of revisions. Although the space of student responses to a
given question is infinite, we hypothesize that the agent can

learn which of a finite set of revisions will be most useful to
improve a student’s answer.
The main contribution of this work is to explore a real-world
application of deep RL. There has been little work so far
studying the use of deep RL in educational contexts, and in
addition, coupling deep RL with language models (the auto
grader) has not been extensively investigated. In this paper,
we will briefly describe the ASAG, but will mainly focus on
the implementation of the deep RL algorithm.

2.

RELATED WORK

Several works have focused on the use of RL for applications in education. Reddy et. al (2017) created a modelfree review scheduling algorithm to learn a policy that operates on raw observations of a student’s study history, as
opposed to explicitly modeling the student as employed by
other scheduling algorithms [13]. Iglesias et. al (2009) used
RL within a pedagogical module of an education system
such that the system would automatically learn which pedagogical policy was best for a particular student [7]. Dorça
et. al (2013) presented an automatic probabilistic approach
for modeling student’s learning styles based on reinforcement learning [5]. They show that because of the dynamic
aspects of detecting learning styles, the RL agent is able
to constantly adjust to a student’s performance. Park et.
al (2019) introduced an RL “social robot” for personalized
and adaptive education [12]. They illustrate how the agent
can utilize children’s verbal and nonverbal affective cues to
exert influence over the student’s engagement, in order to
maximize long-term learning gains. Rowe et. al (2015)
employ modular RL, a multi-goal extension of classic RL,
to dynamically tailor narrative-centered learning to particular students’ needs [14]. They show that including a datadriven, planning approach can enhance student learning. Finally, Shawky & Badawi (2018) use RL to build an intelligent environment that provides a method to account for the
continuously-changing states of student learners [15].

3.

BACKGROUND

In this section we will provide a brief overview of the methods used in our work necessary to understand the results, including the ASAG model, offline (batch) learning, Q-learning
and Epsilon-greedy sampling.

3.1

the agent can make decisions from unstructured data without any manual engineering of the state space and the algorithms can handle very large amounts of data for learning
an optimal policy.

3.2

The ASAG model

The Automatic Short Answer Grading (ASAG) model that
we use to provide an initial rating of student responses, as
well as feedback to the agent through a reward function
about the chosen action (response revision), is a BERT-base
multi-class classification model. The BERT transformer language model, introduced in [4], is pre-trained on large amounts
of natural language text from Wikipedia and BooksCorpus,
and can be fine-tuned for downstream tasks such as classification. We use a compressed version of the model called
BERT-base, and fine-tune the model as a supervised classifier using human ratings of the OE question(s) as groundtruth ratings.

3.3

Offline (batch) learning

Traditionally, RL algorithms employ online learning by iteratively collecting experiences, i.e. data, while actively interacting with the environment. The collected experiences
are used by the model to improve the policy [17]. For some
applications, however, using online data collection can be
resource heavy or dangerous or impractical for settings that
necessitate a large dataset [8]. In contrast, offline RL algorithms utilize previously collected data. Data is stored in a
replay buffer and is not altered during training, allowing for
the incorporation of very large, or pre-existing datasets. Issues posed by fully offline-learning algorithms include, most
prominently, a vulnerability to distributional shift.

3.4

Deep Q Learning

Q-learning is categorized as a model-free reinforcement learning algorithm - i.e. it does not use the transition probability distribution or the reward function associated with the
MDP. Essentially, the model-free algorithm is based on trialand-error. For any finite MDP, the Q-learning algorithm will
find an optimal policy that maximizes the expected total reward over all steps in the sequence, starting from the current
state [9]. The Q-function determines the value of a stateaction pair through the given reward. Deep Q-learning is
a variant of Q-learning where a nonlinear function approximator - a neural network - represents Q.

Deep Reinforcement Learning

Reinforcement learning (RL) employs learning to control a
dynamical system by providing feedback to an agent, via
a reward system, in order to choose an action to take in a
given state. The action consists of what the agent can do in
the state, where the state represents the current condition
of the agent. When the agent takes an action, it receives
a reward (either positive or negative) as feedback from the
environment. Thus, the agent learns a policy to maximize its
total expected sum of rewards. The system can be defined as
a fully or partially-observed Markov decision process (MDP)
[17].
Deep RL utilizes high-capacity function approximators - deep
neural networks - as the policy, in conjunction with RL. The
incorporation of deep networks has improved performance
for applications of RL in many domains [8]. With deep RL,

4.

TRAINING THE RL AGENT

In this section, we describe the dataset used for initial results
as well as the RL formulation consisting of the state, reward,
and action set.

4.1

The Dataset

To evaluate our proposed methods, we take the most simple approach and use only one OE science question from an
open-source data set called the Automatic Student Assessment Prize, Short Answer Scoring data (ASAP-SAS). The
data was used in a 2012 Kaggle competition1 sponsored by
the Hewlett Foundation, and consists of almost 13,000 short
answer responses to 10 science and English questions. The
questions were scored from 0 (most incorrect) to 3 (most
1
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correct), and each question includes a scoring rubric. We
chose the question that achieved the highest validation accuracy, evaluated with a Cohen’s Kappa Metric, with the
automatic grading model. We did so such that the reward
signal, as it is a function of the autograder, would be strong
and consistent, rather than using a question that the autograder has a difficult time scoring and may subsequently
provide inconsistent reward feedback to the agent.
The question prompt asks students to ”List and describe
three processes used by cells to control the movement of substances across the cell membrane.” And the rubric states
that an answer rated at the highest level will include three
correct processes, down to the lowest level which will include zero correct processes. Examples of key statements
that can/should be included in an answer, according to the
rubric, include: ”Selective permeability is used by the cell
membrane to allow certain substances to move across”, or
”Osmosis is the diffusion of water across the cell membrane”.
The list of key statements include in the rubric drove the action space selection of phrases that the RL agent can add to
a response (to simulate suggesting that a student consider
the information in their revision).

to have a capacity to interpret the response at the word
level, and not only as an aggregate response.

4.2.2

3 · (0 · ∆p0 + 1 · ∆p1 + 2 · ∆p2 + 3 · ∆p3 ) − 1

4.2.3

4.2

The Algorithm

An overview of the proposed algorithm is as follows. For
each episode, we will first initialize by randomly sampling
one of the student’s short answers. The student answer text
will be vectorized and fed to the agent. Based on this state
input, the agent will choose an action to take, i.e., either
adding a key phrase or deleting a portion of the response.
This simulates the student taking the hint into account when
revising their answer. Next, we send the new student response to our language model classifier, and receive a probability distribution of rating categories as output. Then we
will calculate our reward as a function of the difference in
class probabilities from the previous response, to the newly
revised response, such that an increased probability of the
highest rating category for the revised response would correspond to a higher reward. If the response has reached a high
rating, the episode will terminate. Otherwise, the process is
repeated with the revised student response (the original response plus the hint phrase, or minus the deleted portion) as
the new state, and the agent will choose another action until the highest rating is achieved, or we reach a pre-defined
maximum number of revisions. Details of the process are
described below.

4.2.1

The State

The state is primarily represented by a student’s response.
As our RL agent will not take in words as input, we vectorize the student responses using a Word2Vec [10] model,
with embeddings of size 8, and a vocabulary specific to our
dataset. Word2Vec produces an embedding for each word
in the vocabulary, so in order to create one embedding for
the entire response, we concatenate the individual word embeddings. W2V mbeddings of size 8 are particularly small,
but we chose to sacrifice some information within the word
embeddings in order to keep our state space at a reasonable
size. Additionally, we concatenate each word embedding instead of averaging them, which is a common method for
producing sentence embeddings because we want the agent

The Reward

The reward is a function of the difference in the ASAG
model’s classification probability distribution of ratings between the old response and the revised response, with a
penalty for each revision the agent makes. We include the
penalty (subtracting 1) because we want the agent to learn
how to revise the student’s response in the least number of
revision steps. Additionally, we more heavily weighted the
higher rating category probability changes because we care
more about a change in the highest rating probabilities, as
it is the ultimate goal to achieve the highest level rating.
Finally, we multiply the weighted difference in probabilities
by three, because the overall difference tended to be small,
and we needed to send a stronger signal to the agent. The
Reward formula is as such, where ∆p0 represents the difference in probability of the 0 rating category between the
new and old response:

The Action Space

The action space consists of both adding key phrases to the
response or deleting a portion of the response. The agent
can choose only one revision (one addition, or one deletion)
in each step. The key phrases the agent can add must be predefined by either a subject-matter-expert or created based
on a detailed scoring rubric, in order to determine what is
necessary for a student to include in their explanation to
achieve a high rating. For the question in our initial experiment, ”List and describe three processes used by cells to control the movement of substances across the cell membrane.”,
the list of 10 key phrases that the agent can choose from are
shown below.
[’energy to move’], [’across cell membrane’], [’diffusion substance across’], [’active transport requires’], [’osmosis water
across’], [’passive transport requires’], [’no energy move’],
[’from high concentration’], [’to low concentration’], [’with
concentration gradient’]
The phrases are vectorized with Word2Vec the same way the
response is for the state space. The phrase can be added to
the response at any index in increments of 3 (i.e., the phrase
can be added to the very beginning of the response at index
0, or three words in at index 3, etc.). We hypothesized
that it is necessary that the agent chooses where, within
the response, the phrase will be added. Additionally, the
action space includes removing any one trigram within the
response. We limited the flexibility of the agent removing
text to trigrams to keep the action space at a reasonable
size. With a larger action space, it is reasonable to assume
that the agent will take much longer to learn.

4.2.4

The Q Network

The Q-Network consists of a fully connected neural network
with two hidden layers of size 300 and 200. The final layer
corresponds to the dimension of the action space. In addition, both hidden layers use an Rectified Linear Unit (ReLU)
activation function. As input, the network takes in the state
space (vectorized student response) and outputs an estimate

into our reward formulation. Additionally, using concatenated word vectors as a state space adds an additional layer
of complexity because the variability in the state space is
infinite, as any student may use an infinite combination of
words in their response.

Figure 1: Sum of rewards over 80K training episodes.

of the expected future sum of rewards of each action in the
action space. Thus, the agent chooses the action that has
the maximum Q Network output. Our algorithm is optimized using Adam stochastic optimization [3]. The size of
the replay buffer for the Q-Network is 10,000. In addition,
the Q-Network is trained with a batch size of 32, a discount
factor of 0.99, and a learning rate of 5e-4. We update the
target network every 4 episodes.

5.

RESULTS

Preliminary results shown in Figure 1 imply that the agent
is indeed able to learn which revisions to make to a response
in order to achieve a higher rating from the autograding
model. Figure 1 shows the sum of rewards in an episode on
the y-axis, and the episode number along the x-axis. The
scale or number of the y-axis is not necessarily meaningful,
as our reward function is only created as a means to give
signal to the agent about the goodness of its sequence of decisions. Rather, the overall pattern of the reward becoming
less negative, i.e. greater, as the training episodes increase
shows us that the agent can learn, over many episodes of
trial and error, an optimal policy to choose which actions
to take, in order to maximize its future sum of rewards. It
is worth noting that with limited computational resources,
training the agent over 80,000 episodes is not quick, so future work will indeed include training over a greater number
of episodes, to see if the agent can achieve a somewhat convergence to a higher total episodic reward than is shown in
Figure 1.

6.

DISCUSSION

We emphasize that this project is a work in progress and
acknowledge that there is much more effort needed to explore the agent’s capacity to revise a students response. We
believe that it is an important and successful first step to
observe that the RL agent is indeed able to learn the task
that we proposed, as there exist many sequential tasks that
may not be appropriate for the RL formulation, or are too
complicated for an RL agent to learn. Using a reward that
is a function of a language model poses a unique challenge
as we adopt the limitations of the autograding model itself

More importantly, we note that there are several practical
application of an RL agent revising a student’s response.
Our results are from a simulated environment that is meant
to represent a real-life student interaction, but does not do
so perfectly. When thinking forward to the real-life application of implementing the algorithm in the context of a
real student revising their answer, many unanswered questions arise. Firstly, we assume that a student will take into
account the RL agent’s revision suggestion directly in our
simulation (the agent automatically adds the key phrase or
deletes the segment), but a real student will have the choice
to consider the suggestion or ignore it and make a different
revision. This may pose confusing signals to the agent about
whether or not the suggestion was the best one. Further, we
must investigate how exactly to provide the hints, as formative feedback, such that the student actively learns from
their revision.
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